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ausdrücklich erwähnen und mich für das stets offene Ohr und die tatkräftige
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Abstract

Road accidents are one of the leading causes of death worldwide, particularly
among young people. The police and local authorities therefore strive to reduce
the risk of accidents through appropriate road safety measures. In order to
plan these measures, the relevant types of accidents, i. e., accidents with certain
features, must first be recognized. However, the variety of accident features and
the amount of resulting feature combinations make it impossible to monitor all
accident types manually.

In this thesis, methods are proposed to automatically identify interesting
accident types. Here, it is investigated whether combinations of features occur
together and how the temporal pattern of the combined occurrence behaves.
The change mining approach can then be used to determine whether structural
changes in frequency occur during the period under consideration. For example,
a feature combination that suddenly appears more frequently or exhibits a
change in seasonality should be prioritized for further investigation so that
appropriate road safety measures may be initiated for that combination.

The implemented strategic, multi-stage data mining framework based on
frequent itemset mining, time series clustering, forecasting methods, and a
scoring process is able to detect interesting feature combinations. These are
then processed on a map in a web interface suitable for the respective audience in
order to support the strategic planning of road safety measures. The framework
is applied to several accident data sets from different countries to determine
suitable default parameter values for the respective data analysis methods
and to carefully align the methods. It is shown that there exist only minor
dependencies of the parameter selection on the database to be analyzed.

For operational planning, it is necessary to consider small geographic areas
and identify the features that have the greatest impact on accident occurrence
there. Therefore, the developed operational framework analyzes and predicts
the course of accident time series, taking into account the associated feature-
specific time series. On the one hand, this makes it possible to increase the
forecast performance, and, on the other hand, to determine which accident
features have a significant influence on the course of the accident numbers over
time. The insights gained can be used as a basis for short-term measures.
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Kurzfassung

Verkehrsunfälle gehören weltweit zu den häufigsten Todesursachen, insbesondere
bei jungen Menschen. Die Polizei und die lokalen Behörden sind daher bestrebt,
das Unfallrisiko durch geeignete Verkehrssicherheitsmaßnahmen zu verringern.
Für die Planung dieser Maßnahmen ist es erforderlich, zunächst die relevanten
Unfalltypen, d. h. Unfälle mit bestimmen Merkmalen, zu identifizieren. Die
Vielfalt der Unfallmerkmale und die Menge der daraus resultierenden Merkmals-
kombinationen machen es dabei aber unmöglich, alle Unfalltypen manuell zu
überwachen.

In dieser Arbeit werden Methoden vorgeschlagen, um
”
interessante“ Un-

falltypen automatisch zu identifizieren. Dabei wird untersucht, ob eine Kom-
bination von Merkmalen häufig gemeinsam auftritt und wie sich das zeitliche
Muster des kombinierten Auftretens verhält. Mit Hilfe des Change Mining-
Ansatzes kann dann festgestellt werden, ob im Betrachtungszeitraum struk-
turelle Veränderungen in der Häufigkeit auftreten. So sollte zum Beispiel eine
Merkmalskombination, die plötzlich häufiger vorliegt oder eine Veränderung
in ihrer Saisonalität aufweist, für die weitere Untersuchung priorisiert wer-
den, damit für diese Kombination geeignete Verkehrssicherheitsmaßnahmen
eingeleitet werden können.

Das implementierte strategische, mehrstufige Data Mining Framework,
basierend auf Frequent Itemset Mining, Zeitreihenclustering, Prognoseverfahren
und einem Scoring-Prozess, ist in der Lage, interessante Merkmalskombina-
tionen zu ermitteln. Diese Ergebnisse werden adressantengerecht in einer
Web-Oberfläche auf einer Karte aufbereitet, um die strategische Planung von
Verkehrssicherheitsmaßnahmen zu unterstützen. Das Framework wird auf
mehrere Unfalldatensätze aus verschiedenen Ländern angewandt, um geeignete
Default-Parameterwerte für die jeweiligen Datenanalyseverfahren zu ermitteln
und die Verfahren sorgfältig aufeinander abzustimmen. Es zeigt sich, dass
nur geringe Abhängigkeiten der Parameterwahl von der zu analysierenden
Datenbasis existieren.

Für die operative Planung ist es erforderlich, kleine geographische Gebiete
zu betrachten und dort die Merkmale zu identifizieren, die den größten Ein-
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Kurzfassung

fluss auf das Unfallgeschehen haben. Daher analysiert und prognostiziert das
entwickelte operative Framework den Verlauf von Unfallzeitreihen unter Berück-
sichtigung der zugehörigen merkmalsspezifischen Zeitreihen. Dadurch lässt
sich zum einen die Prognosegüte erhöhen, aber insbesondere auch feststellen,
welche Unfallmerkmale den Verlauf der Unfallzahlen über die Zeit maßgeblich
beeinflussen. Die gewonnenen Erkenntnisse wiederum können als Basis für
kurzfristige Maßnahmen genutzt werden.
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Chapter 1

Introduction

The World Health Organization (WHO) and the United Nations renewed the
Decade of Action for Road Safety in order to reduce the number of deaths
on roads worldwide (cf. World Health Organisation, 2022). Their global plan
includes measures to increase road safety, such as safe road infrastructure, safe
vehicles, rapid post-accident response, and promoting safe road use. Since many
of these measures can only be implemented by governments and local authorities,
it is necessary to support them in making well-informed decisions based on
sound data analysis. In many countries, the local police forces are responsible
for attending accident scenes, promptly restoring road safety at the scene, as
well as investigating and recording the circumstances of the accident. Based on
this data, police accident analysts evaluate which accident circumstances occur
frequently and plan appropriate measures using the findings of the statistical
analysis. In this process, supporting visualizations are commonly used, which
depict the accident history for certain accident types1 on maps (cf. Statistische
Ämter des Bundes und der Länder, 2022).

Police road accident data contains information2 on the external circum-
stances of the accident, e. g., weather or road surface conditions as well as
people and vehicles involved. In the case of vehicles, the police might record
the age and state of repair, while in the case of participants, the data collected
might include their gender, age, and blood alcohol concentration. When ana-
lyzing police accident data, police analysts tend to examine specific types of
accidents that they already know to be promising for initiating actions, based

1An accident type is a combination of certain specific accident circumstances, e. g., weather,
road type, and age of the driver.

2The amount of information collected in the event of an accident is not necessarily identical
over the years and may well increase as a result of new discoveries. For example, it has been
recognized that the use of cell phones while driving leads to accidents, hence this cause of
accidents can now also be recorded by the police at the scene of the accident.
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on their expertise and experience. They investigate, e. g., whether there has
been an increase in tree accidents outside urban areas in recent months. If the
accident statistics confirm the hypothesis, speed monitoring at accident-prone
locations can be intensified as a preventive measure. However, it is possible
that this increase is not only due to speeding, but to other causes of accidents
such as rainy weather or drunk driving. If these hypotheses are not tested by
police analysts due to the large number of possible different accident types and
resulting hypotheses, this knowledge will remain hidden in the data and the
road safety measure may not be as effective as it could be. Therefore, rather
than relying solely on hypothesis testing for known accident types, it seems
reasonable to derive from police road accident data those accident types that
should be addressed by road safety measures. Consequently, the purpose of this
thesis is to investigate how the relevant accident types could be determined
in an automated way using suitable data analysis methods. This requires in
particular the definition of relevance or interestingness of accident types, i. e., a
combination of certain accident features3.

In many use cases found in the literature, data analysis methods are applied
to a static data set and the analysis results are based on a one-time model
created on that data set. However, since the nature of road accidents and
especially the frequency of occurrence of certain accident types can change
significantly over time, the definition of interestingness should take into account
the temporal aspect. By including time in the analysis, it is possible to
determine, e. g., whether an accident type suddenly becomes more frequent
relative to other accident types than it used to be, or whether it exhibits large
fluctuations over time that may be difficult to anticipate. A significant part
of this cumulative work addresses the inclusion of time in accident analysis.
The resulting framework is intended to support police and local authorities
in taking strategic decisions regarding road safety measures. Unlike most
accident analysis approaches in the literature, the framework does not consider
the database as static, but applies data analysis methods sequentially to a
temporally segmented data set. The underlying approach was introduced by
Böttcher et al. (2008) as change mining, because it allows the identification
of structural changes in the database. Furthermore an approach is presented
that can support the operational work of local authorities and police forces.
By identifying the accident features that have the greatest influence on the
temporal pattern of accident numbers in a given, narrowly defined geographic
area, appropriate road safety measures tailored to those features can be derived.

3Road accidents are described with attributes (e. g., weather and road type) that can take
different values (e. g., rain or snow and highway). A feature is a certain attribute-value-pair,
such as “weather = rain”

2



1.1 Background and Motivation

This dissertation thus explores how strategic and operational planning for
police and local authorities road safety interventions can be supported by time-
based data analysis, as only those users have the opportunity to implement legal
changes, design interventions, and take enforcement action. Section 1.1 provides
a more in-depth discussion of the context and motivation for this work as well
as the resulting research questions, before an overview of the contributions and
the structure of this cumulative thesis is given in Section 1.2.

1.1 Background and Motivation

Road accidents are the leading cause of death among young people worldwide
(cf. World Health Organization, 2018, p. 3). While there is no other more
frequent cause of death among people under 30 years of age, it is still the
eighth most common cause among all age groups, with worldwide more than
1.3 million deaths per year and about 50 million injuries (cf. World Health
Organization, 2022). Many of these deaths and injuries can be prevented by
road safety measures if those are implemented at the right time and in the right
locations. Long-term measures include, e. g., adjustments to legislation, like
mandatory seat belt usage or changes in penalties for non-compliance with laws
that are already in place. These strategic measures also include adjustments to
constructional characteristics, such as converting an accident-prone intersection
into a roundabout or adding a lane to a road for improved traffic flow. More
immediate actions by local authorities include adjusting traffic light circuits or
monitoring red light violations. At the operational level of personnel deployment,
road safety measures include deploying mobile speed cameras or conducting
breathalyzer tests. In order to derive suitable measures for reducing the number
of accidents and, correspondingly, the risk of serious accidents, it is necessary
to carefully analyze the road accident situation depicted by the corresponding
data.

In many countries, a decrease in the number of road accidents was observed
in connection with the Corona pandemic. In this context, the total number of
accidents involving personal injury fell by about one percentage point. At the
same time, however, the proportion of fatalities and serious injuries in accidents
increased in favor of the number of slight injuries. The study by Vingilis
et al. (2020) thus shows that serious accidents cannot be prevented just by
reducing road traffic. Instead, the accident circumstances need to be evaluated
carefully in order to detect the reasons for accidents with a high severity and to
adjust road safety measures. The analysis of road accident statistics is usually
performed by police analysts or by the corresponding ministry or department
within the official structure of a state. For example, the official statistics of
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1.1 Background and Motivation

the British Department for Transport (2022a) cover many different aspects of
road accidents which are obtained by filtering the police road accident data
according to various information needs. Each of the about 100 tables4 usually
comprises the data of one year, while in some cases a comparison is made to
the numbers of a previous year or given time period. A comparison of accident
numbers over a longer time horizon is only presented for those tables with a
very low level of detail, e. g., when accident numbers are only partitioned by
severity.

For the strategic and operational planning of future road safety measures, it
is necessary to anticipate the development of accident numbers for the different
types of accidents. This can be done by checking the corresponding annual
or monthly figures in the official statistical charts using descriptive analysis5.
In this process, the past and current development of the respective accident
figures is examined, from which the deployment plan for measures is then
derived. However, this ignores the fact that the nature of road accidents can
be temporally unstable and may well change over time6 (cf. Mannering, 2018;
Se et al., 2021). Official statistics must therefore also be updated regularly
to take account of these developments. Yet, until this update is implemented,
crucial trends within the accident data may potentially remain undetected. As
a result, many police forces and local authorities have adopted a number of
additional metrics or Key Performance Indicators (KPIs) that they use to gain
more detailed insight into local accident trends. A KPI, consisting of a certain
combination of accident features, i. e., a specific accident type, is often defined
based on the experience and expertise of police analysts or it is discovered by
chance during a manual exploratory data analysis. Relationships, i. e., accident
feature combinations, that the analysts are not aware of, are not monitored
and thus not considered when deciding on road safety measures. With an
automated data analysis approach, it is possible to systematically evaluate
accident features and their combinations in order to identify additional KPIs
to be tracked by the police. It should be noted that a growing number of
KPIs can no longer be monitored manually. Thus, the temporal dimension
should already be taken into account when determining the relevant accident
feature combinations. The relevance or interestingness of an accident feature

4The official statistics for 2021 comprise of 104 distinct tables grouped into 13 categories,
e. g., road accidents, vehicles involved or casualties involved (cf. Department for Transport,
2022b). In addition, more than 90 tables are discontinued, because their depicted information
is no longer of interest for the analysts.

5In general, descriptive analysis does not involve a prediction of the corresponding numbers,
but rather the identification of (statistical) relationships within historical data (cf. Greasley,
2019, p. 5).

6For example, due to the increasing number of registrations, the rate of accidents involving
electric vehicles is steadily increasing.
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1.1 Background and Motivation

combination is estimated by the number of corresponding accidents over the
years and, in particular, the prediction of their future trend. With predictive
analytics, the detected patterns within the historical data are projected into
the future in order to plan future measures7.

In order to support strategic decisions about road safety measures, this
thesis examines how an automated, temporal data analysis approach can be
implemented, what adjustments to the algorithms’ parameters are needed as
data sets change, and how the results can be presented to the police. When
identifying interesting accident feature combinations in the road accident data
of a larger geographic region, their predicted trend for at least six months in
the future is taken into account which enables strategic planning of long-term
measures. For the operational planning, on the other hand, the analysis can
be restricted to a smaller region and a shorter forecast horizon of three to six
months.
In conclusion, this thesis addresses the following research questions, focusing
on descriptive and predictive analytics.

R1 Is it promising to combine exploratory data analysis approaches in consec-
utive stages to identify interesting accident features for supporting road
safety planning?

R1.1 Can the change mining approach (cf. Böttcher et al., 2008) be
transferred to the analysis of road accidents in order to take temporal
heterogeneity of accident features into account?

R1.2 What default parameters for the data analysis methods should be
assumed and do they depend on the data set used?

R2 Is it possible to improve the forecasting of road accident numbers by
identifying the most influential features beforehand and integrating them
into the forecast?

7When these measures are derived and suggested by a system in an automated manner,
it is referred to as “prescriptive analytics”. In the context of accident analysis, prescriptive
analytics could be used to propose measures that minimize a given objective function value,
e. g., the number of fatal road accidents. For this purpose, the effect of any road safety
measure, such as changing traffic light circuits at an intersection, must first be quantified with
respect to the specified objective function. Since the necessary information is not sufficiently
available due to the variety of measures, this thesis does not apply a prescriptive approach
but leaves the final selection of appropriate measures to the expertise and experience of police
forces and local authorities.
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1.2 Overview of Contributions and Thesis Structure

1.2 Overview of Contributions and Thesis Structure

This cumulative thesis is based on seven papers (Chapters 4 to 10) that address
the issues outlined above and present corresponding solutions. First, Table 1.1
provides an overview of the papers with their respective publication status
(all papers are accepted for publication). Figure 1.1 then illustrates how the
individual publications, i. e., Essays E1 to E7, relate to each other, so that their
respective contributions to supporting strategic and operational planning of
road safety measures become apparent. The contributions are segmented into
two frameworks, namely, a strategical framework, presented in detail in Part I,
and an operational framework, discussed in Part II. Both frameworks and the
structure of this thesis are visualized in Figure 1.1. In addition, the individual
steps of the frameworks are labeled with the essays (each named in the circles),
with the color intensity of the circles indicating the focus of each essay. The
darker a circle is depicted, the more it contributes to this step of the framework.

Essays E1 to E5 in Part I focus on the strategic perspective in more detail
and jointly propose a framework for examining relationships between accident
features over time. Different aspects of interestingness are discussed and the
results are presented in a way that is suitable for the target audience. Essay E8,
provided in Appendix A, contains a study, where the same framework is applied
to a different (business) problem. By determining interesting relationships
within the parcel returns data of a furniture online-shop, it can be shown that
the approach is not limited to the analysis of road accidents.

An appropriate approach to support short-term, i. e., operational planning
of limited police resources, is presented in Essays E6 and E7 of Part II. In
particular, the essays address the problem of forecasting road accident numbers
in smaller geographical areas by incorporating time series of accident features.
With the selection of the accident features that have the highest influence on
the monthly number of road accidents it is possible to enhance the forecasting
results.

The theoretical background of the main data mining approaches is presented
in Chapter 2 to help contextualize the methods used in each essay. Furthermore,
important as well as recent publications in the field of road accident analysis
related to the approaches are discussed. In Chapter 3, the findings from the
literature review are related to the contributions of the thesis with extended
abstracts. This allows conclusions to be drawn and implications of the individual
contributions to be related to each other. Further research topics arising from
the existing literature and the thesis contributions are also identified.
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Table 1.1: Overview of publication status

Essay C. Title Authors Publication status

E1 4 Detecting changes in
statistics of road acci-
dents to enhance road
safety

Meißner,
Rüther,
and
Ambrosi

□✓ Operations Research Proceedings
2017, Springer International
Publishing (2018), 67–72,
DOI: 10.1007/978-3-319-89920-
6 10

E2 5 Data mining framework
to derive measures for
road safety

Meißner
and Rieck

□✓ Machine Learning and Data
Mining in Pattern Recognition,
vol. 2, ibai-publishing (2019),
625–639

E3 6 Decision support for
road safety: Develop-
ment of key perfor-
mance indicators for po-
lice analysts

Meißner
and Rieck

□✓ Archives of Data Science, Series
A, 6(2), KIT Scientific Publish-
ing (2020), DOI: 10.5445/KSP/
1000098012/12

E4 7 Strategic planning sup-
port for road safety
measures based on acci-
dent data mining

Meißner
and Rieck

□✓ IATSS Research, vol. 46,
no. 3 (2022), 427–440,
DOI: 10.1016/j.iatssr.2022.06.
001

E5 8 Strategic road safety
dashboard: Visualizing
results of accident data
mining

Meißner
and Rieck

□✓ Operations Research Proceedings
2021, Springer International
Publishing (2022), 302–308,
DOI: 10.1007/978-3-031-08623-
6 45

E6 9 Time series analysis
and prediction of ge-
ographically separated
accident data

Meißner,
Pal, and
Rieck

□✓ Intelligent Information and
Database Systems. ACIIDS
2020. CCIS, vol. 1178,
Springer (2020), 145–157,
DOI: 10.1007/978-981-15-3380-
8 13

E7 10 Multivariate forecast-
ing of road accidents
based on geographically
separated data

Meißner
and Rieck

□✓ Vietnam Journal of Com-
puter Science, vol. 8, no. 3
(2021), 433–454, DOI: 10.1142/
S2196888821500196

E8 A Identifying non-
intuitive relationships
within returns data of
a furniture online-shop
using temporal data
mining

Meißner,
Stevenson,
and Rieck

□✓ Recent Challenges in Intelligent
Information and Database Sys-
tems. ACIIDS 2022. CCIS,
vol. 1716, Springer (2022),
299–312, DOI: 10.1007/978-981-
19-8234-7 24
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Figure 1.1: Overview of contributions and thesis structure
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Chapter 2

Theoretical Background and
Literature Review

In the analysis of road accidents, many approaches have been published that
show how knowledge can be generated from available accident data. This
knowledge can be used in various ways to increase road safety. For example, the
use of seat belts in vehicles became mandatory in several states throughout the
United States in the 1980s after a positive effect on severity was inferred from
accident data. A retrospective effectiveness analysis by Cohen and Einav (2003)
also supports this conclusion. Since road accidents are a major concern in
many countries, various researcher from different research areas have proposed
analysis methods. In order to give an overview of the most widely used data
analysis applied by different authors, a literature review is given in this chapter.
There is no claim to completeness or the development of a full taxonomy.
Rather, the aim of this chapter is to situate the data analysis methods used in
frameworks presented in this thesis within the existing research. In doing so,
the theoretical background of the methods is explained more comprehensively
than in the individual essays. The studies discussed here are based on statistical
analysis, data mining, machine learning, supervised or unsupervised learning, a
combination of data analysis methods, change detection, or prediction, with
road accidents analysis serving as a use case in all studies. According to Fayyad
et al. (1996), data analysis is the process of extracting useful patterns from
data using statistical approaches. In order to apply these approaches and to
gain knowledge from the found patterns, it is necessary to carefully select and
pre-process the data before the application of data mining methods. A thorough
evaluation of the results needs to be done as well. This entire process in which
the methods presented and used in this thesis are embedded is called Knowledge
Discovery from Databases.
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2.1 Accident Data Sources

For an introduction to the topic of road accident analysis, various road
accident data sources (official and complementary) on which the studies are
based are discussed in Section 2.1. For each data source an example application
or a corresponding study is given. Within unsupervised learning or exploratory
analysis, respectively, different techniques are used to identify relationships be-
tween road accident attributes or features. Particularly, unknown relationships
are of importance, as they typically remain undetected and are therefore not
considered in road safety measures. Section 2.2 gives an overview of exploratory,
i. e., unsupervised methods considered in accident analysis, such as association
analysis and clustering. A large part of the literature in the field of road
accident analysis deals with supervised learning and, in particular, with the
prediction of accident severity. Therefore, in Section 2.3, explanatory analysis
and, especially, classification approaches are presented. In order to prevent
road accidents, it is necessary to plan road safety measures several months in
advance. Hence, a reliable prediction of future accidents is needed. The aspects
of temporal analysis and time series forecasting are discussed in Section 2.4. Due
to the large heterogeneity within the accident data, many authors have already
presented approaches to combine methods. Among them, most combinations
aim at increasing the accuracy of severity prediction (cf. Section 2.5). Finally,
in Section 2.6, the possibilities of visualization and presentation of results for
the target audience of accident analysis, especially police analysts, are reviewed.

2.1 Accident Data Sources

For accident analysis, authors typically use official road accident data that is
recorded by the police and provided by local authorities, e. g., Department for
Transport (2019a) in Great Britain, National Highway Traffic Safety Adminis-
tration (2022) in the U.S., and Queensland Government (2022) in Australia.
As road accident statistics are openly available in many countries, it is not
surprising that the underlying (anonymized) detailed data is published as open
data as well. Gutierrez-Osorio and Pedraza (2020) provide a brief overview
of accident data sources and data analysis techniques used in recent years.
They show that much of the research is indeed based on the use of such openly
available data. Complementary data, such as hospital data, and also entirely
independent, concurrent data, such as entries from social media or information
from traffic monitoring, is also finding its way into scientific research.

In many countries, road accident data has been collected by the police
for several decades, which contributes to high data quality. Moreover, since
road safety is an international concern due to the high economical and social
impact, data collection and the resulting statistics are usually standardized
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2.1 Accident Data Sources

Figure 2.1: Countries colored by the number of studies on the corresponding
accident data

internationally1. Interestingly, Imprialou and Quddus (2019) detect several
data quality issues when they investigate literature on accident data quality.
The most common problems manifest in inaccurate accident times and loca-
tions, inconsistencies in databases, misclassification of accident severity2, and
misidentification of factors causing the accident. In order to either overcome
data quality issues or to enrich the officially published road accident data with
different aspects, various authors include additional data sources in their studies.
In some regions, those external data sources might even be the only way to
examine road accidents at all (see, e. g., Pirdavani et al., 2010). An overview of
official data, complementary information and also on independent data sources
is given below.

Figure 2.1 displays the official, complementary, and independent accident
data sources used in different studies. The darker the color of one country,
the larger the number of studies conducted on its data. Please note that the
numbers are based on the papers collected during the research for this thesis
and therefore no claim to completeness is made.

1In order to compare death rates, e. g., the definition of a fatal accident, i. e., at least one
participant died within 30 days as a result of the accident, needs to be standardized.

2Since a fatal accident can be determined only after 30 days, a manual update of the
corresponding data must take place.
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Official Road Accident Data

In addition to the structured information that police officers collect at accident
scenes, further official data can be used for a more detailed analysis. The
data sources mentioned below are usually held by the authorities, but are
often not publicly available. Consequently, scientific research is often only
possible in cooperation with the respective local authority, especially for the
first-mentioned, unstructured data.
Unstructured road accident data: Road accident situations can vary and
the categories provided for each variable in the data collection may not always
be able to capture specific (novel) situations. Police officers attending the scene
then often use the unstructured text field of the accident narrative to record
a detailed description of the situation. This unstructured data is rarely used
in accident analysis studies, because many methods cannot handle such data.
Sayed et al. (2021) propose a text mining approach to extract information from
the unstructured texts and provide it to analytical methods. They identify
several work zone accidents from the textual analysis of the unstructured
accident report that were not categorized as such in the corresponding structured
variables.
Road network data: Police data on road accidents typically contains infor-
mation on the current surface condition of the road (due to weather or other
peculiarities such as oil on the road), the presence of special risks (e. g., con-
struction works), speed limits or types of junctions. However, the data quality
of this information is strongly dependent on how much effort the recording
police officer spent on capturing the data. In general, the quality increases with
the severity of the corresponding accident. Therefore, it is promising to enrich
the accident data with external, spatial knowledge. Often, the data on road net-
works is also held by local authorities. Moosavi et al. (2019) map road network
information (e. g., bumps, crossings, give-way junctions, roundabouts, traffic
calming) provided by Open Street Map to accident locations. The resulting
enriched accident data is used together with complementary data sources, e. g.
weather and traffic surveillance data, to estimate the accident risk of a location
and to anticipate road accidents in real time. Moreover, the United States Road
Assessment Program offers geometric design features for roadways, roadsides as
well as bicycle and pedestrian facilities (cf. Jalayer et al., 2018). In addition to
this database, the program also supplies a tool allowing for a detailed analysis
of the safety of a certain roadway generating data-driven solutions to overcome
hazards.
Road safety measures and policies: By applying before-and-after studies,
the effect of road safety measures (e. g., tolls or speed limits) and the introduction
of laws (e. g., the safety belt act) can be determined. For example, Percoco
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(2016) investigate the effect of a road pricing scheme for motorist traveling
in Milan on accident numbers. While the overall number of accidents in the
treated area was reduced in comparison to non-treated areas, the number of
deaths was not effected by the measure.
Demographic features: Panel or census data containing demographic infor-
mation, like the average number of cars per household, the number of children,
the proportion of unemployed people or people of pensionable age, permanently
sick persons or households with heads in low social classes are usually held
by local authorities. It can be related to the official accident numbers in the
respective geographical regions as shown by Jones et al. (2008) and Abdalla
et al. (1997). The data is linked either via the accident location or, if available,
via the residential post code of the accident participants.

Complementary Data Sources

If official data does not contain the information needed to address the research
question under investigation, or if data quality issues are identified, it may be
useful to enrich these data with complementary data sources. Generally, these
data sources are not assessed in isolation, but in conjunction with official data
on road accidents as far as road safety is concerned.
Hospital data: If available, hospital data provides deeper insights into health
effects and injury levels. Pérez et al. (2019) estimate injuries from hospital data
for Spain and the Netherlands to show that the accident severity levels within
the official road accident data do not always comply with the injuries recorded
at a hospital. The authors advocate to use harmonized hospital data when
comparing injury rates across countries and give recommendations on how to
select hospital data for accident analysis in a sensible way. Since hospital data
and road accidents data cannot be linked by an automated approach due to
anonymization and missing common identificators, it is only possible to jointly
analyze them on an aggregated, i. e., statistical level.
Insurance data (statistical): Not all accidents, especially those without
personal injury, are reported to the police and consequently do not appear in
official records. Nevertheless, even minor accidents with property damage are
reported to insurance companies for cost coverage. If this data was available3,
the joint analysis along with official data would provide a much more precise
representation of the road safety in a given location.
Weather data: Similar to the recording of road conditions, the level of detail
in the collection of weather conditions is also dependent on the police officer
attending the accident scene. Therefore, several studies propose to incorporate

3As the data is a valuable asset for insurance companies, they usually refrain from publishing
it.
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more detailed weather data that is openly available in many regions. This might
especially be useful for finding relationships between accidents and weather
phenomena or to generate more reliable accident forecasts. The linkage between
official road accident data and weather information can easily be established by
the time and exact location of an accident. Drosu et al. (2020) use monthly
average temperatures as well as precipitation amounts and determine that
the latter has no influence on the amount of accidents in Romania at all.
Diependaele et al. (2019) investigate different climate zones in Germany in
order to enhance preliminary accident forecasts for the running year to support
decision makers. The authors do not aim at providing insight in the nature of
the investigated weather effects on road accidents numbers, but aggregate the
data sensibly to provide a national forecast value. Moosavi et al. (2019) enrich
their data set with weather data from many different airports in the U.S.. They
include variables like temperature, humidity, wind speed, precipitation, and
general weather condition (i. e., clear, rain, snow etc.) to assess the accident
risk of a location at a certain time.
Calendar data: Certain calendar or event information, e. g., on national
holidays or sport events, can be incorporated to analyze accident data, because
it can be expected that it has an impact on accident rates. Bünnings and
Schiele (2018) analyze the influence of the daylight savings time on accident
numbers, while Wood et al. (2011) detect a relationship between the number of
road accidents and soccer games.
Economic data: Economic data of a country, e. g., the gross domestic product,
the number of cars or expenses for streets, can be related to accident numbers
in order to analyze their influence on the road safety. Bertoli et al. (2018)
investigate the numbers of Spanish road accidents during the Great Depression
and correlate the unemployment rate in the construction sector to the number
and type of accidents. A reduction of 12% in the accident rate was accompanied
in their findings by a shift in the accident types (i. e., elder people are more often
affected by accidents and the frequency of accidents under influence of alcohol
or drugs increases). Vingilis et al. (2020) determine a similar effect during
the COVID-19 crisis, as economic indicators are associated with road fatalities
through exposure and risk. The authors review publications on economic
downturn associated with road safety and also gather studies on accidents
during the crisis. Due to the decline in economic and social activities the traffic
flow reduces and drivers face a lower risk of collision. Increased stress and
anxiety, more idle time, increased consumption of drugs and alcohol seem to
increase the accident risk on the other hand. Moreover, due to less traffic,
especially risky drivers find more opportunities for speeding and stunt driving.
Traffic surveillance data: From two real-time surveillance data providers,
namely “MapQuest Traffic” and “Microsoft Bing Map Traffic”, Moosavi et al.
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(2019) collect traffic streaming data. Both providers transmit traffic events
(e. g., accidents, congestion, road constructions, blocked lanes etc.) collected
by a variety of entities – state departments of transportation, law enforcement
agencies, traffic cameras, and traffic sensors within road networks. This knowl-
edge is used to anticipate whether an accident is likely to occur for every 15
minutes of a day in a 5× 5 km cell.
Traffic information based on taxi data: In order to measure traffic flows
and to identify traffic events, Yu et al. (2021) collect taxi data in Beijing. Every
five minutes, the location (via GPS coordinates), timestamp, and speed of each
taxi are recorded. Together with the official information on road accidents, the
authors are able to predict the time and location of future accidents.
Points-of-interest: Information on points-of-interest is used by Yu et al. (2021)
to support their accident prediction procedure. The authors incorporate external
location information like shopping, food, government, education, public facility,
and transportation in their model. The assumption here is that the presence of
those locations influences the behavior of pedestrians and, in particular, vehicle
drivers.

Independent Data Sources

Data sources that can be used independently of official accident data to gain
specific insights into road safety are described below. These are used either
when official accident data are not available or when particular aspects, such as
driving behavior, are evaluated.
Survey data: Survey data are not often used to analyze road traffic crashes
because obtaining such data is expensive. Nevertheless, Rolison et al. (2018)
demonstrate the potential value of information from surveys of police officers
and drivers to enrich the analysis of factors contributing to road accidents,
such as inexperience, visual or cognitive impairment. The official data on
accident causes used in the study is found to be not as detailed as the survey
responses. Therefore, the authors suggest that accident reporting forms should
be continually reviewed to ensure that the lists of contributing factors provided
therein include all factors that actually contribute to the occurrence of accidents.
Pirdavani et al. (2010) also make use of surveys for accident analysis. Procedures
for identifying and ranking accident blackspots4 cannot be applied to Iranian
roads due to the lack of detailed, valid, and reliable accident data. Therefore,

4The term “hot spot” is used for locations that are interesting because large numbers of
certain events are happening there in contrast to other locations. If these large amount of
events are accidents, these locations are typically called “blackspots” instead to indicate that
these spots are dangerous.
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their identification of blackspots is based on an extensive survey of 40 experts
and a quantitative evaluation of the road segments.
Telematics data: Many insurance companies promote the so-called “pay-
as-you-drive” policy. In order to get low insurance fees, drivers must then
technical devices installed in their vehicles that record their driving style by
telematic sensors. From this, insurance companies can read, among other things,
the distance traveled or how sharply the driver accelerates or brakes. Those
sensors can be used to analyze driving behavior and eventually correlate it
with the accident risk, as shown by Guillen et al. (2021) and Stipancic et al.
(2021). In addition to police and insurance data on accidents, this data may
also provide information on near-accidents or dangerous situations that did not
lead to an accident. Stevenson et al. (2021) conduct a randomized study over
several weeks in which three groups of drivers receive different levels of feedback
regarding their driving style. The first group gets a weekly report, the second
receives the report in combination with a financial incentive, and the third is the
control group without any feedback. The driving style is determined based on
telematic sensors. As a result, a statistically significant decrease in a composite
measure of risky driving is observed for the feedback and the incentive group
in comparison to the control group. In the Second Strategic Highway Research
Program, presented by Antin et al. (2019), several volunteer drivers are not
only equipped with sensors, but also with a comprehensive data acquisition
system including video recording of the forward and rear roadway as well as the
driver’s hands and face. In the seconds prior to an accident or near-accident
the driver’s actions are manually annotated for further studies on the accident
circumstances.
Social media: Twitter and Facebook data can be used to detect accidents
in real-time and inform the police. Ali et al. (2021), for instance, use text
mining to extract useful information from tweets and posts and apply the model
to several American cities. In China, Zheng et al. (2018a) gather relevant
user posts from Sina Weibo, the largest Chinese social media platform, and
combine them with GPS information obtained from taxi data to detect road
accidents. Wang et al. (2017a) combine social media data (i. e., Twitter), GPS
probe data, information on social events, road features, points-of-interest, and
weather data in order to estimate traffic congestion and detect anomalies, such
as accidents, in a transportation network. Suat-Rojas et al. (2022) detect road
accidents in Bogota, Colombia, from Twitter posts. In a comparative study,
the authors show that many posted accident events can be found within the
official road accident data and thereby ensure the sensitivity of their approach.
The approach can identify further accidents in addition to those reported to
the police, particularly in residential and industrial areas, thus generating a
more comprehensive picture of the road safety situation.
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Official road accident data sources are used in the majority of road safety
studies and the data quality as well as the scope of the data is usually perfectly
sufficient for both accident analysis performed by the police and research
purposes. In particular, the data from Great Britain, which are primarily
considered in this thesis, are very detailed and show little inconsistencies (e. g.,
missing or implausible values). The enrichment of the data with complementary
information offers the advantage that new insights can potentially be achieved,
such as the identification of unknown relationships between the additional and
the established accident features, from which measures can then be derived.
However, since the analysis of official data without enrichment still yields new
insights, as this thesis shows, the enrichment step is only actually reasonable
if certain open questions are derived from the official data. The drawback of
the enrichment process is that it is often difficult to precisely allocate external
information to the respective accidents. In most cases, an aggregation has to be
used (e .g., when using economic data or performing a before-and-after study
on road safety measures). The identification of relationships within accident
features (official and enriched) cannot be performed in this case. Thus, the
focus of this thesis is on the official road accident data. Moreover, the methods
presented throughout the paper are based on police data because police analysts
and decision makers are the target audience of the newly developed time-based
analysis framework as well. Therefore, one argument in favor of using the data
is that the target group is already well acquainted with the data structure,
making it easier to understand the results of the analysis. On the other hand,
cost-intensive (construction) measures, in particular, must usually be precisely
justified, so that for regulatory reasons it may be necessary to refer to the
official statistics or their data basis in order to give reasons for the measures to
the funding agencies.

2.2 Exploratory Analysis of Relationships between
Accident Attributes

In accident analysis, police users often tend to investigate relationships between
accident features that they are already familiar with. For example, a typical
hypothesis would be that there is a relationship between a driver’s age and
gender and the likelihood of drunk driving. While it may be useful and
important for certain use cases to test such predefined hypotheses, this may
result in unknown and unfamiliar relationships not being found and therefore
not treated. The hypothesis above, for instance, might only be true or under
certain conditions, e. g., at specific times of the day or on some days of the
week.
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In the context of the present thesis, the unknown relationships are considered
to be of particular interest. In order to identify them, an exploratory analysis
may be used. Exploratory analysis, such as frequent itemset mining or clustering,
does not require hypotheses to be established in advance, but rather derives
new and unbiased information from the data. The models and approaches
described in this section are collectively referred to as unsupervised learning.
In contrast to the supervised learning methods presented in Section 2.3, the
models do not explain the value of a certain target variable, but rather find
relations between the variables.

In what follows, the most common unsupervised methods for accident
analysis are presented. With frequent itemset mining and association rules,
introduced in Subsection 2.2.1, statistical approaches to determine frequently
occurring accident feature combinations are shown. In Subsection 2.2.2, the
theoretical background for clustering is depicted and applications for using the
respective approaches in accident analysis are presented. Principal component as
well as multiple correspondence analysis are outlined in Subsection 2.2.3, as both
methods may be used to identify and analyze common latent accident features.
Moreover, the methods can be applied in order to reduce the dimensionality of
the accident data for further analysis steps.

2.2.1 Frequent Itemset Mining and Association Rules

A sensible approach to determine the relationship of accident features and
detect unknown information is to calculate the number of accidents where a
certain feature combination occurs. This is done in a methodological way by
Frequent Itemset Mining (FIM) and association rules. While frequent itemsets
indicate that there is a relationship between the included items, which in this
case are accident features, association rules attempt to determine a directed
relationship. It is questionable whether independent accident features actually
have a directional relationship. For example, one association rule among others
found by Hong et al. (2020) for road accidents with trucks is “Cause = poor
loading ⇒ Weather = fine”. This rule implies that poor loading on a truck leads
to fine weather. Although the derived rule may not be very useful, the underlying
itemset “Cause = poor loading, Weather = fine” is interesting because it is
probably unknown to the police. Moreover, an appropriate measure could be
derived, namely, that police patrol routes should include an investigation of
truck loading on fine days. In the context of this thesis, frequent itemset mining
is therefore preferred over association rules. In the following, both concepts are
discussed as association rules are widely used in accident analysis research.

After discussing the conceptual basics and the definition of interestingness
in the context of frequent itemset mining and associations rules in Subsec-
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tion 2.2.1.1, the algorithm to extract interesting feature combinations from the
database is introduced in Subsection 2.2.1.2, before practical applications of the
methods in the context of accident analysis are presented in Subsection 2.2.1.3.

2.2.1.1 Theoretical Background of Frequent Itemset Mining and
Association Rules

FIM was first proposed by Agrawal et al. (1993)5. The Apriori algorithm for
FIM and association rule learning6 was originally presented in Agrawal and
Srikant (1994). For a comprehensive introduction to the field of both, FIM and
association rule learning, the interested reader is referred to the textbooks by
Tan et al. (2019, Chapter 5), Hastie et al. (2009, Section 14.2) or Aggarwal
(2015, Chapters 4 and 5).

Given is a transactional database Θ containing transactions θ. Each trans-
action θ is comprised of several (binary) items i, indicating the occurrence or
absence of a specific feature. In the case of market basket analysis, the items
usually represent products in a supermarket. When transferred to accident
analysis, each accident is identified as a transaction θ while the individual
accident features can be seen as items, e. g., “weather = fine” or “road type =
single carriageway”. The set of available items is called the universe U . With
|U | being the number of items in the universe U , there are 2|U | − 1 possible
itemsets. A set of k items is called a k-itemset I.

The fraction of transactions θ within the transactional database Θ containing
I as a subset is called (relative) support value supp(I) of itemset I:

supp(I) =
|θ(I)|
|Θ|

. (2.1)

In Equation (2.1), |θ(I)| is meant to be the number of transactions θ containing I,
while |Θ| denotes the number of all transactions within the database.

A relationship between items is present when they occur in the same
transactions θ and hence exhibit a high support value. In FIM, the support
value supp(I) is calculated for all possible itemsets I. Then, only those are kept
as frequent itemsets that have at least a support of a certain suppmin value.
The correct choice of this threshold is crucial, since it directly impacts the
number of frequent itemsets found (cf. Aggarwal, 2015, p. 96). If suppmin is

5Please note that Agrawal et al. (1993) originally used the term “frequent pattern mining”
in their publication which only later changed to the more commonly used term Frequent
Itemset Mining.

6Due to its major application, association rules learning is often referred to as market
basket analysis, as it allows to explore relationships between products that are frequently
bought together.
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too low, almost all possible feature combinations or itemsets are selected. On
the other hand, the number and length7 of selected itemsets rapidly decreases
if the threshold suppmin is too high. While the former can mainly lead to
runtime problems during subsequent processing of the results, relevant feature
combinations may easily be missed completely in the second case. The range
between ‘too high’ and ‘too low’ from which suppmin should be selected, however,
depends on the underlying data set Θ and the distribution of the items across
transactions. As a rule of thumb, many applications start with 0 < suppmin ≤
0.3. This value is then gradually adjusted until the number of selected frequent
itemsets is reasonable for the respective application. Generally, more itemsets
are selected rather than too few to reduce the risk of missing relevant information.
In order to reduce the amount of data to be stored without losing information,
several itemset properties, such as the closed itemset property, can be taken
into account. Closed frequent itemsets, introduced by Pasquier et al. (1999), are
considered here as they provide a lossless representation of all frequent itemsets
(cf. Fournier-Viger et al., 2017). A closed frequent itemset Ic has a support of
at least suppmin and none of its supersets I, i. e., Ic ⊂ I, has exactly the same
support as Ic.

Figure 2.2 displays a lattice of itemsets that can be generated from the
universe U = {a, . . . , e}. Each node represents one of the 2|U | possible itemsets,
while an edge between two nodes is drawn if the corresponding itemsets differ
by exactly one item. With the lattice of itemsets, the search space for an
algorithm determining frequent itemsets is defined. The list of five transactions,
each given with its Transaction IDentifier (TID) and the items it contains, on
the left is used to determine the (absolute) support of the 25 = 32 candidate
itemsets, denoted in green numbers. The resulting frequent itemsets for the
given (absolute) threshold suppmin = 2 are colored in red, while closed frequent
itemsets are indicated by a thicker border. Please note that, e. g., itemset
I1 = {b} is frequent, as it occurs in three transactions, but I1 is not closed,
because its superset I2 = {b, c} has the same support value.

A frequent itemset I does not induce a direction of the relationship between
the items i ∈ I. In case this direction needs to be evaluated as well, association
rules8 can be extracted from frequent itemsets. An association rule R is derived
from a frequent itemset I and consists of an antecedent I1 on the left hand
side and a consequent I2 on the right hand side in the form I1 ⇒ I2, where
I = I1 ∪ I2 and I1 ∩ I2 = ∅. It is read “if I1 is present in a transaction θ, then
I2 can be assumed”. For accident analysis, such an association rule R could

7Given the way the support value is calculated, itemsets containing more items tend to
have a lower support value than shorter itemsets with fewer items, since the probability of a
set of feature combinations occurring together decreases as the set becomes larger.

8For a comprehensive overview on association rules, please refer to Höppner (2010).
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TID Items
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Figure 2.2: Itemset lattice displaying (closed) frequent itemsets
(see, e. g., Tan et al., 2019, p. 363)

be “{road surface = slippery, drunk driving = true} ⇒ {accident severity =
fatal}”. Since several rules can be derived from one itemset I, the number
of resulting rules is even larger than the number of itemsets. Therefore, the
number of rules should be limited to the “most interesting” ones. However,
the definition of interestingness depends on the particular application. With
the help of the metrics presented in the following, the interestingness can be
estimated, whereby each of them emphasizes different aspects.

The support of an association rule R corresponds to the support of the
underlying itemset I and provides information about how often the items i ∈ I
occur together in a transaction, regardless of whether they are on the left
or right side of the rule. Although a rule R with a very low support can
be omitted, as the relationship is not statistically relevant, the (symmetric)
support measure does not allow any further conclusions about the reliability
of rule R. In order to be able to make the assumption that the right side of
rule R is true if and only if the left side is present, the (asymmetric) measure
of confidence conf(R) is introduced. The confidence of an association rule R =
I1 ⇒ I2 is the conditional probability that a transaction contains the itemset
I2, given that it contains itemset I1, i. e.,

conf(R) =
supp(I1 ∪ I2)

supp(I1)
. (2.2)
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Support and confidence have some drawbacks when used to determine inter-
esting patterns. A suppmin threshold that is too high might eliminate potentially
interesting patterns that occur very seldom but with a high confidence. The
confidence measure also does not take into account the statistical independence
of antecedent and consequent, so a high confidence value cannot solely be used
to indicate whether a rule is interesting or not. Many other interest measures
are therefore developed to identify relevant rules, with lift being one of the most
widely known. The lift of an association rule R = I1 ⇒ I2 provides information
on the statistical independence of the itemsets I1, I2 ⊂ I. It relates the support
of itemset I to its expected confidence. If I1 and I2 are statistically independent,
then the lift becomes 1, according to Equation (2.3). The lift is defined as

lift(R) =
confidence

expected confidence
=

supp(I1 ∪ I2)

supp(I1) · supp(I2)
. (2.3)

Confidence (2.2) and lift (2.3) may only be calculated for association rules,
since a distinction between antecedent and consequent9 is needed. Frequent
itemsets as the foundation for association rules do not provide such a distinction.
Still, from the all-confidence measure, introduced by Omiecinski (2003), the
confidence of the items within itemset I can be determined. The all-confidence
measure (2.4) specifies the minimum confidence value of all association rules
that can be derived from an itemset I. The support of itemset I is related to
the maximal support of any item i ∈ I. The maximum value of all-confidence
occurs when the itemset I consists of only one item. It is defined as

all-conf(I) =
supp(I)

maxi∈I{supp(i)}
. (2.4)

The metrics presented here, as well as other indicators of interestingness of
itemsets and association rules described by Omiecinski (2003), evaluate different
aspects and may have different levels of utility in distinct applications. Often,
especially the combination of confidence and lift is well suited to determine
interesting association rules. For itemsets, on the other hand, some of these
measures are not applicable due to the lack of direction of the relationship
between the items. Usually, support and all-confidence are used to determine
the most useful ones from the large set of itemsets.

2.2.1.2 Algorithms to Determine Frequent Itemsets

In what follows, the two most popular algorithms for frequent itemset mining are
presented. Please refer to Fournier-Viger et al. (2017) for a comparison of the

9This is true for conf(R), while for lift(R) at least a separation in two distinct itemsets is
needed.

22



2.2 Exploratory Analysis of Relationships between Accident Attributes

approaches and to Aggarwal (2015, pp. 99–122), Tan et al. (2019, Chapter 5),
Höppner (2010) or Goethals (2010) for a comprehensive introduction. In order
to generate frequent itemsets, Agrawal and Srikant (1994) describe the Apriori
algorithm that enumerates all k-itemsets in a breadth-first search10 approach.
The computation time is reduced by considering the so-called downward closure
property and the monotonicity property of the support value. The monotonicity,
as defined in Equation (2.5), states that each subset J of an itemset I has at
least the same support:

supp(J) ≥ supp(I) ∀ J ⊆ I . (2.5)

With the downward closure property, supersets of an itemset I can be neglected,
if the itemset I itself is not frequent11. Algorithm 2.1 gives an overview of the
Apriori12 algorithm. Please note that although the algorithm is very popular
due to its simplicity, the time complexity is O(|U |2|Θ|) with |U | as the number
of items and |Θ| as the number of transactions in the database. The database
Θ is scanned repeatedly for counting the number of transactions13 that support
each itemset in lines 3 and 8. Moreover, the algorithm generates candidates
without considering the database and therefore might process a large number of
itemsets that never occur. Additionally, all itemsets have to be kept in memory
for comparing the subsets.

In contrast to Apriori, the second common approach Eclat, introduced by
Zaki et al. (1997), avoids scanning the transactional database and counting the
transactions each time a support value for an itemset needs to be determined.
Instead, the items are stored separately with a vertical so-called TID list,
containing the identifiers of all transactions supporting the item. By scanning
the database once, the list is generated. The support of an itemset I can than
easily be calculated by intersecting the TID lists of all of its items i ∈ I and
taking the number of TIDs as the support. Usually, Eclat is implemented as a
depth-first search in the lattice of itemsets.

Besides Apriori and Eclat, FP-Growth (cf. Han et al., 2000) is also among
the best known algorithms for determining frequent itemsets and association
rules. For a more detailed discussion and an efficient implementation of these

10Within the lattice of itemsets, Apriori searches frequent itemsets first in each level, i. e.,
all itemsets with the same number k of items.

11If itemset I contains, e. g., just one item i1, which occurs in less transactions than required
by the suppmin threshold, then an itemset I ′ containing i1 and any other item cannot occur
in more transactions.

12Typically Apriori is used to generate both frequent itemsets and corresponding association
rules. As the former is the most crucial part, the generation of rules is not shown in detail
here.

13The transactional database design for Θ is referred to as a horizontal layout.
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Algorithm 2.1 Frequent itemset generation step in the Apriori algorithm

1: Input: Transactional database Θ, threshold suppmin

2: Scan Θ to determine frequent 1-itemsets i in the universe U
3: F1 = {i ∈ U | supp(i) ≥ suppmin}
4: k = 1
5: while Fk ̸= ∅ do
6: Create candidates Ck+1 by joining pairs from Fk sharing all but one

item
7: Remove all candidates c ∈ Ck+1 containing a subset c′ which is not in

Fk

8: Fk+1 = {c ∈ Ck+1 | supp(c) ≥ suppmin}
9: k = k + 1

10: end while
11: return

⋃︁
j=1,...k Fj

three and some variants based on them, please refer to Borgelt (2003). Heaton
(2016) perform a study on computation time and memory on several data sets for
the most famous algorithms and detect that the performance of all considered
approaches differs greatly with the number of transactions and itemsets and,
mostly for Eclat, with the density14 of the data set.

2.2.1.3 Frequent Itemset Mining and Association Rules in Accident
Analysis

Since about 10 years, many publications can be found on the application of
FIM and association rules in the context of accident analysis. Most of the
papers concentrate on the one time application of the method on a data set
which is not temporally segmented. Therefore, the authors usually do not make
any deductions for the future development of the found associations, but only
provide a retrospective analysis.

In terms of exploratory accident analysis, Pande and Abdel-Aty (2009) are
among the first, and probably the most cited authors, to employ association
rules learning as a decision support approach for road safety. They apply the
Apriori algorithm to accident data from Florida, U.S., and deduce several rules
based on k-itemsets, with k = 2, 3, 4, according to support, lift, and confidence.
With a comprehensive discussion of those interestingness measures15 in the

14A data set can be considered as dense in terms of frequent itemset mining if all items
appear in almost all transactions.

15The authors refer to them as “quality” measures.
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context of accident analysis, the authors provide subsequent researchers with
an overview of the potential of this form of analysis.

In a study of accidents at Italian roundabouts from the period 2003 – 2008,
Montella (2011) use association rules to investigate which factors have a positive
or negative influence on the performance of roundabouts in terms of road safety.
The information is extremely useful for planners and designers to identify
existing traffic routing deficiencies and refine the design criteria currently in
use. The identified association rules are filtered by the authors according
to support, confidence, and lift, resulting in the discovery of 112 association
rules. Overall, numerous contributing factors are identified that are related to
road and environmental deficiencies, but not to the road user or vehicle. The
most important factors related to geometric design are the turning radius and
turning angle. For existing roundabouts, improving these factors could be quite
costly, while other factors are related to markings and signs that can easily be
eliminated with inexpensive safety measures.

According to Xi et al. (2013), traditional data mining algorithms, such
as association rules, often provide uncertain and unreliable results when used
alone due to the multidimensional and multi-layered nature of road accidents.
Therefore, the authors present an improved association rule algorithm based
on particle swarm optimization to investigate the relation between accident
attributes and causes. A new concept of association entropy, based on the
well-known information entropy, to evaluate the information content is defined
to estimate the importance of accident attributes. In a case study, the authors
determine that common curves and sharp curves with steep gradients have the
greatest influence on accident severity.

Moradkhani et al. (2014) apply association rules learning to the UK accident
data set from 2009. For their study, the authors concentrate on a small
geographical area, i. e., Hampshire in England, and present the estimated rules
with the highest lift value. The highest lift is determined for a rule that relates
the light condition and the speed limit, i. e., the antecedent of the rule, to the
specifics of the accident location, namely, that accidents tend to occur when the
traffic light is off and there is no intersection nearby, which is the consequent
of the rule. For Korean accidents, Hong et al. (2020) apply association rules
learning to reveal relationships within the data. The authors focus on truck
accidents and include research on the impact of parameter settings for the
thresholds of support and confidence. One of the rules determined by the
authors is given in the beginning of Subsection 2.2.1.

In the paper by Weng et al. (2016), an association rule method is proposed
to analyze the characteristics and influencing factors of accidents in work zones,
i. e., construction sites on roadways. In a case study based on four years of
data from work zones, association rules with high lift and high support are
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selected and further analyzed. Of the 620 association rules with a lift value
greater than 1 that were identified, the majority contain features such as drunk
driving, highways with more than 4 lanes, and speed limits greater than 40mph
on either side of the rule. This suggests that special preventive measures, such
as stricter speed limits, should be considered when planning work zones on
roadways with many lanes. The authors also demonstrate different types of
visualization that increase the comprehensibility of association rule results.

In the work of Gao et al. (2018), accidents on roads in Shanghai are evaluated
using association rule learning. Due to the methodology used, a large number
of association rules are initially generated, which then has to be reduced to
the strongest rules using the semi-automatic approach developed in the study.
By identifying naturally correlated features, such as rainy weather leading to
slippery roads, the number of potentially interesting rules is reduced in advance
and only the remaining and presumably strong rules are returned. A suitable
system for taking user input, which guides the filtering of association rules and
the presentation of (intermediate) results is described by the authors as well.

Also in 2018, Xu et al. (2018) present an analysis of factors contributing
to extraordinarily severe road accidents. They use Chinese accident data and
thoroughly investigate a small number of accidents with more than 10 deaths
each by applying the association rules method. Some of the determined rules
with high lift show obvious relationships, such as an involvement of more than
one vehicle in rear-end collision accidents or the correlation of rain and wet
streets. While is difficult to derive suitable preventive measures from these
rules, the authors also identify possibly unknown feature combinations that
can be translated into road safety actions immediately. For example, the rule
“Driving Experience < 7 Years ⇒ Truckload = Overload” could result in a road
safety measure in which the loading of young truck drivers’ vehicles is checked
as part of police inspections.

The proposed approach of El Mazouri et al. (2019) identifies association rules
on the data set of France and sorts them in order of importance for different
quality measures of association rules, i. e., support, confidence, and lift, based
on user-specific weights. The top three association rules from the analysis show
strong correlations between driver-pedestrian accidents with normal weather
conditions and are due to excessive speed and driver inattention, according
to the authors’ findings. In a similar setup, Ait-Mlouk et al. (2017) apply
association rules learning to a Moroccan data set and also rank the resulting
rules according to the police decision makers’ preferences regarding support,
confidence, and lift of the rules.

The study of Yu et al. (2019) aims to identify factors that are significantly
related to the severity of accidents. By doing so, they intend to reduce the
number of road accidents and improve the level of road safety in the long term.
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Using the Apriori algorithm, association rules between the severity of accidents
and the factors that influence the occurrence of accidents are identified. The
results show that fatal accidents are more likely to occur in rural areas, while
property damage accidents happen in urban areas more often. Further, young
male drivers appear to be more likely to be involved in accidents on roads
without physical separation.

Das et al. (2020) employ association rules learning for analyzing weather
effects on accidents, thereby identifying rules that explain accident occurrence
in rainy weather. One of their most significant findings is that the “single
vehicle run-off road” accident type is highly associated with the presence of
other roadway characteristics. For example, roadways aligned with grades,
winding carriageways, and roadways without street lighting at night appear to
increase the likelihood of this type of accident occurring in rainy conditions.
In following studies, the authors applied the same methodology to accidents
associated with flooded roadways (Das et al., 2022) and hit-and-run accidents
(Das et al., 2021a). Previously in 2018, Das et al. (2018b) used association
analysis to determine accident patterns for wrong-way driving accidents on
freeway exit ramps and median crossovers. Here, the authors use the Eclat
algorithm to determine frequent itemsets and the rules derived from them. With
the use of the Apriori algorithm, Das et al. (2021b) show that association rules
learning can be considered to detect relationships in fatal pedestrian accident
data.

Recently, Jazayeri et al. (2021) investigated the driving behavior in accident,
near-accident, and non-accident situations using frequent itemset mining. They
applied it to the naturalistic driving data set, which has been collected under
the Second Strategic Highway Research Program (see Antin et al., 2019, and
Subsection 2.1). As a key finding, the authors state that phone use is more
frequent in near-crashes and crashes than in driving without an accident. In
addition, they show that the co-occurrence of distracted driving with other
driving behaviors, e. g., aggressive driving or erratic turning or secondary tasks,
e. g., interactions with passengers or traveling pets, increases the likelihood of
accident and near-accident events.

Turunen (2017) use Finnish accident data and apply an approach similar to
association rule mining, called General Unary Hypoteses Automation (GUHA),
that was developed in the 1960s. As the name implies, the GUHA method is not
about testing preconceived hypotheses on given data, but rather creating them
for further investigation using logical principles and user-defined guidelines.
The strength of the GUHA method, that can be applied even to large databases,
is its logical basis, the formalism to express statements in first order logic
with generalized quantifiers and to define truth and falsity of propositions in
finite models. Using the GUHA method, it is possible to find dependencies
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supported by the data, such as the answers to the questions “Do the data
on road accidents contain information about some specific circumstances in
which an unusually high number of fatal accidents occurred?” or “Does the
involvement of heavy vehicles in the accident depend significantly on some
specific factors?”. Furthermore, it is also possible to answer the following: “Does
my data contain information that I did not even consider looking for?”. From
over 10,000 automatically generated hypotheses, the author’s paper presents
both some known relationships, such as that accidents involving wildlife occur
primarily at night, but also some new findings, e. g., most of accidents at night
or early in the morning involved a male driver.

In conclusion, most publications are based on the analysis of association
rules and assume a directional relationship between the accident features. As
already described before, it is often sufficient to determine the frequent itemsets
and their support in order to be able to assume a correlation between the
features. Provided that results are published in the papers, it is noticeable
that often both the rule “I1 ⇒ I2” and the rule “I2 ⇒ I1” are determined.
This duplication of the amount of information is not necessary in many cases.
Additionally, in the mentioned publications a temporal homogeneity of the data
is assumed in particular, which leads in each case to the implicit assumption
that the found rules are stable, i. e., equally valid over the entire observation
period.

2.2.2 Clustering

Clustering is broadly applied to identify groups of similar objects16 (e. g.,
accidents) within the data. In general, clustering is used for either of two
purposes, i. e., clustering to understand the data and clustering as a tool for
aggregation17 (cf. Tan et al., 2019, pp. 525). The main focus for both purposes is
on finding groups such that the objects within the group are related or similar.
Objects that find themselves in different groups are considered dissimilar. A
good clustering generates groups with a great homogeneity, and thus a low
variance, within the groups and a large heterogeneity between them. In accident
analysis, clustering is mostly used for data understanding, e. g., for detecting
blackspots of accidents with similar causes or to identify correlations between

16The term “point” or “data point” is often used instead of “object” in the literature. In
this thesis, the former terms are used for verbatim quotes only.

17Cluster centers can be seen as prototypes that represent the corresponding cluster.
Therefore, in some applications, using the prototype as a representative for several objects
largely reduces the complexity of the data set. With a suitable clustering configuration, the
loss of information can be kept low.
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accident features. Less common in accident analysis is the consideration of
clustering as a helper for data aggregation.

In what follows, the theoretical background is introduced in Subsection 2.2.2.1,
before the most common clustering methods are presented in Subsection 2.2.2.2.
In order to evaluate the clustering results, several validation measures are in-
troduced in Subsection 2.2.2.3. A literature review in Subsection 2.2.2.4 shows
applications of clustering in accident analysis.

2.2.2.1 Theoretical Background of Clustering

As clustering is used to determine similar objects, a similarity or dissimilarity
function needs to be employed. For each attribute type, i. e., categorical18,
ordinal, interval or ratio, a different definition of similarity or dissimilarity,
respectively, might be necessary19. Usually, the terms similarity and dissimilarity
or distance are used to describe the difference between individual objects. When
it comes to estimating the (dis)similarity of groups, i. e. clusters, the term
proximity is more commonly used in the literature. Typical examples for
dissimilarity or distance measures are the Euclidean, Manhattan or Jaccard
distance. An overview of similarity and distance measures is, e. g., given in
Rokach (2010).

In order to select an appropriate clustering configuration for the data at
hand, the following questions should be answered. It may be useful to consider
several combinations of different options, as interactions between the options
for each question can significantly affect the quality of the clustering result.

■ Is a scaling of the input data necessary?

■ Does the prior application of a dimensionality reduction technique enhance
the clustering result?

■ Which distance or similarity measure is suitable for the data?

■ Which clustering approach should be used?

■ How many clusters can be assumed?

Given that clustering methods produce variably good results for different
data structures, it is necessary to assess the quality of the obtained result. Unlike
supervised learning, such as classification (see Subsection 2.3.1), clustering
does not contain information about when a grouping is “correct”. Hence,
different validation measures are presented in Subsection 2.2.2.3, whose selection

18Categorical attributes are sometimes also referred to as “nominal” attributes.
19Tan et al. (2019, p. 51) present a structured overview of the four main attribute types

and the valid functions on them.
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Figure 2.3: Overview of clustering methods discussed in this thesis (based on
Backhaus et al., 2016, p. 476)

depends on the requirements of the application. Cluster validation indices can
help to identify a good clustering configuration, i. e., a certain combination of
decision options. For limiting the explanations to the essential principles for the
understanding of the presented applications in accident analysis, the respective
methods are described only for the complete hard clustering. Here, all objects
are assigned to a unique cluster. Alternatively, in the literature the case of
overlapping or fuzzy clustering can be found, where the objects may belong to
several or all clusters and the membership is usually expressed by a weighting
(see, e. g., Bezdek, 1981).

2.2.2.2 Clustering Methods

In what follows, well-known clustering methods (i. e., hierarchical and partitional
clustering) and other approaches (i. e., density- and model-based clustering) are
discussed. Figure 2.3 shows an overview of the clustering approaches with all
relevant specifications, which will also be explained below.
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Hierarchical Clustering

One of the oldest approaches in clustering is the hierarchical approach20. As the
name implies, the clustering is performed step-wise either agglomerative, i. e., a
bottom-up approach, where in each step two clusters are merged until there
is only one cluster left that contains all objects or divisive, i. e., a top-down
approach starting with one single cluster containing all objects and dividing it
step by step until all objects end in an individual cluster (Tan et al., 2019, p.
554). Agglomerative approaches are far more common and less complex than
the divisive approach. Therefore, only agglomerative methods are discussed
further.

The main advantage of the hierarchical clustering methodology is that the
number of desired clusters does not need to be defined beforehand, but can
determined based on the results. In order to assess the resulting nested clusters,
they are often displayed in a tree-based dendrogram (cf. Rokach, 2010, p. 279).
For finally deciding on the number of clusters, the dendrogram visualization
can be used as well. The proximity level for each merging step is plotted and
the largest difference between the proximity values of two subsequent mergings
is a good indicator for a cut in the dendrogram, which defines the number of
clusters and the final clustering result. The large difference indicates that the
clusters merged in this step are very dissimilar and the merging results in an
inhomogeneous cluster.

Algorithm 2.2 gives an overview of the idea of agglomerative hierarchical
clustering for n objects (cf. Tan et al., 2019, p. 555). In each iteration, the two
closest clusters are merged (see line 6) until only one cluster with all objects
remains. While doing so, the proximity21 between the newly merged cluster
and all other clusters needs to be determined in line 7.

The relevant part of the algorithm is obviously the linkage, i. e., updating
the proximity values for the merged clusters. There are several linkage methods
in the literature22, of which the four most commonly used are discussed below.
The first three types are also depicted in Figure 2.4. For each type, the figure
displays how the proximity between the newly merged clusters k and l and
another cluster, e. g., m, is determined. The coloring indicates the original
clusters.

20The interested reader is referred to Hastie et al. (2009, Section 14.3), Tan et al. (2019,
Section 7.3) or Aggarwal (2015, Chapter 6) for a comprehensive introduction to hierarchical
clustering.

21The term proximity is used here instead of distance, since the latter is commonly defined
between objects, while proximity is more often used to describe the closeness of sets of objects,
i. e., clusters.

22Please refer, e. g., to Aggarwal (2015, Chapter 6, pp. 169) for further linkage techniques.
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Algorithm 2.2 Agglomerative hierarchical clustering

1: input: Distance matrix ∆ of all objects
2: Set ∆ as the initial proximity matrix P
3: Define each object xl, l = 1, . . . , n, as a cluster.
4: repeat
5: Select clusters k and l, where pkl = minp

k̃˜︁l∈P{pk̃l̃}
6: Merge clusters k and l and remove rows and columns k, l from P
7: Add a new row and column {k, l} to P for the new cluster with updated

proximity values according to the linkage method
8: until There is only one cluster left, i. e., P ∈ R1×1

Single linkage: In single linkage the minimal distance between two objects in
different clusters is assumed to be the cluster proximity (see Figure 2.4a). Since
the minimal value is also used to merge clusters, this method is sometimes
referred to as best linkage (Aggarwal, 2015, p. 169). Although single linkage may
easily lead to the undesirable effect of chaining, it is well suited for discovering
clusters of arbitrary shape. However, it is also important to note that outliers
or noise can cause actually disconnected groups to be combined into one cluster
(cf. Aggarwal, 2015, p. 171).
Complete linkage: Complete linkage is also called worst linkage, as it uses the
maximal distance between objects of different clusters to define the proximity
of them (Aggarwal, 2015, pp. 170). This linkage criterion tries to minimize the
maximum diameter of a cluster (see Figure 2.4b). It leads to more compact
clusters than single linkage and the clusters found tend have a similar diameter.
However, if the inherent clusters provide very different diameters, complete
linkage tends to split clusters with a large diameter.
Average linkage: (Group) Average linkage23 defines the proximity between
two clusters by the average distance between all objects in one cluster and all
objects in the second cluster (see Figure 2.4c). This method can tend to split
elongated clusters and merge parts of adjacent stretched clusters (Rokach, 2010,
p. 279). A prototype-based variant of the (group) average linkage is centroid
linkage24, where the distance between cluster centroids25 is used to define the
proximity between the clusters (cf. Tan et al., 2019, p. 556).
Ward’s linkage: For performing cluster merging in a way that minimizes the
increase in homogeneity or variance within the cluster, Ward (1963) proposed a
linkage approach taking into account the variance increase when calculating the

23In the literature, this method is also referred to as Unweighted Pair Group Method with
Arithmetic mean (UPGMA).

24It is also described as UPGMC in the literature.
25See Equation (2.7) for the definition of a cluster centroid.
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Figure 2.4: Different methods for updating the distance matrix

proximity of two clusters. The method is the only one among agglomerative
linkage methods that is based on a classical sum-of-squares criterion26. During
the merging process, groups are generated that minimize the within-group
dispersion. Moreover, Ward’s method is interesting for its application in
multivariate Euclidean space. Murtagh and Legendre (2014) associate the
methodological approach with procedures that map data in Euclidean space,
such as Principal Component Analysis (PCA) or Multiple Correspondence
Analysis (MCA), both are presented in Subsection 2.2.3. PCA in particular
is closely related to Ward’s method, since they are both based on the same
mathematical principles. It is often found in practice that when the results are
mapped to two-dimensional space using PCA, the clusters found by Ward are
clearly visible and located in the high-density regions in the plot.

With the linear function given in Equation (2.6), it is possible to determine
the updated proximity of a newly formed cluster k ∪ l to all other clusters, here
cluster m, in line 7 of Algorithm 2.2 in a convenient way. Lance and Williams
(1967) introduced the Lance-Williams formula, which can be adapted to each
of the above mentioned linkage methods by adjusting the coefficients αA, αB, β,
and γ according to Table 2.1 (cf. Tan et al., 2019, p. 563).

p(k∪ l,m) = αA ·p(k,m)+αB ·p(l,m)+β ·p(k, l)+γ · |p(k,m)−p(l,m)|, (2.6)

where p(., .) is the proximity between two clusters and nk, nl, and nm denote
the number of objects within the respective cluster. For single linkage, e. g.,
the formula reduces to p(k ∪ l,m) = min{p(k,m),p(l,m)}. With the Lance-
Williams formula, it is possible to easily implement different linkage methods.
At the same time the original objects have not to be kept for updating the
proximity values, which reduces the time and space complexity of the hierarchical
clustering algorithm. Generally, they do not scale well for large data sets due to
the time complexity of O(n3), with n as the number of objects to be clustered
(cf. Rokach, 2010, p. 279).

26The sum of squared deviations from the cluster centroid are taken into account. Thus,
Ward’s linkage uses the same criterion that is applied in the k-means approach, namely the
Sum of Squares Error (see Equation (2.8)).
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Table 2.1: Adjustment of coefficients of Lance-Williams formula for updating
the proximity between two clusters for some selected linkage methods

Linkage method αA αB β γ

Single linkage 1
2

1
2 0 −1

2

Complete linkage 1
2

1
2 0 1

2

Average linkage (UPGMA) nk
nk+nl

nl
nk+nl

0 0

Centroid linkage (UPGMC) nk
nk+nl

nl
nk+nl

−nk·nl
(nk+nl)2

0

Ward’s linkage nk+nm

nk+nl+nm

nl+nm

nk+nl+nm

−nm
nk+nl+nm

0

When two (sub-)clusters are joined, they will never be split, although the
objects within them might better be joined with a different (sub-)cluster. Thus,
agglomerative clustering approaches are greedy heuristics that cannot guarantee
to find an optimal clustering solution (cf. Tan et al., 2019, p. 564). Nevertheless,
the approaches are successfully applied in road accident analysis, as, e. g.,
Nilsson et al. (2018) and Taamneh et al. (2017) show27.

Partitional Clustering

Partitional clustering approaches overcome the disadvantage of hierarchical
methods of never splitting clusters once they have been established by iteratively
(re)assigning objects to clusters. Typically, the number of clusters must be
manually set beforehand. The data is partitioned according to an optimization
criterion like the Sum of Squares Error (SSE) (see Equation (2.8)) that deter-
mines the goodness28 of the clustering result by calculating the distance between
each object and its cluster representative, which usually is the cluster centroid
(cf. Rokach, 2010, p. 280). Due to the large number of possible partitions of the
objects, it is not sensible to enumerate and evaluate them in order to obtain a
global optimum with respect to the optimization criterion. Heuristic approaches
like k-means are therefore developed and they are proven to perform well on
suitable data sets. In each iteration, all objects are assigned to their closest
cluster centroid, which minimizes the optimization criterion Sum of Squares

27The studies are discussed in more detail later in this chapter.
28For a discussion on other criteria to assess the clustering result, please refer to Subsec-

tion 2.2.2.3.
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Error (SSE)29. The cluster center (or centroid) xck of cluster k is the mean of
all objects xi, i = 1, . . . , nk belonging to k, as shown in Equation (2.7):

xck =
1

nk

nk∑︂
i=1

xi . (2.7)

The SSE can be interpreted as the sum of the Euclidean distances between
an object xi and the cluster centroid xck over all clusters K. If two clustering
solutions with the same number of clusters |K|30 are given, the one with the
smaller SSE is preferred, since this indicates that the centroids of the preferred
solution represent the objects in their cluster better (cf. Tan et al., 2019, p. 537).
The SSE is calculated as

SSE =
∑︂
k∈K

nk∑︂
i=1

dist(xi, x
c
k) . (2.8)

In Algorithm 2.3, a typical implementation of k-means is given (cf. Tan
et al., 2019, p. 535). First, |K| initial cluster centroids need to be specified,
which is often done randomly. In line 3, all objects are assigned to the cluster
with the closest centroid, before the centroids are updated in line 4. Both steps
are repeated until the centroids do not change after the reassignment step.

Algorithm 2.3 k-means clustering

1: input: All objects, |K| initial cluster centroids
2: repeat
3: Assign each object xi to the cluster k with the closest centroid xck
4: Recompute the cluster centroids xck ∀ k ∈ K as in Eq. (2.7)
5: until The centroids xck do not change anymore

In contrast to hierarchical clustering approaches that lead to a deterministic
segmentation of the objects for each run, the result of the k-means approach
is determined by the initial, often random, cluster centroid selection in line 1
of Algorithm 2.3. The selection is crucial for the final result, since poorly
chosen initial centroids can prevent reaching a satisfactory local optimum.
The most common solutions to this problem are a multi-start approach with
different randomly chosen centroids31 or initializing the centroids with the result
of another clustering method. For example, hierarchical clustering32 can be

29The SSE is minimized if the Euclidean distance is used to specify proximity.
30Please note that the SSE decreases with an increasing number of clusters.
31The clustering result with the smaller SSE is selected from multiple alternatives.
32In particular, Ward’s linkage is based on the same optimization criterion and is therefore

often used (cf. Tan et al., 2019, p. 564).
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applied to a sample of objects, where |K| clusters are chosen and the initial
centroids for k-means are calculated based on this sample. Other approaches
are also possible, such as k-means++. The interested reader is referred to Tan
et al. (2019, Chapter 7.2).

If the Euclidean distance is not suitable for the objects to be clustered, e. g.,
because the data is not given in the Euclidean space33, other distance measures
can be implemented. Thereby, the definition of the cluster centroids and the
optimization criterion must be adapted to the chosen distance measure. Tan
et al. (2019, p. 539) give an overview of the common choice of matching distance
measures, centroid definitions, and optimization criteria. Please note that
the distances between objects and centroids have to be calculated repeatedly.
Therefore, it is sensible to select a measure that can be computed quickly, as the
time complexity of k-means heavily depends on it. In particular when clustering
road accidents, however, the use of the Euclidean distance is appropriate. In
many cases in the literature the accident location is used for clustering in order
to detect blackspots, so that the use of the direct distance between two accidents
or between an accident and a cluster centroid is meaningful.

In Algorithm 2.3, an intuitive stopping condition is given. However, it can
lead to an early convergence of the algorithm. Therefore, it is often replaced
with a weaker condition, like “only 1% of points change cluster” (Tan et al., 2019,
p. 536). Other stopping conditions could be that the optimization criterion is
not reduced after updating the centroids. The partition then is locally optimal,
as k-means can be seen as a gradient decent procedure, where the optimization
criterion can never be worse after one iteration. Another condition could be a
predefined number of iterations (cf. Rokach, 2010, p. 280).

It is easy for k-means to detect convex, spherical clusters of similar density,
unlike hierarchical clustering approaches and, in particular, single linkage.
However, if the inherent cluster structure, i. e., the “natural” clusters, is not
spherical, the clusters will not be correctly identified by a partitional approach.
When road accidents are clustered using k-means, especially in rural areas,
accidents on different, parallel roads could be grouped into one spherical cluster.
However, these accidents would usually be found in two different and more
elongated clusters. In cities, on the other hand, k-means can generally detect
spherical blackspots well. When the natural clusters are of different sizes,
k-means tends to break up larger clusters while at the same time combining
smaller clusters with higher densities (cf. Tan et al., 2019, pp. 549). Data

33Typical examples for non-Euclidean data are text documents and time series. Espe-
cially for time series clustering, different distance measures have been introduced, see, e. g.,
Subsections 5.3.2 and 7.3.2.
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with outliers are also hard to handle for k-means, as they cannot be treated
differently and influence the calculation of cluster centroids34.

Other Clustering Approaches

While partitional (cf. Anderson, 2009; Iranitalab and Khattak, 2017) and
hierarchical (cf. Raihan et al., 2018; Nilsson et al., 2018) clustering provide
good results in many use cases, it may be worthwhile to evaluate alternative
methods in certain settings. In particular, for higher dimensional data sets, i. e.,
objects with many features, the inherent structures cannot be easily determined
manually. For example, k-means generates spherical clusters and single linkage
retrieves occasionally very elongated clusters due to chaining, which means
that the two methods are best used when these types of clusters can also be
inferred from the data. In the following, two further methods are presented
that can be used in particular when the aforementioned conditions are not met.
A comprehensive overview of further methods can be found in Xu and Wunsch
(2005).

Density-based clustering identifies clusters within the data based on regions
with differences in the density of objects (cf. Tan et al., 2019, p. 565). A
region with low density is defined as the boundary between clusters, which are
identified as regions with a high density. Density can be defined in different
ways, whereby the center-based approach is applied mostly. It is used in the
most famous algorithm, Density Based Spatial Clustering of Applications with
Noise (DBSCAN), introduced by Ester et al. (1996) for clustering spatial objects.
In order to detect dense regions, all objects35 are labeled in the first step as
core, border or noise objects. For the identification of a core object, a radius
Eps has to be defined in which at least a number of objects Ptsmin (also to be
specified) should lie. Figure 2.5 displays by xcore a core object with Ptsmin = 7
within radius Eps . All objects that have less than the specified number of other
objects Ptsmin in their radius, but fall within the radius Eps of a core object,
are defined as border objects xborder. Any other objects xnoise are noise and are
eliminated. Core objects are then connected by an edge if they lie at a distance

34In order to overcome this issue, the k-medoid method may be used. Instead of the
calculated centroid, an actual object of a cluster is selected as the cluster representative (cf.
Tan et al., 2019, p. 535). The medoid object is usually not influenced by outliers as much as
the centroid, but its computation is more costly (cf. Rokach, 2010, p. 282).

35In the literature on DBSCAN, the term “point” is commonly used for an object, since
the algorithm was first introduced for clustering spatial points, which usually consist of two
attributes or dimensions, i. e., longitude and latitude, to be plotted as points in two-dimensional
space. However, the idea can be applied without difficulty to higher dimensional data, so
the term “object” is applied here to maintain consistency with the previously described
approaches.
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𝑃𝑡𝑠𝑚𝑖𝑛 = 7

Figure 2.5: Definition of object types for DBSCAN as in Ester et al. (1996),
Tan et al. (2019, p. 566) and Aggarwal (2015, p. 183)

of the specified radius Eps. Each group of such connected objects is defined
as a cluster. Border objects are assigned to the cluster containing the core
object in whose radius they fall. Please note that there is only one core object
present in Figure 2.5 and that not all noise and edge objects are indicated in
order to maintain the clarity of the diagram. All objects within the gray area
are assigned to the cluster under consideration. Due to its categorization of
objects and the elimination of noise objects, density-based clustering approaches
like DBSCAN are seldom affected by outliers. Moreover, clusters of arbitrary
size and shape can be detected, which is not possible for approaches like k-
means. On the other hand, when the “natural” clusters show varying densities,
DBSCAN will not identify them properly. High-dimensional data can also lead
to bad results, as densities are more difficult to define when the dimensionality
increases (cf. Tan et al., 2019, p. 569).

Another more recent approach for density-based clustering is the Density
Peaks algorithm by Rodriguez and Laio (2014). Here, the cluster centers are
recognized as local density maxima that are surrounded by objects with lower
local density and are far away from other objects with high density. Thus, the
identification of the clusters depends only on the relative densities and not on
their absolute values. The only parameter given to this algorithm is the desired
number of clusters, in contrast to DBSCAN, whose parameters influence the
definition of the density.

In the literature on the application of cluster analysis to road accidents,
model-based clustering approaches based on statistical assumptions are fre-
quently found. These approaches rely on the assumption of a statistical model
for the population from which the (accident) data under investigation is derived,
i. e., the data is generated by a mixture of the underlying probability distribu-
tions, e. g., normal or Poisson distribution. In order to cluster the data, the
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parameters, such as mean and standard deviation, for the underlying distribu-
tions need to be estimated, e. g., by the maximum-likelihood method (Magidson
and Vermunt, 2002). Each individual distribution is then defined as a cluster.
Instead of comparing the individual objects in terms of their distances, the
objects are assigned to a cluster according to their fit to a certain distribution.
Therefore, model-based approaches are particularly useful when the data does
not allow for a straight-forward definition of similarity or distance, as required
for all clustering methods described before. Especially for categorical data36,
commonly found in road accident data sets, distance measures must be carefully
selected as the discrete attribute values do not provide an inherent order that
would allow the application of “typical” distance measures such as Euclidean
distance.

2.2.2.3 Cluster Validation Indices

In each data set, some clusters are always detected by any clustering algorithm,
even if these detected clusters do not reflect the true structure of the data37.
Therefore, it is necessary to identify the most suitable clustering configuration38

for a data set. One approach to assess the goodness of a clustering result is
to visually inspect it (cf. Hennig, 2015, p. 726). While this is easily done for
low-dimensional data by using box-plots or scatterplots, for high-dimensional
data a suitable dimensionality reduction technique might have to be applied
first. PCA, e. g., projects the data into a low-dimensional Euclidean space
that allows for an intuitive visual inspection. With multidimensional scaling,
the dissimilarities between the objects can visually be assessed. For further
discussion on visualization of high-dimensional data for the analysis of clustering
results, please see, e. g., Hinneburg (2018).

If a visual inspection is not possible or should be supported by some
mathematical indicators, two different approaches for measuring the cluster
validity can be employed (cf. Tan et al., 2019, pp. 573). Regardless of the
approach used, a comparative assessment of the results should always be made.
This means that the respective selected index is determined for different cluster
results of a data set, so that the obtained numerical values become meaningful.
The cluster results can differ, e. g., with respect to the number of clusters, the
selected method or the distance measure.

36Please refer to Andreopoulos (2018) for further reading on clustering of categorical data.
37In Subsection 2.2.2.2, the drawbacks of each clustering approach in terms of its ability to

detect specific cluster types are discussed.
38Please refer to the enumeration in Subsection 2.2.2.1 for an overview of what is included

in a clustering configuration.
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Supervised or external validation indices: They are applicable (only) if the
cluster membership of the objects is known39. The membership is considered
external information, since it is not used during the clustering process itself,
but is only used for estimating the goodness of the clustering result.
Unsupervised or internal validation indices: These are generally available
for each data set, even if the cluster membership for that data set is unknown.

For this thesis, only unsupervised, internal validation indices are relevant,
as the cluster membership of accidents is usually unknown, when determining,
e. g., blackspots. Therefore, external validation indices are not discussed further
and the interested reader is referred to, e. g., Tan et al. (2019, pp. 589).

When evaluating the goodness of a clustering result, the aim of clustering
must be taken into account, i. e., usually the grouping of similar objects in the
same clusters and different objects in distinct clusters. Here, two aspects have
to be involved, namely compactness and separation (cf., e. g., Xiong et al., 2006,
p. 590).
Compactness: The aspect of compactness reflects how similar the objects
within clusters are. Low variance values or low distances between objects within
one cluster are indicators for a good compactness and a high homogeneity.
Separation: A high separation value indicates that the individual clusters
are distinct from each other and therefore unique. Large pairwise distances
between cluster centroids or large distance values between objects in different
clusters are indicators for a good separation.

It should be noted that when the number of clusters is increased, the aspect
of compactness improves, while a small number of clusters leads to a better
value in the aspect of separation. Hence, it is reasonable to consider both
aspects when evaluating the goodness of a cluster result, which is done by the
majority of popular internal validation indices. In what follows, the best-known
validation indices are presented in alphabetical order. The notation of the
equations is adapted from Arbelaitz et al. (2013). Unless indicated otherwise,
the Euclidean distance measure is used for all dissimilarity calculation. For
more details on additional indices, please refer to Xiong et al. (2006), Arbelaitz
et al. (2013), Charrad et al. (2014), Tan et al. (2019), and Akhanli and Hennig
(2020).
Calinski-Harabasz index (CH): The index given in Equation (2.9) relates
the intra-cluster dispersion, i. e., the cluster homogeneity, to the inter-cluster
dispersion, describing the separation of clusters (Calinski and Harabasz, 1974).
The separation is determined by the deviation from all cluster centroids xck, k ∈
K to the data set’s centroid xc, while the homogeneity is given by the SSE (see

39In this case, classification approaches, as presented in Section 2.3.1, can be considered as
well.
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Equation (2.8)). The relation of both aspects determines the CH index value
for a clustering result:

CH =
n− |K|
|K|−1

·
∑︁

k∈K nk · dist(xck, xc)
SSE

. (2.9)

C-Index: For this index, the sum of within-cluster distances (see Equa-
tion (2.10)) is contrasted to the smallest distances of all n objects within
the data set X (Hubert and Levin, 1976). The total number of pairs of ob-
servations belonging to the same cluster, as given in Equation (2.11), is used
to determine the number of terms in the sum over the smallest and largest
distances (cf. Equations (2.12) and (2.13)). Please note that minl indicates the
l-th minimum and maxl the l-th maximum value. The C-Index is determined
as in Equation (2.14), where the denominator is a normalization term. Unlike
most other indices, the C-Index needs to be minimized in order to obtain the
best clustering result.

Sw =
∑︂
k∈K

nk∑︂
j=1
i<j

dist(xi, xj) , (2.10)

nw =
∑︂
k∈K

nk(nk − 1)

2
, (2.11)

Smin =

nw∑︂
l=1

minl{dist(xi, xj)}xi,xj∈X , (2.12)

Smax =
nw∑︂
l=1

maxl{dist(xi, xj)}xi,xj∈X , (2.13)

C-Index =
Sw − Smin

Smax − Smin
. (2.14)

Davies-Bouldin index (DB): The DB-Index incorporates the compactness
as the deviation of objects from their cluster centroid (see Equation (2.15))
related to the distance between the cluster centroids as the separation (Davies
and Bouldin, 1979). This results in Equation (2.16), which also needs to be
minimized in order to obtain the best clustering result:

Sk =
1

nk

nk∑︂
i=1

dist(xi, x
c
k) , (2.15)

DB =
1

|K|
∑︂
k∈K

max
l∈K,l ̸=k

{︃
Sk + Sl

dist(xck, x
c
l )

}︃
. (2.16)
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Dunn index: The Dunn index relates the smallest inter-cluster distance to
the largest intra-cluster distance or the largest diameter of a cluster in the
clustering result (Dunn, 1974). The most common variant takes the largest
intra-cluster distance into account and can be specified as follows:

Dunn Index =
mink,l∈K,l ̸=k minxi∈Xk,xj∈Xl

dist(xi, xj)

maxk∈K maxxi,xj∈Xk
dist(xi, xj)

.

Gamma index: Each pair of within-cluster distances is calculated and com-
pared to all pairs of between-cluster distances in the Gamma index40 (Baker
and Hubert, 1975). For any within-cluster distance strictly smaller than a
between-cluster distance, the concordant pairs counter s+ is incremented, i. e.,
the clustering objective is supported. Each time a within-cluster distance is
greater than a between-cluster distance, the discordant pairs counter s− is
incremented, meaning that at least one object is not meaningfully clustered.
All equalities of within- and between-cluster distances are disregarded in the
final index calculation, given in Equation (2.17). As the number of distances to
be computed and the number of necessary comparisons is large, the index is
computationally expensive. Let n be the number of objects in the data set X.
Then, the number of pairwise comparisons is np = n(n−1)

2 and the total number

of comparisons is nτ =
np(np−1)

2 .

Gamma Index =
s+ − s−

s+ + s−
(2.17)

Silhouette index or Average Silhouette Width (ASW): The index estimates
the dissimilarity of an object xi to other objects within its cluster k ∈ K
(see Equation (2.18)) and relates it to its dissimilarity to objects assigned to
other clusters l (see Equation (2.19)). The silhouette value (cf. Kaufman and
Rousseeuw, 1990) is higher if an object xi is closer to the objects assigned to
its own cluster than to the objects assigned to other clusters. By aggregating
the difference of both aspects over all objects in all clusters K, the silhouette
index for a clustering result is calculated (see Equation (2.20)). Please note
that by maximizing the index value, the optimal number of clusters for a given
cluster configuration can be determined:

ai =
1

nk − 1

nk∑︂
j=1
j ̸=i

dist(xi, xj), xi, xj ∈ Xk , (2.18)

40The notation found in Charrad et al. (2014) is used for the description of this index, as
well as the following Tau index.
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bi = min
l∈K,l ̸=k

1

nl

nl∑︂
h=1

dist(xi, xh), xi ∈ Xk , (2.19)

ASW =
1

|K|
∑︂
k∈K

1

nk

nk∑︂
i=1

bi − ai
max{ai, bi}

. (2.20)

Tau index: The Gamma and Tau indices are related as they depend on
the same definition of concordant and discordant pairs in the denominator
(cf. Charrad et al., 2014, p. 10). However, the nominator in Equation (2.21)
considers the number of comparisons to be made:

Tau Index =
s+ − s−√︁
nτ (nτ − τ)

. (2.21)

The choice of the desired cluster validation index depends on the clustering
aim and the index should reflect the assumptions made when initializing the
clustering process. Recently, Hennig (2019) discussed the applicability of the
well-known validity measures and developed a framework for customizing the
concepts behind the indices to the analysis needs.

2.2.2.4 Clustering in Accident Analysis

In the literature on the application of cluster analysis regarding road accidents,
three different types of use cases can be identified. Firstly, cluster analysis is used
to locate blackspots. In this case, only the information on the accident location
is taken into account for clustering, and the resulting clusters are then examined
with respect to the various accident features. Furthermore, clustering is used in
many studies to group accidents based on all or many of their features in order
to detect unknown relationships among them. The third application is the use
of clustering for reduction of heterogeneity within the data set in preparation
for explanatory procedures, such as classification (cf. subsection 2.3.1). In
particular, since the combination of different approaches such as clustering and
classification is frequently considered in the literature, a comprehensive overview
of publications on the application of clustering approaches to heterogeneity
reduction can be found in Section 2.5.

Nilsson et al. (2018) apply hierarchical agglomerative cluster analysis with
full linkage to identify similarities in accident data for road accidents in two
German cities. These clusters can be used as a basis for designing test scenarios
for the development and evaluation of driver assistance systems. In this work,
nine such test scenarios are derived from 13 clusters selected with respect to
the dendrogram. Analyzing each cluster in terms of accident cause and the
resulting unintended lane departure, the authors identify, e. g., a large cluster
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with driver distraction as the main accident cause, in which almost all accidents
occur during daylight hours. Another cluster contains accidents at night and the
leading cause of accidents is often found to be alcohol impairment. Thus, the
authors can deduce from the cluster analysis, among other things, a relationship
of the accident features “time of day” and “accident cause”. Rocha et al. (2019)
propose a framework for grouping road accidents based on their similarity,
thereby determining the possible accident causes and unknown interactions
among accident features. In order to select the most important features, the
authors develop a so-called variable importance index based on PCA41. With
the set of features reduced this way, the authors cluster the data and evaluate
the goodness of the result using the Davies-Bouldin index. The number of
clusters is estimated by consulting the dendrogram of hierarchical clustering
result with Ward linkage.

For a highway in southern Italy, Luca et al. (2011) and Mauro et al. (2013)
apply k-means clustering in order to detect road segments with a similar hazard
risk. Based on the clustering results, the authors of both studies perform a
regression analysis for predicting the hazard risk of the so-found blackspots. In
addition, in a before-and-after study, the authors compare the estimated risks
for a given road segment with respect to infrastructure changes made there.
Anderson (2009) applies kernel density estimation42 in order to determine small
areas in London, UK, that show a high accident density. These areas, stored as
2,200 grid cells with a side length of 100m, are then clustered with k-means
with predetermined k = 15. In addition to the accident density of a cell,
geographic information such as the number of traffic lights and the presence of
schools or bus stops are used to identify similar regions within the city. Using a
Chinese accident data set, Shen et al. (2019) identify rural accident clusters, or
blackspots, with the help of k-means and the geographical information about
accident locations. Employing the silhouette index and the SSE, the authors
determine an appropriate number of clusters and then examine manually the
main accident cause in each cluster.

Applying density-based clustering, such as DBSCAN, to accident locations
often results in the shape of the clusters reflecting the course of the roads on
which the accidents under investigation occur. This is usually more useful than
the more spherical clusters that might be expected with k-means, for example.
Szénási and Jankó (2017) show in a study that the density-based clustering
approach can detect blackspots in urban areas in Hungary very well. In addition
to the traditional DBSCAN, they use a scoring function that evaluates the

41If a feature has a high loading on a factor that explains much of the variance in the data,
the index is large. See Subsection 2.2.3 for an explanation of the PCA approach.

42Please refer to Silverman (2018) for further information on kernel density estimation.
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found clusters with respect to the blackspot definition. In addition to the
density of the cluster, i. e., the number of accidents within the area spanned by
the accidents, the severity of each accident is also included using a previously
defined weighting. A cluster with few but severe accidents can thus be defined
as a blackspot just as well as a cluster with many but slight accidents.

The first approaches to use clustering for exploratory analysis of road acci-
dents mostly consider model-based clustering. Depaire et al. (2008) use latent
class clustering, a widely used implementation of the model-based approach, to
group the entire set of road accidents in Brussels, Belgium, into seven homoge-
neous subsets. Through statistical analysis of accident types and injury levels
both per cluster and for the entire data set, it is shown that analyzing road
accidents on a large, heterogeneous data set can obscure important relationships.
For example, the authors discover no statistically significant influence of the
feature “normal road condition” on the entire data set, but find that it signifi-
cantly often leads to serious injuries in the context of traffic light intersections,
as determined by analyzing data from one of the homogeneous clusters. A very
similar comparison is presented by De Oña et al. (2013b), who determine the
usefulness of model-based, latent class clustering in combination with severity
analysis. Here, the authors use Spanish accident data and determine, among
other things, that sight distance has a strong impact on the accident severity.

Ghomi and Hussein (2021) examine the effects of a number of environmental
conditions, such as the frequency of buses or the proximity of schools, on the
occurrence and severity of pedestrian-vehicle collisions. Using model-based
clustering, the data set is divided into several homogeneous clusters based on
traffic and intersection characteristics. Via multivariate analysis of each cluster,
the authors show that, e. g., the number of bus stops in the intersection is
directly related to the frequency and severity of pedestrian injury collisions.
To measure the meaningfulness of the clustering, the authors compare the
significance of the multivariate analysis of the clustered data with those of the
entire data set.

From the studies presented, it appears that cluster analysis is suitable for
exploratory, hypothesis-free identification of relationships within accident data
sets. However, in most applications, clustering is performed only once on a
data set based on the assumption that relationships within the data are stable
over time.

2.2.3 Principal Component and Multiple Correspondence Anal-
ysis

Accident data contains a variety of attributes that may be interdependent.
Typical examples include weather and road surface conditions. Rainy weather,
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for instance, is likely to result in a wet or slippery road. Although the two
attributes are closely related, one may not fully reflect the values of the other
in all cases. The road surface condition ‘slippery’ could also be caused by
a contamination such as oil spills instead of weather conditions. Therefore,
one attribute might not be be fully replaced by another without the loss of
information. Still, difficulties can arise for some data analysis methods when
highly correlated attributes are considered. One way to overcome this effect
with minimal loss of information is the PCA. Only a short introduction to the
theoretical background is given in Subsection 2.2.3.1. For a more comprehensive
overview of this approach, the interested reader is referred to the textbook of
Jolliffe (2002). PCA can be used as a dimensionality reduction step for other
multivariate analysis methods, be it supervised like classification or regression
or unsupervised like clustering43. The results of PCA and its related approach
of Multiple Correspondence Analysis (MCA) can also be used to gain insight
in the relationships of attributes. Especially for accident analysis with many
categorical attributes, several studies show the applicability of these methods
(see Subsection 2.2.3.2).

2.2.3.1 Theoretical Background of Principal Component and Multi-
ple Correspondence Analysis

The PCA identifies a set of (linear) uncorrelated, i. e., orthogonal principal
components44 from a given data set with the first few explaining most of the
variance and covariance apparent in the data. For this purpose, the eigenvalues
and the related eigenvectors of the covariance matrix are determined for the
data set. The largest eigenvalue corresponds to the first principal component,
while the associated eigenvector contains the so-called loadings of the attributes
on this principal component. The number of resulting principal components
corresponds to the number of attributes in the covariance matrix and the
underlying data set. The percentage of the eigenvalue assigned to a principal
component relative to the sum of eigenvalues represents the percentage of the
variance of the data set explained by that principal component. By arranging
the principal components in descending order of their eigenvalues, the percentage
of variance explained decreases from the first component to the last. With an
analysis of the loading vectors, it is possible to identify relationships within the
data and explain the underlying factors or principal components. The individual
attributes affect the components to different degrees and with different signs,

43Jolliffe (2002) discusses the prerequisites for all those possible applications in his textbook
in Chapters 8 and 9.

44See Jolliffe (2002, Chapter 2) for a comprehensive explanation of the underlying algebraic
assumptions.
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so that conclusions can be drawn from these coefficients about the significance
of the principal components regarding the given problem.

The dimensionality reduction, i. e., the removal of principal components,
can be conducted in different ways (see Jolliffe, 2002, Chapter 6 for an overview
of methods proposed in the literature). Three intuitive, rule-of-thumb based
approaches often found in practical applications are mentioned here. The
specification of a desired minimum percentage of explained variance or a
maximum tolerated information loss by the user allows the selection of the first
k principal components whose cumulative contribution to the explained variance
is at least equal to this value. Another approach is to keep all components with
a variance or eigenvector, respectively, greater than 1, as all other principal
components contain less information than the original attributes45. The third
approach is to create a scree plot by plotting the number of principal components
on the x-axis and the corresponding eigenvalues on the y-axis. The elbow
criteria can then be used to determine the number of components to retain,
i. e., those found at the end of the steepest descent of the eigenvalues46, since
the information gain from additional components can be considered relatively
small compared to the components selected first (see Jolliffe, 2002, pp. 115).

Most attributes in road accident data sets are categorical and therefore
the calculation of a covariance matrix for those attributes is not meaningful.
Since the traditional PCA is built on the covariance matrix, the applicability
of this method is limited in road accident analysis. For analyzing categorical
data with a similar approach, MCA has been developed. Blasius and Greenacre
(2006) comprehensively explains the idea of MCA and how it relates to other
exploratory analysis approaches such as PCA. The goal of MCA is to visualize
the co-occurrence of features, i. e., attribute values, in a low-dimensional space.
The proximity of features in this space indicates meaningful associations between
them. In contrast to PCA, graphical representations are much more important
in MCA, since they allow the interpretation of the results in the first place.
Mathematically, the determination of these dimensions corresponds to the
approach of PCA. While for the application of PCA the individual observations
are represented in the rows of a matrix whose columns contain the respective
quantitative attributes, MCA is based on a cross-tabulation or contingency
table, i. e., a rectangular matrix with all features to be considered in the rows
and columns. Thus, the frequency of co-occurrence of the features in the rows
and columns is analyzed. In MCA, relationships between attributes as well
as relationships between different values of each attribute can be determined.

45Please note that PCA has to performed on the correlation matrix rather than the covariance
matrix for this rule of thumb (see Jolliffe, 2002, p. 114).

46Which corresponds to the percentage of explained variance.
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Especially the last aspect makes this approach particularly useful for road
accident analysis.

2.2.3.2 Principal Component and Multiple Correspondence Analysis
in Accident Analysis

(Multiple) correspondence analysis is used by Kim and Yamashita (2008) to
study the relationships between the circumstances of pedestrians involved in
accidents in Hawaii and understand the causes of pedestrian accidents. The
effects of location and temporal factors, as well as the circumstances (e. g.,
gender and age group), that lead to injuries in these types of accidents are
explored using MCA, which allows the effects on pedestrian crashes and injuries
to be considered. Then, appropriate strategies and interventions to reduce
pedestrian crashes can be derived, such as giving greater attention on drivers
who are more likely to be found at fault than the pedestrian with whom they
collide. Beyond that, the authors also aim to illustrate that the MCA can be
applied to safety research.

Coming from the field of sociology, Factor et al. (2010) explore the differences
between social groups and their particular types of traffic accidents using MCA.
For this purpose, they use Israeli accident data merged with socioeconomic data
from two censuses. As a result, the authors find that different social groups
do indeed tend to be involved in motor vehicle accidents of different types
and severity levels. For example, according to their findings, drivers from low
socioeconomic backgrounds are involved in fatal accidents more often.

Several factors influence the likelihood of a single-vehicle accident, such as
roadway design, vehicle mechanical problems, and, most importantly, driver
behavior. Das and Sun (2014) consider fatal single-vehicle accidents and their
associated factors using the MCA method, i. e., an exploratory data analysis
method that can visualize the patterns and frequencies of factors contributing
to the accident. Thus, the important contributing factors and their degree
of association with the accidents are identified. The results show that the
combination of impaired driving, especially on undivided roads without street
lights at night, is most likely to be associated with fatal accidents. Other
combinations that lead to fatal run-off road accidents include young men driving
on wet roads on weekends, older female drivers on hilly terrain, distracted
motorcyclists, and middle-aged female drivers using a cell phone while driving.
Later, the same authors apply MCA on the same data set of U.S. accidents
to detect influencing factors for vehicle-pedestrian accidents (Das and Sun,
2015), for fatal run-off road accidents (Das and Sun, 2016), and for wrong way
driving accidents (Das et al., 2018a). Particularly for those rare accident types,
the authors prefer to use distribution free non-parametric methods like MCA
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that can be applied without pre-defining the assumed underlying relationships
between response and explanatory variables. By integrating the geometric
design features of roadway segments obtained from the United States Road
Assessment Program (see Section 2.1), Jalayer et al. (2018) identify external
factors influencing run-off road accidents. The database provides information
on roadways and roadsides which are of particular interest for run-off road
accidents. Natarajan et al. (2020) and Sivasankaran and Balasubramanian
(2020) also investigate influencing factors for pedestrian vehicle accidents in
India employing MCA.

Distefano et al. (2018) use different dimensionality reduction methods (e. g.,
cluster analysis and MCA) to identify the roundabout geometric features
that influence safety perceptions. About 1,650 people answered an online
questionnaire about their opinions concerning roundabouts and their perception
of safety regarding different maneuvers in roundabouts. Among several other
key factors and their associations, a finding of the authors is that users clearly
prefer single-lane roundabouts with regard to safety aspects.

With PCA, Tang et al. (2018) identify the most influential factors for fatal
accidents in the U.S. Assi (2020b) applies PCA to an Australian data set,
considering roughly 37,000 accidents with two vehicles, in order to enhance the
accuracy of two classification approaches for predicting the accident severity.
As discussed in the following Subsection 2.3, severity prediction is a major
research interest in the context of accident analysis. Reducing the number of
accident attributes by including only the most important principal components
in a classification model is shown to be useful in terms of improving prediction.

2.3 Explanatory Accident Analysis

In contrast to unsupervised, exploratory approaches which aim at detecting
unknown relationships within the data, many studies in the field of accident
analysis focus on supervised methods. A major application, that is also the
main focus of this section, is the prediction47 of an accident’s severity based
on historical data. Here, external, vehicle, and personal circumstances are
analyzed in order to explain the injury level, i. e., the accident severity. While
the severity is seen as the dependent or target attribute48 of the supervised
learning approach, all other road accident attributes are defined as independent

47The term “prediction” does not imply a temporal reference, but describes the determination
of the value of a target attribute, i. e., in the context of this thesis, usually the severity level,
given that all other attribute values of the respective accident are known.

48In the context of classification, the target attribute is often referred to as the class label,
since it provides information about the class to which an individual object belongs.
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or predictor attributes49. A (mathematical) model50 is then used to explain
the variation within the target attribute caused by changes in the independent
attributes.

Accident data is characterized by a high degree of imbalance, as severe
and fatal accidents in particular are rare. However, since these accidents are
associated with higher economic and social costs, the study of circumstances
is of special importance. Many authors circumvent the problem by explicitly
studying only accidents of a certain severity (see the examples in Section 2.2).
There are, in fact, suitable techniques that compensate for this imbalance.
Morris and Yang (2021) give an overview of resampling techniques that can be
used in combination with statistical models and machine learning approaches,
and determine the changes in the predictive accuracy for different severity levels.
All investigated under- and oversampling51 techniques lead to an improvement
in the prediction for the minority class, i. e., severe and fatal accidents while not
affecting the results for the majority class, i. e., slight accidents. The study of
Mujalli et al. (2016) shows that the classification of road accidents by severity
can be improved by reducing misclassification especially of fatal and severe
accidents, when data sets are created using undersampling, oversampling or
a mixture of both techniques. For the following examples regarding accident
severity prediction, the corresponding balancing technique is indicated if the
authors use any.

In this section, different methods for severity prediction, like classification
(see Subsection 2.3.1) and association rules learning (see Subsection 2.3.2) are
discussed.

2.3.1 Classification Approaches

With the use of classification approaches, it is possible to learn, or rather to
model, the relationships within a data set with respect to a given class label,
i. e., the target attribute52. The resulting classification model can be used to
explain the dependencies of independent attributes on the target attribute and,
in case of accident analysis, derive measures to influence these dependencies.

49In the literature, the term predictor “variable” is widely used. In order to maintain
consistency throughout the thesis, the term “attribute” is preferred here.

50Depending on the type of the target attribute, the model is either a regression or a
classification model. As the accident severity is typically defined as a categorical attribute,
this thesis focuses on classification approaches. For an introduction to regression analysis see,
e. g., Backhaus et al. (2016, Chapter 1, pp. 63).

51One of the most commonly used methods is the synthetic minority oversampling technique
(SMOTE), first presented by Chawla et al. (2002).

52In the context of classification, the terms class label and target attribute are used
interchangeably.
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Furthermore, the resulting model can be applied to predict class labels for new
or unclassified data instances. For more in-depth information, please refer to
the textbooks of Aggarwal (2015) and Hastie et al. (2009) and the references
given there.

In what follows, an overview of common classification approaches is given in
Subsection 2.3.1.1. In order to determine the suitability of a classification model
for the data set at hand, a thorough evaluation is necessary. Applicable concepts
are presented in Subsection 2.3.1.2. Studies on the usage of classification models
for accident analysis, and accident severity prediction in particular, are discussed
in Subsection 2.3.1.3.

2.3.1.1 Theoretical Background of Classification

Due to the large number of possible applications, a variety of classification
algorithms53 have evolved in the last decades. Some approaches are based on
probability assumptions, others use statistical principles or derive their basic
ideas from biology. Usually, all approaches are based on training a classifier,
i. e., a classification model, on a set of data where the target attribute or class
label is known. The aim is to identify a decision boundary that allows the
classifier to decide on the class membership of an object given its attribute
values.

A very intuitive approach is the k-nearest-neighbor method (see, e. g.,
Aggarwal, 2015, Section 10.8). Instead of modeling54 an underlying relationship
between the attributes, it classifies a given object with an unknown class
label according to the majority class of its k closest neighboring objects. A
careful definition of the neighborhood is necessary, which depends on the chosen
distance measure. Moreover, a suitable value for k has to be determined.

One of the most popular classification methods, measured by the number
of studies found in the literature, is the concept of decision trees (see Breiman
et al., 1984). Starting from a root node, the tree allows to classify an object by
considering subsequent, hierarchical decisions based on the object’s attribute
values (cf. Aggarwal, 2015, p. 293). At each node of the tree, a decision
according to a split criterion is made until a leaf node is reached, which contains
the information on the corresponding class. During the training process, the
training data set is used to determine the best split criterion for each node. In
particular, the split should maximize the purity of the classes in the subsequent
child nodes. The attribute to be considered in each case and the exact, often

53A comprehensive overview of the individual characteristics, strengths, and weaknesses of
the algorithms are given, e. g., by Hastie et al. (2009, Section 10.7, Table 10.1)

54Since this approach does not learn a model beforehand, it is often referred to as a lazy
learner (cf. Aggarwal, 2015, p. 331).
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binary, split value are chosen by minimizing the various measures, e. g., Gini
index55, entropy56 or error rate (cf. Aggarwal, 2015, pp. 296). For every child
node, the number of training samples for each class is calculated. Until a
stopping criterion is reached, e. g., the proportion of the majority class in a child
node is above a specified threshold, the number of training instances within a
node is below a certain threshold or the predefined maximum depth of the tree
is reached, the tree is further expanded iteratively. For every leaf node, the class
to be assigned is determined by identifying the majority class from the training
instances that have reached that leaf node. If the stopping criterion is not
chosen properly, the decision tree tends to overfit the training data, resulting
in a very good prediction, since the split criteria are very precisely aligned
with it (cf. Aggarwal, 2015, pp. 297). New objects are often misclassified by
the model because the tree is not able to generalize the classification rules.
A simple approach to reduce the occurrence of this phenomenon is pruning,
where individual leaf nodes are removed from the tree. The previous split nodes
now become leaf nodes, which both reduces overfitting and simplifies the tree
structure, making it easier to derive decision rules57 from it that reflect the
relationships within the data.

To increase the quality of the classification and to counteract overfitting,
Breiman (2001) introduced the random forest approach. In this ensemble58

method, multiple bootstrap samples are drawn from the training data set,
which are then used to individually train a decision tree. In order to obtain a
better classification model through randomization, only a random set of the
available independent attributes are provided for building the tree each time.

55The Gini index makes a statement about the probability of misclassification of a randomly
chosen object, given the class frequencies of a node. With a range of values between 0 and 0.5,
the values are lower than for entropy, which in comparison can lead to smaller impurities being
less well represented by an increase in the Gini index. In particular, for highly unbalanced data
sets, the minority class may not be well represented when the split attributes are determined.
Please note that Raileanu and Stoffel (2004) evaluated both criteria extensively and only
determined a difference in the selection of the split attribute in only 2% of all cases. The
CART algorithm (Classification and Regression Tree) introduced by Breiman et al. (1984)
uses the Gini index for selecting splitting criteria.

56The determination of entropy is based on the same assumption as that of the Gini index,
but here the logarithm is included, which on the one hand may lead to a better representation
of smaller impurities, but on the other hand is computationally slightly more complex. Entropy
is used to identify the split criterion by the ID3 and C4.5 algorithms introduced by Quinlan
(1986) and Quinlan (1993).

57A decision rule is an “if-then” condition comprised of an antecedent and a consequent,
similar to the association rules discussed in Subsection 2.2.1. The consequent here is the class
label from the leaf node and the antecedent can be recorded from a pass through the tree
from the root node to this leaf.

58For an overview of the general approach of ensembles in classification, see, e. g., Aggarwal
(2015, Section 11.8)
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Usually, a single tree is not pruned. For the classification of new objects, the
decision of each tree in the forest is evaluated and the class with the most
votes determines the final classification. Gradient boosting is another ensemble
method, generating multiple classification models (cf. Friedman, 2001). Instead
of independently training several models, each new model is a modification of
the former one that leads to a lower prediction error59. In general, easy to train
classifiers are used here, e. g., decision trees.

Based on the structure of the human nervous system, artificial neural
networks work with nodes and weighted edges between them to simulate the
learning process in the human brain (cf. Aggarwal, 2015, p. 326). The nodes
correspond to neurons in biology, while the weighted connections between
them represent human synapses, whose function is to transmit signals between
neurons. Each time new information is processed in a neural network, multiple
nodes receive input, process it, and then pass it on to subsequent nodes. The
weight of the connections between the nodes influences the degree of information
propagation. These weights are adjusted during the learning process. In contrast
to the complex system of a human brain, artificial neural networks usually
consist of a layered architecture, whose complexity can be adjusted according to
the learning problem at hand. The most simple neural network consists of one
single layer which is called a perceptron. Each attribute value of an object is
passed to one corresponding input node and from here to (usually) one output
node that performs a designated mathematical operation on the input received
and submits a result. For practical applications, multiple such perceptrons are
combined to a multi-layer neural network, consisting of an input layer, one or
more hidden layers, and one output layer (cf. Aggarwal, 2015, pp. 328). The
assigned mathematical operations, or activation functions60, of the nodes in
the individual (hidden) layers are heavily depending on the type of decision
problem to be solved. To train the neural network, i. e., to learn the weights of
edges between nodes in successive layers, the training instances or objects must
be processed forward through the network until a class assignment decision is
made in the output layer61. Since it is known for the training instances to which
class they actually belong, the decision of the network can now be evaluated.
For this purpose, error measures like Root Mean Squared Error (RMSE) (see,

59The model parameters are adjusted in the direction of the gradient descent of the error
function, hence the name of the method.

60Typically, those operations are non-linear. Famous examples are the logistic function and
the Rectifed Linear Unit (ReLU) which returns the maximum of the given input value and
zero. For an overview of other activation functions, see, e. g., Bishop (2006) and Hastie et al.
(2009).

61For classification tasks, the output layer usually consists of one node per class. Each
node submits a numerical result that can be interpreted as the probability that the training
instance belongs to the corresponding class.
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e. g., Equation (2.38) in Subsection 2.4.1.3) or the F1-score from Equation (2.25)
can be used. If the predicted class is not correct compared to the class given in
the training instance, this information is back-propagated through the network
and the weights are adjusted accordingly. As this is repeated for each training
instance and several so-called epochs, i. e., one pass through all training data,
the learning process can be time consuming. Moreover, the topology of the
network, e. g., the number and type of layers or the number of neurons, has
to be carefully chosen. Especially the effect of overfitting the training data,
leading to a large error when predicting class labels of objects that the network
had not seen during training, has to be addressed. For an overview of training
and test evaluation methods, see Subsection 2.3.1.2.

Probabilistic classifiers are, e. g., the näıve Bayes approach, Bayesian net-
works, and the logistic regression model. Both quantify the relationship between
the attributes and the class label, i. e., the target attribute, as a probability
(cf. Aggarwal, 2015, Section 10.5). Näıve Bayes is based on the simplifying as-
sumption of independence of all attributes 62. In order to determine an object’s
class, the prior class probability, i. e., the probability of an object belonging
to a certain class without including any knowledge on its attribute values, is
used. In addition, the conditional or posterior probability of the independent
attributes are taken into account. With the näıve assumption of independence
between the individual attributes, it is easy to calculate the object’s class label
using Bayes’ theorem 63. In the logistic regression approach, the class mem-
bership probabilities are modeled (see, e. g., Aggarwal, 2015, pp. 310). With
a discriminant logistic function, i. e., a hyperplane in multidimensional data
sets, whose coefficients are derived from the data in a regression-like manner,
it is possible to assign an object to a class according to its location to the
hyperplane. A maximum likelihood approach is usually employed for estimating
the coefficients of the logistic function.

Another approach based on the determination of a class separation hy-
perplane is the support vector machine model (see, e. g., Aggarwal, 2015,
Section 10.6). The objects of the training data are described as vectors. The
hyperplane is placed between the object vectors such that the distance between
the vectors that are closest to the plane is maximized. This results in the
largest possible margin on both sides of the hyperplane, which ensures that new
objects to be classified are assigned as accurately as possible. The object vectors

62The assumption of independence is a restriction that usually does not hold in practical
application. Therefore, näıve Bayes can be seen as a special case of Bayesian networks, which
use directed graphs to describe probability distributions (cf. Bishop, 2006, pp. 360).

63Bayes’ theorem describes the probability of an event occurring given knowledge of the
conditions associated with it. Please refer to, e. g., Aggarwal (2015, pp. 307) for a derivation
of the applicability of the assumptions.
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Figure 2.6: Division of a data set into a training, validation, and test set

defining the margin are called support vectors. To create a non-linear plane
instead of a linear hyperplane, which is only applicable for linearly separable
data, the so-called kernel trick is used (cf. Aggarwal, 2015, pp. 323). It converts
the data into a higher-dimensional space, in which a linear separation is then
possible.

2.3.1.2 Evaluation of Classification Models

In order to compare different classification models or to fine-tune the parameters
used, an evaluation of the model is necessary that is based on two aspects
(cf. Aggarwal, 2015, pp. 334). On the one hand, the test methodology, e. g.,
holdout sampling or cross-validation, must be chosen, and on the other hand,
the type of quantification, e. g., (cost-sensitive) accuracy or precision needs to
be selected.

Since the main goal of a classification method is to predict the class label for
new objects, the model has to be able to generalize from the training instances
that were used for model building to unseen instances. Hence, the available
data is separated into two or, even better, three sets (cf. Aggarwal, 2015,
p. 335). Many models require a sufficiently large data set for training, therefore,
the model is trained with a share of at least 50% of the available data. The
remaining data is separated equally into a validation and a test set. Parameter
tuning and model selection are generally performed using the validation set,
so that the model accuracy is not overestimated. The test set is then only
presented to the final model for classification and the results are indicating the
goodness of the model in terms of the chosen evaluation measure. Figure 2.6
depicts such a data separation. Holdout sampling or cross-validation64 can
be used to select the training and validation set. Holdout sampling divides
the non-test data randomly into a training and a validation set. This can be
problematic in particular for imbalanced data sets, since the share of classes
within the training and validation sets might not reflect the overall class share65.

64Of course, other sampling options exist, e. g., bootstrap sampling. The interested reader
is referred to Aggarwal (2015, Subsection 10.9.1) or Hastie et al. (2009, Chapter 7).

65With an independent sampling for each class, this problem can be tackled.
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Figure 2.7: The schematic illustration of a k-fold cross-validation process
shows in dark color the k − 1 parts of the data set that are used for training.
The respective data set kept for validation is indicated in light color.

Moreover, the model is built on only a part of the available training data, which
possibly leads to a model that is not able to capture certain data structures
hidden in the validation set. In order to overcome this issue, a k-fold cross-
validation process can be applied, as schematically shown in Figure 2.7. Here,
the non-test data is separated in k distinct sets and the model is built k times
on k − 1 of these sets (cf. Hastie et al., 2009, pp. 241). One set is left out for
validation. By doing so, each instance will be in the training set k − 1 times
and k times in the validation set66. The larger k, the more models must be
trained, which may be prohibitive for time-consuming models. If k is low, the
resulting training sets might be too small to provide sufficiently good models,
since many instances are part of the left-out validation set. Typically, a value
close to ten is used.

Many evaluation measures make use of the confusion matrix to estimate
the goodness of a classification model from the test set. In this matrix, the
true class labels are contrasted with the predicted class labels. For the case of
binary classification67 into a positive and a negative class, the matrix contains
four elements, i. e., numbers of correctly assigned positive (true positives, tp)
and negative (true negatives, tn) instances on the diagonal and the numbers
of positive classes predicted as negative (false negatives, fn) and of negatives

66By using stratified sampling for the random separation into k sets, this method can
account for class imbalances.

67In accident analysis, such a binary classification task could be the discrimination between
fatal and non-fatal accidents.
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predicted as positives (false positives, fp). Based on these elements, various
measures have been developed, of which the following are the most common in
the literature. Most of them relate the correctly or falsely assigned instances to
the total number of positive or negative instances in the test data set. For an
overview of the measures, see, e. g., Fawcett (2006).

accuracy =
tp+ tn

tp+ tn+ fn+ fp
=

correctly classified test instances

all test instances
(2.22)

recall =
tp

tp+ fn
=

true positives

all positive test instances
(2.23)

precision =
tp

tp+ fp
=

true positives

all test instances classified as positives
(2.24)

F1-score =
tp

tp+ 1
2(fp+ fn)

=
2

precision−1 + recall−1 (2.25)

The accuracy in Equation (2.22) calculates the ration of the correctly classified
instances to all instances, producing a value close to 1 when most instances are
correctly identified, regardless of which class they belong to. The accuracy can
thus easily be extended to the multi-class case. In accident severity classification,
however, it might be worse if a fatal accident is incorrectly classified as non-fatal
in contrast to a non-fatal accident being predicted to be fatal. In order to take
the cost of the different types of misclassification into account, the accuracy of
the individual classes may be weighted differently when aggregating the final
cost-sensitive accuracy value (cf. Aggarwal, 2015, p. 338). Another possibility is
to consider the concepts of recall and precision68. Recall, as in Equation (2.23),
gives the hit rate or sensitivity of the classification model and it is high if positive
test instances are correctly classified. It is often contrasted with the precision
of the model (see Equation 2.24), which indicates the specificity by penalizing
the incorrectly classified positives. The harmonic mean of both measures is
commonly used in practice and is the F1-score given in Equation (2.25).

Especially when not only the correct classification of new objects but a
deeper understanding of the reasons for a decision are of interest, it is necessary
that the classification model is explainable. For example, it is not very helpful
to classify a road accident as slight or fatal based on its attributes after it
has happened. Instead, the model should present the decision rules and the
associations learned in a transparent and accountable manner so that a police
analyst can, e. g., justify adjustments to road safety measures based on these
findings. Decision trees and association rules may already be considered as
self-explanatory models, which are therefore often used in road accident analysis.

68Recall, precision, and F1-score are concepts from information retrieval, where they are
used to evaluate, e. g., the search performance of an algorithm.
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In contrast, more complex approaches, in particular neural networks, often
provide much more precise results due to the possibility of representing non-
linear relationships. However, these are primarily black-box models for which
explanatory approaches have only been developed in recent years due to their
widespread use and good performance. An overview of the state of development
of so-called eXplainable AI (XAI) is given, e. g., in Tjoa and Guan (2021).

For many classification methods, special approaches have been developed to
measure the attribute importance. They improve explainability and are useful
for determining which attributes to include in the model in the first place69.
For decision trees, e.g ., the impurity measure, e. g., Gini or entropy, applied
to identify the best splits can directly be used as attribute importance values.
Another approach would be to exclude individual attributes when training the
models, similar to a sensitivity analysis. The models are then evaluated on
the basis of the test set, and the resulting performance of the model indicates
whether the omitted attribute is important for the goodness-of-fit (Kamalov,
2018).

2.3.1.3 Classification Approaches for Severity Prediction

Many publications on accident severity prediction exist and, therefore, only a
few can be presented in this thesis. The most recent studies are selected as
well as those papers that focus on comparing different classification methods.
In addition, for each method discussed in Subsection 2.3.1.1, a corresponding
application paper is presented. As described at the beginning of this section, the
prediction of the severity of possible future accidents is of secondary importance.
Much more frequently, classification methods are used in the studies to determine
correlations between the independent accident attributes and the target attribute
“severity”.

A systematic literature review on severity prediction, accident frequency
forecasting, and the combination of both is given by Silva et al. (2020). The
authors focus on machine learning approaches for these problems and identify
26 fitting studies. They extensively investigate the papers and describe the
approaches used, the underlying data set, the modeling strategy with respect
to training and testing as well as the prediction accuracy measure and results.
Moreover, the authors show an overview of the attributes used and the respective
findings according to the main contributing factors for accident occurrence
and severity given in the studies under investigation. A number of exemplary
studies are presented below, in order of date of publication.

69Methods that are independent of the classification model can be used in the data pre-
processing step and are often referred to as feature selection methods.
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One of the oldest studies on accident analysis by applying machine learning
approaches is from Mussone et al. (1999). The authors compare a statistical
analysis to the application of an artificial neural network on road accidents
occurring at intersections in Milan, Italy. The neural network is designed to
predict the risk index of a given intersection rather than the severity of an
accident. Compared to a (multiple) linear regression approach, the prediction
error is significantly lower.

In their study, Mujalli and De Oña (2011) examine multiple approaches for
selecting the most influential attributes for predicting accident severity. Using
Bayesian networks, the more general form of the näıve Bayes approach, as
the underlying classification method, various attribute selection algorithms are
first applied in a two-step selection procedure to identify suitable subsets of
attributes on which to build the classification model. The classification efficiency
of the Bayesian networks with the reduced number of attributes is compared
to the original network with all attributes using several indicators, such as
accuracy, recall, precision, and F1-score (see Equations (2.22) – (2.25)). This
allows suitable attribute subsets to be identified, and their resulting Bayesian
networks are further analyzed to identify the most important accident attributes
for severity classification.

Prati et al. (2017b) use two well-known classification methods in a sequential
manner, namely decision trees and Bayesian networks, to categorize the severity
of accidents involving bicycles in Italy and, in particular, to determine the
importance of attributes in relation to it. In the application of a sensitivity
analysis, a small number of most important attributes is identified first using the
decision tree approach. With a weighted accuracy measure, the authors select
model parameters in the validation step that can handle the class imbalance
best. In the subsequent step, the Bayesian network is built upon these attributes
due to the better explanatory power of attribute influence. In order to further
overcome class imbalance, the Bayesian network is trained on an oversampled
training set.

Jeong et al. (2018) conduct an extensive study on the road accident data
from Michigan, U.S. The authors apply five classification approaches, namely
logistic regression, decision trees, neural network, gradient boosting, and näıve
Bayes, with and without an ensemble approach. Moreover, they determine the
influence of under- and oversampling of the data on the predictive accuracy of
all approaches. As a result, the authors identify decision trees with an ensemble
approach and undersampling as the most accurate technique.

Zhang et al. (2018) compare the machine learning approaches decision
trees, random forests, k-nearest-neighbor, and support vector machines to
typical statistical models for severity prediction to show the applicability of
machine learning techniques and their superiority over traditional models in
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terms of predictive accuracy. Based on accidents from the U.S., the authors not
only demonstrate a higher predictive performance of machine learning-based
classification approaches, but also find that the attribute importance between
different models is varying. Therefore, they propose to support the selection of
suitable attributes with a sensitivity analysis.

Zheng et al. (2018b) analyze truck accidents and incorporate external data
from trucking companies and drivers. With gradient boosting, the authors
identify the relative importance of the external risk factors on the accident
severity level. A number of attributes are found to be significantly associated
with accident severity, including the characteristics of the trucking company,
time of day, age of the driver, and licensing requirements. At the same time,
not all the identified influencing factors are equally significant for all levels of
accident severity, according to the authors.

In the study by Assi (2020a), the performance of a neural network in
predicting the severity of a road accidents is investigated using attributes that
can be quickly identified at the accident locations is investigated. Here, the
prediction accuracy of the neural network model is also compared with that of
a support vector machine model. It is found that the neural network is superior
to the support vector machine model on the Australian accident data set used.
Moreover, it has a very high prediction accuracy.

Based on road accident data from Lebanon collected on a crowd-sourcing
platform, Ghandour et al. (2020) show that using ensemble methods for binary
classification of road accidents into fatal and non-fatal leads to good results.
They find that an ensemble-based evolution of the support vector machine
model provides comparable good results to random forests. In addition, the
authors consider neural networks, logistic regression, and näıve Bayes, but
these are not examined further due to insufficient prediction accuracy. The
proportion of fatal accidents in the data set utilized is only about 5 %, so the
authors use oversampling to support the classification models.

A very recent study from Ijaz et al. (2021) compares classification models for
severity prediction of accidents involving vulnerable road users, and especially
rickshaw occupants, in Pakistan. After a comprehensive review of past studies
in that field, the authors propose models based on decision trees, random
forests, and decision jungles70 and assess the predictive performance with
several evaluation metrics. The study’s findings show that decision jungles
perform best.

70As described by Shotton et al. (2013), decision jungles are graphs rather than trees and
allow multiple input edges into one node. Moreover, they are also built in an ensemble manner
in order to make use of the benefits described for random forests and gradient boosting. The
interested reader is referred to the original paper for further information on this topic.
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Sangare et al. (2021) present a hybrid approach that combines attribute
selection based on maximum likelihood estimation with a support vector machine
as a classification approach. Using data from the UK, the authors show that good
predictive accuracy can be achieved. They apply oversampling to compensate
for the inherent imbalance in the accident data.

When classification models are trained on an accident data set, the re-
lationships between the target attribute and all independent attributes are
assumed to be stable over time. However, some accident conditions are, e. g.,
influenced by the season and therefore usually exhibit fluctuations in their
influence on accident severity. These fluctuating influences cannot be detected
if the temporal relationships are not taken into account during model devel-
opment. Furthermore, explanatory approaches such as classification always
require a target attribute to be defined. This limits the identification of possi-
ble relationships to those directed to the target attribute, while relationships
between independent attributes cannot be revealed. For specific use cases, the
application of classification can be sensible, e. g., when certain relationships
are already suspected and these should be confirmed. In the context of this
work, however, the focus is also on the identification of unknown relations and
in particular also on the temporal analysis of these relations. Therefore, the
approaches of classification of accident data in the form presented here will not
be pursued further in this thesis.

2.3.2 Association Rules for Severity Prediction

Association rules learning71 can be used as a supervised method if a rule R
with I1 ⇒ I2 is filtered according to the desired target value of an accident
attribute on the right hand side of rule R, i. e., itemset I2 in this case. Many
authors use this supervised method to investigate rules for different accident
severity levels, i. e., I2 ∈ {accident severity = fatal, accident severity = severe,
accident severity = slight} (cf., e. g. Atnafu and Kaur, 2017; Chiou et al., 2010;
Das et al., 2019; Ghomi et al., 2016; Gupta et al., 2017; Gutierrez-Osorio
and Pedraza, 2019; Hashmienejad and Hasheminejad, 2017; Janani and Devi,
2018; Montella et al., 2012; Sivasankaran et al., 2020). Here, the assumption
of a directional relationship between the accident features, indicated in the
separation into itemsets I1 and I2, is used to identify features that influence
the accident severity level.

Bhavsar et al. (2020) conduct a study focused on predicting accident severity
for different street sections. They employ a classification approach based on
decision trees and find a low predictive accuracy for locations with a high

71Please refer to Subsection 2.2.1 and Aggarwal (2015, p. 305) for an introduction.
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heterogeneity. In these spots, association rule learning is applied and found
useful for detecting correlations between the accident attributes and the severity
in heterogeneous data.

From the analysis of the naturalistic driving data set collected under the
Second Strategic Highway Research Program (SHRP 2)72, Kong et al. (2020)
derive association rules on drivers’ speeding behavior. In doing so, they estimate
several environmental and trip-related characteristics as key determinants of
longer and medium speeding during a trip and of the speeding intensity, which
is found to have an impact on the accident severity level.

Jiang et al. (2020) use association rule learning to determine the key factors of
fatal and non-fatal run-off-road accidents in Australia, and present a dashboard
for spatial visualization of accidents that belong to a certain rule. In particular,
the authors pay special attention to the fact that fatal and non-fatal accidents
do not occur at the same rate, which prohibits a comparative evaluation of
the rules with respect to the two severity levels. For a feasible investigation,
they therefore test different methods of balancing data sets, e. g., oversampling,
undersampling or a mixed sampling. The authors achieve the best results with
their new bootstrap-resampling-data-balancing method, where the unbalanced
data set is divided into several balanced ones, each of which is then subjected
to association rules learning. Subsequently, an ensemble method is used to
combine the rules extracted from the individual data sets.

2.4 Temporal Accident Analysis

The approaches to road accident analysis discussed so far allow the identification
of influential attributes on accident severity, the determination of latent factors
or the detection of groups of similar accidents. All methods have in common
that they are based on an accident data set covering several years, which may
be extended by further exogenous information. A study by Mannering (2018)
reports that many of the approaches neglect the aspect of temporal stability
of the model parameters. The basic structure of the data may have changed
so that, e. g., the strength of the influence of certain attributes decreases over
time, while the influence of other attributes on the severity increases. A similar
conclusion is reached by Se et al. (2021), who examine the temporal instability
of factors influencing driver injury in Thailand. Hence, it seems sensible to
incorporate the temporal aspect of road accidents in some way in order to
better account for changing patterns.

In this section, several approaches of temporal accident analysis are discussed.
After an overview of the theoretical background on time series in Subsection 2.4.1,

72See Antin et al. (2019) and Subsection 2.1 for a description of the data set.
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different applications are presented. In trend analysis (cf. Subsection 2.4.2), the
focus of the studies is on monitoring the progression over time and on evaluating
the dependencies between different explanatory factors and the accidents or
casualty numbers. When the objective is to reduce the future number of
accidents, it seems sensible to predict them first. Applications for forecasting
accident numbers are introduced in Subsection 2.4.2 as well. According to the
findings of Mannering (2018) and Se et al. (2021), the accident trend might
change over time and, therefore, the parameters of the underlying time series
models might have to be adjusted. In Subsection 2.4.3, studies on this topic
are presented.

2.4.1 Theoretical Background of Time Series

In order to analyze the past or predict the future of a certain situation, e. g., the
number of accidents under specific conditions, it is necessary to aggregate the
corresponding data in a suitable way. Based on the assumption of a temporal
dependency of road accidents, the concept of time series is a reasonable choice.
For a comprehensive introduction to the field of time series analysis, please
refer to, e. g., Hyndman and Athanasopoulos (2021). In Subsection 2.4.1.1, the
basic principles of time series analysis are discussed. Time series clustering,
as a special case for both, time series analysis and explorative clustering is
introduced in Subsection 2.4.1.2. Common approaches for predicting the future
can be found in Subsection 2.4.1.3.

A time series X consists of a temporally ordered set of observations with
a certain time interval, e. g., a day, a month or a year. For one timestamp t
an observation xt is recorded. If the observation is a single value, the time
series is called univariate, while a multivariate time series contains a vector of
observation values for each timestamp t. Depending on the type of data, the
time series may contain missing data, e. g., when road accidents with specific
conditions are tracked on a daily basis for a small geographic area, where an
accident only occurs every few days. The level of aggregation is either defined
by the recorded data73 or by the use case under consideration. The number
of timestamps t, t = 1, . . . T , can be seen as the dimensionality of the time
series. Due to the natural temporal order of the observed values, time series
analysis differs from other use cases of multidimensional data analysis, where
the individual attributes can usually be considered as independent of each other.
Figure 2.8 depicts a time series with T = 48 observations. Assuming that the
timestamps represent months, seasonal fluctuation can be easily identified with
a season length of one year. In the context of road accident analysis, this time

73If, e. g., the values of the time series are only recorded once a month, a daily aggregation
or analysis level is not possible since the data is simply not available.
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Figure 2.8: Sample time series with 48 timestamps and a yearly seasonality

series could, e. g., represent the relative frequency of accidents under certain
weather conditions, such as snowfall. It should be noted that the time series
is presented in zero-centered form (see Subsection 2.4.1.1) and consist only of
sample data.

2.4.1.1 Time Series Analysis

Time series can be visualized more easily in two dimensions than other (multi-
variate) data sets. By plotting the observations xt against the timestamp t, a
time plot is created which can be used to identify trends within the series or
detect seasonal effects. A time series is usually build from three components,
i. e., long-term trend, seasonal fluctuations, and (economic) cycles74. In order
to separately analyze the trend and seasonality components, the correspond-
ing time series is often decomposed. Typically, an observation xt within time
series X with an additive combination of those components is written as in
Equation (2.26), where Tt is the trend and St is the seasonal component for
timestamp t. The term Rt reflects the residuals, i. e., the noise due to irregular
or random influences, that are not explained by the previous components.

xt = Tt + St +Rt (2.26)

The decomposition can be obtained by different approaches, such as the classical
decomposition (cf. Hyndman and Athanasopoulos, 2021, Section 3.4) or Seasonal
and Trend decomposition using Loess (STL) (cf. Cleveland et al., 1990) which
can handle multiple and even changing seasonalities.

When time series shall be compared that are build of observation from
different value ranges, it is sensible to adjust the values via scaling, as already

74Since cycles show a fluctuation over a period of two or more years, they are often considered
in association with the trend component.
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introduced in Subsection 2.2.2. By subtracting the mean of all observations in
a time series from each observation, the time series is zero-centered, as shown in
Equation (2.27). The amplitude of the time series is not changed, so that the
standard deviation and the general progression of the series are kept. In contrast
to centering, amplitude scaling, also called standardization or z-normalizing,
additionally divides each centered observation by the standard deviation of the
time series as in Equation (2.28). As a result, the mean of the observations
standardized in this way is now 0, while the standard deviation of the values
is 1. After standardization, the majority of the observations lie within three
standard deviations around the mean value. With the normalization approach,
shown in Equation (2.29), the minimum value of all t observations is subtracted
from each observation, while dividing this result by range of the observed values,
i. e., the difference between the maximum and minimum values in the time
series75. By doing so, the normalized values all lie in the range [0,1].

x′t = xt −mean(X) (2.27)

x′t =
xt −mean(X)

sd(X)
(2.28)

x′t =
xt −min(X)

max(X)−min(X)
(2.29)

In order to describe time series, multiple time series features have been
introduced by different authors. A comprehensive overview can be found,
e. g., in Fulcher (2018) or Hyndman and Athanasopoulos (2021, Chapter 4).
With these features, it is possible to quantitatively describe the extend of
seasonality, the presence and strength of autocorrelation76 of time series values
with themselves, the complexity of a time series, or the overall distribution of
time series values. This makes it possible to compare a larger number of time
series without having to visualize them with plots.

In addition to time series features, several methods for reducing the di-
mensionality of time series have been proposed. For a detailed overview, the
interested reader is referred to, e. g., Aggarwal (2015, Section 14.2) and the
literature given there. With the Discrete Wavelet Transform (DWT)77, a time
series of length T is decomposed into the weighted sum of T simpler time
series, so-called wavelets (cf. Aggarwal, 2015, p. 52). These simpler time series

75Due to the usage of minimum and maximum values for the scaling process, this approach
is also called min-max-scaling (Aggarwal, 2015, p. 37).

76Autocorrelation is calculated between the time series and the lagged values of it (cf.
Hyndman and Athanasopoulos, 2021, Section 2.8). The correlation value can be determined for
different lags so that, e. g., unanticipated seasonality can be determined if the autocorrelation
value is unexpectedly high at a particular lag.

77See Chan and Fu (1999) for a more comprehensive overview.
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are the T basis vectors, and the wavelet coefficients are the weights of the
corresponding basis vectors in the decomposition from which the original time
series can be recomposed. Various wavelets can be used in the decomposition,
of which the Haar wavelet is probably the best known. In order to reduce the
number of dimensions, since the decomposition initially contains the number of
coefficients corresponding to the length of the time series and thus the same
information in a merely different representation, a threshold can be specified.
All coefficients smaller than this boundary can be omitted with little loss of
information. The Symbolic Aggregate approXimation (SAX) approach reduces
the dimensionality of a time series by piecewise replacing true observations with
a symbolic representation (cf. Lin et al., 2007). The symbols are usually drawn
from the Latin alphabet, which allows to apply string-based operations like
hashing or pattern matching. The procedure for reducing the dimensionality is
threefold. First, a piecewise aggregate approximation is performed, which cuts
the time series into a given number of segments. Each segment spans a certain
time interval and the observation values of all timestamps inside this interval
are aggregated by their mean value. The value range of the (normalized) time
series is used to generate an alphabet of a predetermined size by defining a
suitable number of breakpoints. Each letter in this alphabet represents the
corresponding value range between two breakpoints. A lookup table then allows
to estimate the similarity of two time series by comparing the strings generated
from SAX.

2.4.1.2 Time Series Clustering

When multiple time series are analyzed, it is often sensible to organize them into
similar groups. With the clustering approaches presented in Subsection 2.2.2,
it is also possible to find clusters within a set of time series X . In general, the
procedure described there is applicable for time series as well, if the temporal
order of the attributes, i. e., the distinct observation xt, is taken into account.
In particular, this must be considered when determining similarities or distances
between two time series. Therefore, several distance measures for time series
have been developed, with some of them coming along with certain adjustments
in the underlying clustering method. Aghabozorgi et al. (2015) provide an
extensive overview of approaches to time series clustering, while Javed et al.
(2020) published an extensive benchmark study on the performance of different
approaches. Only the methods that are used in the remainder of the thesis are
discussed here in more detail.

If two time series X and Y are compared using the EUCLidean distance
(EUCL), the differences between the observed value for each timestamp are
squared and aggregated. For long time series, the large amount of summands
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means that differences in individual timestamps are of little relevance78. Never-
theless, the use of the Euclidean distance can frequently be found in practical
applications, often yielding good results. The simplicity of using this distance
measure, its widespread popularity and intuitiveness, along with its compara-
tively efficient computation, make it a viable approach in time series clustering.
Equation (2.30) gives the Euclidean distance between time series X with obser-
vations xt, t = 1, . . . , T , and time series Y with observations yt, t = 1, . . . , T .

distEucl(X,Y ) =

⌜⃓⃓⎷ T∑︂
t=1

(xt − yt)2 (2.30)

Dimensionality reduction techniques, like DWT, SAX, or the representation by
time series features79, can be combined with the Euclidean distance in order to
overcome the drawbacks.

In the event that two time series have a very similar course with respect
to increasing and decreasing sequences, that are shifted on the time axis, the
Euclidean distance does not provide good results, since these same sequences
cannot be recognized as such. However, depending on the application, it is
possible that the similarity of two time series need not be reflected in the
exact same position of the similar sequences on the time axis, but that only
the similar course of the peaks and valleys of both series is important for an
assignment to the same cluster. In this case it makes sense not to use the time
point related distance, i. e., the Euclidean distance, but to allow a shift with
respect to the time axis. Such an approach, namely Dynamic Time Warping
(DTW) is introduced in the speech-processing domain in the 1970s and applied
to universal time series analysis by Berndt and Clifford (1994). Figure 2.9 shows
schematically how the distance between the black and red time series depicted
there is determined80. Both time series show a similar course of observations,
but are shifted on the time axis. Each observation in one time series is mapped
to the closest observation value in the other series and vice versa. The mapping
is indicated by the gray dotted lines. According to the notation given by Keogh
and Ratanamahatana (2005), DTW can be defined as follows: Given are two

78This is referred to as the “curse of dimensionality”. It means that, e. g., for Euclidean
distance differences between individual attributes are not reflected by the resulting distance
value when the number of dimensions is too high (Bellman, 1957). In contrast to most other
data types, time series inherently have a very high dimensionality.

79For time series clustering based on time series features, such as the linearity or curvature
of the trend or timing of seasonal peaks, the interested reader is referred to Wang et al. (2006).

80Please note that the red time series has been shifted down to simplify the visualization.
The scale on the right y-axis shows that the two series have a similar value range
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Figure 2.9: Schematic representation of dynamic time warping
The figure was created in R using the dtw package by Giorgino (2009).

time series X and Y with T 81 observations xt and yt, respectively. For the
warping process, a T ×T cost matrix M is generated, containing the (Euclidean)
distance82 between all observations of both time series. In other words, the
matrix element (i, j) is the (Euclidean) distance between observation xi and yj .
The DTW distance is the warping path W of contiguous elements of matrix M
which minimizes the warping costs83. Using the recursion in Equation (2.31),
this minimum path can be found using dynamic programming. The recursion to
be evaluated defines the cumulative distance ρ(i, j)84 as the sum of the distance
distEucl(xi, yj) found in the current cell and the minimum of the cumulative
distances of the neighboring elements.

ρ(i, j) = distEucl(xi, yj) + min{ρ(i− 1, j − 1), ρ(i− 1, j), ρ(i, j − 1)} (2.31)

If no warping is performed, i. e., the warping path W consists only of the
diagonal elements (i, j), i = j, of matrix M , the DTW distance is equal to the
Euclidean distance.

Based on the DTW as a distance measure and the density-based clustering
approach “Density Peaks”, Begum et al. (2015) propose TADPole (Time-series
Anytime Density Peaks). The calculation of a DTW distance matrix is very
time-consuming, even if certain boundaries recommended in the literature are

81The assumption of time series of the same length is used here for simplification, since
time series of different lengths are not considered in the following. However, the conclusions
apply analogously if one time series is longer than the other.

82Usually, the Euclidean distance is used, but other distance measures can be applied as
well.

83For a comprehensive definition of the optimization problem, please refer to Keogh and
Ratanamahatana (2005) and the literature given there.

84Please note that the authors use γ as the notation for the cumulative distance. Since γ is
used differently throughout this thesis, it is replaced by ρ.
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taken into account. Therefore, the authors employ a (heuristic) pruning strategy
in combination with the anytime algorithm approach85.

While the DTW distance takes a temporal shifting of similar patterns
into account, it is not able to support clustering of time series with different
complexities, i. e., a different amount of peaks and valleys (cf. Batista et al.,
2011). The Complexity-Invariant Distance (CID) is designed to adjust the
Euclidean distance between two time series X and Y in such a way that a higher
distance value is determined when one of the time series shows substantially
less fluctuations than the other. In Equation (2.32), the CID is given as the
Euclidean distance with a complexity correction factor. The correction factor
is 1, if both time series have the same complexity. To measure the complexity,
several approaches are defined, but Batista et al. (2011) demonstrate that their
chosen complexity estimator CE(X), as given in Equation (2.33), is easy and
efficient to compute, intuitive, and parameter-free. It is the Euclidean distance
between consecutive timestamps or, more vividly, the length of a time series if
it is “stretched” to a straight line, so that a time series with more fluctuations
is “longer” than a stable time series.

distCID(X,Y ) = distEucl(X,Y ) · max{CE(X),CE(Y )}
min{CE(X),CE(Y )}

, (2.32)

with CE(X) =

⌜⃓⃓⎷T−1∑︂
t=1

(xt − xt+1)2 (2.33)

The Euclidean distance is invariant to changes in the order of observations,
i. e., it is not able to capture the correlation of two time series X and Y . For
comparison of time series data, where trends and developments are to be eval-
uated, or where the shape formed by the ordered sequence of observations is
relevant, similarity measures based on Pearson’s correlation coefficient as in
Equation (2.34) can be applied (cf. Iglesias and Kastner, 2013). Please note
that the denominator is the covariance of both time series, while the nomina-
tor contains the variance of each time series for normalizing the correlation
coefficient to a range of [-1,1].

distCOR(X,Y ) =

∑︁T
t=1(xt −mean(X))(yt −mean(Y ))√︂∑︁T

t=1(xt −mean(X))2
∑︁T

t=1(yt −mean(Y ))2
(2.34)

Paparrizos and Gravano (2016) present an algorithm for clustering time
series with a distance measure that is invariant to scaling and shifting86. The

85An anytime algorithm returns the valid “best-so-far” result whenever it is stopped during
its runtime (cf. Zhu et al., 2012).

86This means that two time series are considered similar if their shape is basically the same,
but shifted in time or distorted by a scaling factor.
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proposed distance measure, which can preserve the shape of time series sequences
and is based on cross-correlation, is named Shape-Based Distance (SBD).
Similar to Equation (2.34), the correlation between time series X and Y is
determined repeatedly while sliding one time series over the other, e. g., X
over Y with a sliding window of s = 1. This results in multiple87 correlation
values, the maximum of which being the SBD. This approach reflects the
shift invariance of the distance measure, while a previously performed scaling,
according to Equations (2.27) – (2.29)88, and the normalization of the SBD
with the autocorrelation values of time series X and Y facilitate the scaling
invariance.

Clustering methods, as discussed in Subsection 2.2.2.2, can be applied to
time series data as well. While especially hierarchical clustering approaches
only rely on the presented distance matrix, which can easily be adjusted to
the specifics of the time series domain by using DTW, CID or CORrelation-
based distance (COR), partitional approaches like k-means need to recalculate
the cluster centroids in each step. In the basic algorithm, this is done using
the Euclidean approach. When facilitating a different distance measure, the
inherent assumptions of k-means are no longer valid and the calculation of the
centroids must also be adapted. In order to perform the partitioning clustering,
Paparrizos and Gravano (2016) propose to compute the centroids of time series
clusters based on the same shape-based distance measure. The algorithm they
advocate is therefore called k-shape.

So far, the shape and/or the progression of time series have been used to
determine the differences between two time series. Depending on the clustering
aim, it might be sensible to chose a different strategy. Two time series can,
e. g., be seen as similar if they can be described by the same model89 or
model parameters, respectively. Typical models to describe time series are
AutoRegressive Moving Average (ARMA) or AutoRegressive Integrated Moving
Average (ARIMA), which are introduced in more detail in the next subsection.
When the similarity of the past temporal progression of two time series is less
interesting than the anticipated future behavior, a prediction-based distance
measure may be applied. Alonso et al. (2006) describe an approach based on
the estimation of the forecasting density of time series for a user-defined forecast
horizon length h. Two time series are considered similar if their predicted values
for a point in the future are equal. The authors indicate that they employ

87If both time series have a length of T , then exactly 2(T − 1) correlation values are
calculated.

88The authors show that z-normalization (cf. Equation (2.28)) is suitable in most ap-
plications, but depending on the time series data at hand other scaling techniques can be
chosen.

89See Subsection 2.2.2.2 for model-based clustering approaches.
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bootstrapping to generate a density forecast that assigns certain probability
values to a value range in which the point forecast may lie. The integrals of
such density regions are then used to calculate the Euclidean distance between
the time series. Please note that this approach as presented here can only be
implemented with hierarchical clustering, since no definition of the centroid
calculation in partitional clustering is provided.

2.4.1.3 Time Series Forecasting

For many applications, a reliable prediction of the future is necessary. For
example the number of accidents must be predicted to determine appropriate
road safety measures, the stock values for investment decisions, or customer
demands to adjust the supply chain. Various prediction methods have been
developed in the past decades to perform such a forecast90; ranging from a
simple propagation of values from one timestamp to a future timestamp to the
construction of a complex neural network that extrapolates non-linear depen-
dencies within historical data into the future. For a comprehensive overview,
the reader is directed, e. g., to the textbook of Hyndman and Athanasopoulos
(2021).

Forecasting approaches are distinguished by the forecast horizon they ad-
dress. The forecast horizon can be designed for short-term, medium-term, and
long-term forecasts, and the definition of the individual length of these forecasts
depends on the application and the underlying temporal aggregation level,
i. e., the temporal distance between two timestamps. In general, a forecasting
method predicts the value for the next timestamp, which is also referred to as
one-step-ahead forecasting. If it is necessary to predict a value for a timestamp
that lies several time intervals ahead, the forecast method is usually recursively
applied in a so-called multi-step forecasting procedure91. Unless indicated
otherwise, all following discussions are based on one-step-ahead forecasting,
since the multi-step approach can easily be deducted.

In order to validate the forecasting results, the forecast error, given in
Equation (2.35)92, is calculated as the difference between the observed value xt

90The terms prediction and forecast are used interchangeably in this context. In general, a
prediction can also be performed by a classification model, where categorical class memberships
for an unknown object are predicted. Forecasting, on the other hand, can be seen as a special
case of prediction, where a temporal dependency is present and the prediction aim is to
identify values for a given timestamp or time interval in the future.

91Here, the output of a one-step-ahead forecast model is used for the missing input timestamp
for the two-step-ahead model and so on.

92Please note that this value can also be referred to as white noise if no autocorrelation
is present within the time series of white noise, i. e., et with t = 1, . . . , T (cf. Hyndman and
Athanasopoulos, 2021, Section 2.9).
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and the predicted value x̂t for the same timestamp. The error can be defined
as the unpredictable part of an observation (cf. Hyndman and Athanasopoulos,
2021, Section 5.8). Residuals, or white noise, on the other hand, are determined
with the same equation. However, in contrast to the forecast error, which is
usually estimated for out-of-sample timestamps, the residuals are calculated
on the in-sample timestamps. For adjusting a forecasting method to the time
series data at hand, the time series is divided into a training set, or an in-
sample set with xt, t = 1, . . . , T , and a test set, or out-of-sample set with
xt, t = T +1, . . . T +h, which is left out when training the forecasting model. In
this way, the forecast error can be estimated for timestamps that have not been
previously used for training the model93. Generally, the residuals, or training
errors, are smaller than the forecast errors, as the forecast model is often
strongly fitted to the training data. Hence, to avoid overfitting and to increase
the generalizability of the model, the goodness-of-fit is usually evaluated on the
test data set, i. e., for t = T + 1, . . . , T + h as follows:

et = xt − x̂t (2.35)

Similar to the k-fold cross-validation procedure for classification approaches,
Hyndman and Athanasopoulos (2021) propose cross-validation for time series
forecasting models. Since the k test sets cannot be build by randomly selecting
leave-out time-stamps, the out-of-sample sets are chosen as shown in Figure 2.10.
The forecasting model is (re)built on a training set of subsequent timestamps,
which is increased by one timestamp in each iteration of the cross-validation
procedure. Depending on the desired forecast horizon length h, the test set
consists of the next timestamp following the training set for one-step-ahead
forecasting as in Figure 2.10a. A timestamp h intervals further in the future is
selected as the test set when multi-step forecasting is performed, as depicted in
Figure 2.10b. For each iteration, the individual forecast error et, as given in
Equation (2.35), is calculated for the test set. With an aggregation approach,
e. g., averaging the error values or selecting a measure from Equations (2.36) –
(2.41), the final cross-validation error is determined.

The error measures given in Equations (2.36) – (2.41) are the most popular
approaches for determining the forecast accuracy. Each measure is suitable for
certain applications and involves its own advantages and disadvantages. Please
see Hyndman and Koehler (2006) for an extensive discussion of the individual
error measures. Each measure is an aggregation of forecast errors obtained
over a certain period of time t = T − T ′, . . . , T . Here, T ′ gives the number of

93This approach is similar to the evaluation of classification models described in Subsec-
tion 2.3.1.1.
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Figure 2.10: Cross-validation approaches for time series according to Hyndman
and Athanasopoulos (2021, Section 5.10)

timestamps under consideration within the time series of length T . The set of
forecast errors to be aggregated can be, e. g., the result of a cross-validation.

MAE =
1

T ′

T∑︂
t=T−T ′

|et| (2.36)

MSE =
1

T ′

T∑︂
t=T−T ′

(et)
2 (2.37)

RMSE =

⌜⃓⃓⎷ 1

T ′

T∑︂
t=T−T ′

(et)2 (2.38)

MAPE =
1

T ′

T∑︂
t=T−T ′

100 ·
⃓⃓⃓⃓
et
xt

⃓⃓⃓⃓
(2.39)

sMAPE =
1

T ′

T∑︂
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200 ·
⃓⃓⃓⃓
xt − x̂t
xt + x̂t

⃓⃓⃓⃓
(2.40)

MASE =
1

T ′

T∑︂
t=T−T ′

⃓⃓⃓⃓
⃓ et

1
T ′−1

∑︁T ′

i=2|xi − xi−1|

⃓⃓⃓⃓
⃓ (2.41)

The Mean Absolute Error (MAE) determines the absolute difference between
predicted and observed values. Positive and negative deviations are equally
considered. With the Mean Squared Error (MSE), larger deviations are given
a higher impact on the resulting accuracy value by squaring the differences,
while the RMSE is an adjustment of it that transfers the scale of the error
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value back to the scale of the original time series data94. When the predictive
accuracy of a forecasting method needs to be compared between time series
with different scales, it is reasonable to use a scale-independent measure such as
Mean Absolute Percentage Error (MAPE), where the error value is expressed
in relation to the observed value. The MAPE is problematic, as it is undefined
if xt = 0 for any timestamp t in the period of interest. With symmetric Mean
Absolute Percentage Error (sMAPE), this problem is less pronounced, since
the deviation between forecast and observation is compared to the sum of
both. The chance that both values are zero and thus, the term as a whole is
undefined, is smaller. Another scale-independent measure is Mean Absolute
Scaled Error (MASE), which relates the prediction error of the forecast method
under consideration to the prediction error of a simple method, like the one-
step ahead näıve approach described in the following paragraph. If the more
sophisticated method is better than the näıve forecast approach, the numerator
is clearly smaller than the denominator. If the näıve approach gives better
results on average, the outcome of the fraction will be greater than 1, which
indicates that the more complex forecasting method is either not appropriate
or needs to be fine-tuned.

The näıve forecasting approach is given in Equation (2.42), where the
predicted value x̂T+h equals the observed value xT of the previous timestamp
(cf. Hyndman and Athanasopoulos, 2021, Section 5.2). For the näıve approach,
it is sensible to perform one-step ahead forecasts with h = 1, so that there is
always an observed value for predicting the value of the following timestamp.

x̂T+h = xT (2.42)

Since many time series include a seasonal component, the näıve approach can
be enhanced to the seasonal näıve method by not using the previous timestamp,
but the corresponding timestamp from the previous season (cf. Hyndman and
Athanasopoulos, 2021, Section 5.2). With m as the length of the season, the
index T + h−m(⌊h−1

m ⌋+ 1) is used to select the correct timestamp from the
past season95. Equation (2.42) represents this extension.

x̂T+h = xT+h−m(⌊h−1
m

⌋+1) (2.43)

For time series with simple seasonalities, it can be useful to decompose
the time series and forecast the trend and seasonal component individually
(cf. Hyndman and Athanasopoulos, 2021, Section 5.7). Thereby, the seasonal

94For MAPE, sMAPE as well as MASE, the squaring approach can be implemented
accordingly to take advantage of its benefits.

95The number of complete years (or seasons) prior to the timestamp to predict is given by
⌊h−1

m
⌋.
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component, which typically does not change too much over time, may be
predicted with the seasonal näıve method. The remainder of the time series,
i. e., the seasonally adjusted series containing the trend component and the
residuals, can be predicted via any non-seasonal forecasting method such as
the näıve or mean method, ExponenTial Smoothing (ETS) or non-seasonal
ARIMA. The forecasting approach based on decomposition is sometimes simply
referred to as Seasonal and Trend decomposition using Loess (STL)96.

If it is reasonable to assume that the predicted values are equal to the
average of the observed values, the mean method can be applied (cf. Hyndman
and Athanasopoulos, 2021, Section 5.2), as given in Equation (2.44). Here, the
forecast is based on all historical observations.

x̂T+h =
1

T

T∑︂
t=1

xt (2.44)

If the time series under consideration shows structural changes, it may be
necessary to adjust the number of past observations to be taken into account
when calculating the mean forecast. The simple moving average method97 is an
extension of the mean method, which requires the number n of past observations
to be defined, as given in Equation (2.45). While the mean forecast has a very
long memory and the näıve forecast has no memory at all, the simple moving
average method is a trade-off between both extremes.

x̂T+h =
1

n

T∑︂
t=T−n

xt (2.45)

A well-known forecasting method is ETS, proposed in the late 1950s by
Holt (2004)98 and Winters (1960). When including certain extensions, ETS
is also known as the Holt-Winters methods. Similar to the simple moving
average, ETS estimates future observations by incorporating the weighted
averages of historical observations. The weights of the individual historical
observations decreases with an increasing age in order to give more weight to
recent values. The approach allows a trade-off between näıve and mean methods
and incorporates the strengths of both. However, unlike simple moving average,
all historical data are considered here. The forecast equation used for simple

96STL as a decomposition approach for time series is introduced in Subsection 2.4.1.1.
97Hyndman and Athanasopoulos (2021, Chapter 3) refer to this method as moving average

smoothing.
98Please note that Holt’s paper from 1957 was republished in 2004 to make it available to a

wider audience.
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ETS is given in (2.46) in the component form99. The component ℓt indicates
the level and is estimated by the smoothing Equation (2.47). The smoothing
parameter α ∈ [0, 1] is chosen to weight the historical observations. The larger
α is, the more weight is given to more recent observations, with α = 1 equaling
the näıve forecast. Please refer to, e. g., Hyndman and Athanasopoulos (2021,
Section 8.1) for a more comprehensive derivation of the smoothing component
and an explanation of the term “exponential”.

x̂T+h = ℓT (2.46)

ℓT = αxT + (1− α)lT−1 (2.47)

Additionally, a trend component bt and a seasonal component st can be modeled,
named after its inventors the Holt-Winters seasonal method100. The seasonal
component st can either be incorporated in an additive model, as given in the
following equations, if the seasonal variations are rather constant over time.
If the level of the time series seems to influence the seasonal variations, st is
included with a multiplicative approach101. The forecast value, estimated with
Equation (2.48) is a combination of the three components: level, trend, and
season (cf., e. g., Hyndman et al., 2008, pp. 23). While the level Equation (2.49)
is the α weighted average between the seasonally adjusted observational value
and the nonseasonal prediction, the trend component can be determined by trend
Equation (2.50). Here, the slope of the time series is reflected by considering
the difference between the current and the previous level values. The smoothing
parameter for the trend β is used analogously to α in simple ETS. With m
as the number of timestamps in one season, the seasonal component can be
estimated with seasonal Equation (2.51). The smoothing parameter for the
season σ is used to adjust the weight of the current seasonal value and the
seasonal value estimated for the same season m timestamps ago.

x̂T+h = ℓT + hbT + sT+h−m(⌊h−1
m

⌋+1) (2.48)

ℓT = α(xT − sT−m) + (1− α)(ℓT−1 + bT−1) (2.49)

bT = β(ℓT − ℓT−1) + (1− β)bT−1 (2.50)

sT = σ(xT − ℓT−1 − bT−1) + (1− σ)sT−m (2.51)

99This form is extended in the Holt-Winters approach with additional components. In order
to ensure a uniform representation throughout the entire approach, the component form is
hence also used in the simple ETS.
100If the seasonal aspect is not of interest, e. g., because the time series at hand shows no

seasonality at all, Holt’s linear method can be applied, leaving out the seasonal component.
For a more thorough explanation, see Holt (2004).
101For reasons of simplicity, only Holt-Winters’ additive approach is discussed here. Please

refer to textbooks like Hyndman and Athanasopoulos (2021, Section 8.3) or Hyndman et al.
(2008) for a comprehensive discussion on Holt-Winters’ multiplicative method.

76



2.4 Temporal Accident Analysis

In order to forecast with ETS, it is necessary to specify the parameters in
Equations (2.49) – (2.51). Based on the assumption of state space models,
Hyndman et al. (2008) present a maximum likelihood approach102 for estimating
the parameters. The identification of good parameter values is done using, e. g.,
Akaike’s Information Criterion (AIC)103 as a selection criterion.

An extension of the ETS approach is the Trigonometric seasonality, Box-
Cox, ARMA errors, Trend and Seasonal components (TBATS) model proposed
by Livera et al. (2011). The approach also uses a state space model and is
able to capture multiple seasonalities, non-integer seasonalities, calendar effects
or a high-frequency seasonality. Due to the incorporation of the Box-Cox
transformation (Box and Cox, 1964), it is applicable to a wider range of time
series, since restrictions such as the normality of distributions or the consistency
of error variance can be neglected. Please refer to Livera et al. (2011) for a
comprehensive presentation of the approach.

For many time series models, the stationarity of the underlying stochastic
process generating the time series data at hand is assumed. A time series
is considered stationary if its properties, e. g., mean and variance, are not
depending on the time at which it is observed (cf. Hyndman and Athanasopoulos,
2021, Section 9.1). Time series that show a trend or some sort of seasonality
are therefore non-stationary, while stationary time series have no predictable
patterns. Stationary time series104 can be transformed into non-stationary ones
by differencing, i. e., computing the differences between the observed values of
consecutive timestamps as shown in Equation (2.52). This reduces the influence
of the trend and seasonal component.

x′t = xt − xt−1 (2.52)

When the time series at hand is non-stationary, a random walk model, as
given in Equation (2.53), can be applied for forecasting. This kind of time
series are often found in economic or financial data and consist of long trend
periods and sudden, unpredictable changes in any direction. Hence, the model
predicts the last observation, similar to the näıve forecast, and adds the forecast

102When an additive model can be assumed, the maximum likelihood estimation leads to the
same parameter values as the minimization of the mean squared error (cf. Hyndman et al.,
2008, p. 33).
103The AIC estimates the prediction error of a model while incorporating the model com-

plexity as a penalty (cf. Akaike, 1974). The assumption is that a more complex model should
result in a lower prediction error, but at the same time tends to overfit the training data.
104Stationarity can be determined by a unit root test. These statistical hypothesis tests, such

as the Augmented Dickey-Fuller test (cf. Hyndman and Athanasopoulos, 2021, Section 9.1)
can determine the need for differencing the given time series.
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error et of this observation. When a constant term is added, the forecast model
is called random walk with drift.

x̂T+h = xT + eT (2.53)

A very frequently used forecasting model in the field of accident forecasting
is AutoRegressive Integrated Moving Average (ARIMA), also known as the
Box-Jenkins-method named after the researchers who published it first (Box
and Jenkins, 1976). This model consists of three components that are additively
combined. The autoregressive component of the model predicts future observa-
tions through a linear combination of previous observations (cf. Hyndman and
Athanasopoulos, 2021, Section 9.3). The model is referred to as an autoregres-
sive model of order p, or AR(p), where p ≥ 0 is the number of past observations
taken into account and the coefficients ϕ1, . . . , ϕp in Equation (2.54) are the
corresponding weights. By considering the past q ≥ 0 forecast errors in a moving
average model, the MA(q) model predicts future values as a weighted moving
average of past error values in a regression-like approach105 with coefficients
υ1, . . . , υq (cf. Hyndman and Athanasopoulos, 2021, Section 9.4). When the
time series under consideration is non-stationary, it can be differenced once
or several times in order to obtain a stationary time series (cf. Hyndman and
Athanasopoulos, 2021, Section 9.5). This degree of differencing applied is
indicated with parameter d ≥ 0. The I(d) part of the ARIMA model also
distinguishes it from the otherwise identical AutoRegressive Moving Average
(ARMA) approach, which is only usefully applicable to stationary time series.
The forecast values resulting from Equation (2.54) have to be integrated106 in
order to obtain the true prediction value. Please note that parameter d is hidden
in the ′ (prime) on all x values, indicating a (multiple times) differenced version
of the observations and prediction, respectively. Equation (2.54) contains a
constant term c that allows to include a possible drift in the forecast.

x′̂T+h = c+ ϕ1x
′
T−1 + ϕ2x

′
T−2 + · · ·+ ϕpx

′
T−p

+ υ1eT−1 + υ2eT−2 + · · ·+ υqeT−q + eT (2.54)

ARIMA models are usually written as ARIMA(p,d,q), where the parameters for
the actual model are given. Some parameter combinations lead to forecasting
models already discussed in this section, e. g., ARIMA(0,1,0) is equal to the
random walk model while ARIMA(0,0,q) is the moving average model. For a
given time series, the parameter values have to be estimated carefully. This

105Hyndman and Athanasopoulos point out here that the MA(q) model is not a true regression,
since the forecast error values are no true observations (cf. Hyndman and Athanasopoulos,
2021, Section 9.4).
106Integrating is the reverse of differencing and it gives the model its name.
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can be done manually, e. g., by identifying the order of autoregression by
investigating the autocorrelation of the time series. A more convenient way
is to apply the maximum likelihood approach with AIC or by minimizing the
sum of squared forecast errors. The maximum likelihood estimation finds
parameter values that maximize the probability of obtaining the observed
values (cf. Hyndman and Athanasopoulos, 2021, Section 9.5). See Hyndman
and Khandakar (2008) for a comprehensive overview of the parameter selection
process for ARIMA models.

ARIMA and ARMA are not able to model seasonality explicitly. In order
to overcome this drawback, the Seasonal AutoRegressive Integrated Moving
Average (SARIMA) model can be used. Then, the model is extended by seasonal
terms, written as ARIMA(p, d, q)(p̃, d̃, q̃)m, where m is the seasonality of the
time series. The terms AR(p̃) and MA(q̃) are referring to past observations and
past forecast error values with a lag according to the seasonality m. Please see,
e. g., Hyndman and Athanasopoulos (2021, Section 9.9) for further information
on the estimation on the additional parameters.

When the time series values at hand are considered to be dependent on
some exogenous variables, these external components must be included in the
forecast model as well. The AutoRegressive Integrated Moving Average with
eXogenous variables (ARIMAX) model is able to capture exogenous so-called
covariates in a regression-like approach. In Lee (2010), it is shown in detail
how the exogenous variables, which have to have observations for the same
timestamps as the time series being predicted, can be used to explain the time
series under investigation.

In addition to the inclusion of covariates in ARIMAX, (non-)linear regression
is also a valid forecasting method for univariate time series (cf. Hyndman
and Athanasopoulos, 2021, Sections 7.1–7.6). The most simple case of linear
regression is given in Equation (2.55), where the forecast value x̂t depends on
the observed values of the same timestamp. If a forecast value x̂t for t > T is to
be estimated with this linear regression approach, a corresponding value for xt,
t > T , needs to be calculated first, e. g., by using the näıve approach. Hyndman
and Athanasopoulos (2021) propose including k additional predictor variables
in a multiple linear regression approach, which extends the given equation by
the coefficients β2, . . . , βk+1. The additional predictors can be so-called dummy
variables indicating public holidays, weekdays or some special events. Moreover,
intervention variables like the implementation of a road safety measure may be
defined. The coefficients determine the influence of the predictor variables on
the target variable that is to be predicted.

x̂t = β0 + β1xt + et (2.55)
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The linear model assumes an underlying linear relationship between the predictor
variables and the predicted values. If this is not the case, a non-linear model
should be used (cf. Hyndman and Athanasopoulos, 2021, Section 7.7). To
model a non-linear relationship in this process, one simple way is to transform
the predicted variable or the predictors before estimating a linear regression
model based on them. The advantage is that the non-linear relationship is
modeled, but the estimation of the coefficients can still be done with simple
linear regression, e. g., by using the least squares method.

The artificial neural network approach, which has been discussed for classifi-
cation tasks107, can also be employed for regression problems and in particular
for forecasting. As indicated in Figure 2.11, the neural network consists of an
input and an output layer. In contrast to neural networks used for classification,
the output layer contains only one neuron, that returns the numerical forecast
value. For the input layer, Hyndman and Athanasopoulos (2021, Section 12.4)
propose to include several lagged observations of the time series at hand. There-
fore, the neural network approach is called a Neural Network AutoRegression
model (NNAR). The predicted value on the output neuron is a linear com-
bination of all input neurons’ values, similar to a multiple linear regression
approach. In order to incorporate non-linearity and make the network robust
to outliers, the hidden layer contains multiple neurons with activation functions
like sigmoid or ReLU. Figure 2.11 shows that the neurons of one layer are (fully)
connected to the neurons of the following layer108. These connections have
weights that can be interpreted as coefficients in a regression approach and
have to be estimated and updated during training. In the training procedure,
the randomly initialized weights are adjusted in order to minimize an error
function such as RMSE109. The number of input neurons, i. e., the number of
previous timestamps to consider, the number of hidden layers, and the corre-
sponding numbers of neurons have to be specified in advance. When seasonality
is taken into account, the input layer should contain a neuron for representing
the last observation of the same season as predicted. Moreover, with certain
configurations of the network, other forecasting approaches, like ARIMA, can
be reproduced. For example, a network without a hidden layer and p input
neurons is equivalent to ARIMA(p,0,0). When additional predictors shall be
included, as described for the multiple linear regression method, the number
of neurons on the input layer can be increased to incorporate the encoded
information on weekdays or public holidays.

107See Section 2.3.1.1.
108This architecture is known as Deep Feedforward Neural Network (DFNN).
109See Subsection 2.3.1.2 for further error functions that can be adopted for the regression

case.
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Figure 2.11: Schematic overview of a multilayer feed-forward neural network
used for regression or forecasting

Since all forecasting methods have strengths and weaknesses, it is generally
useful to combine them and use the average of the prediction of several models in
order to improve the forecast accuracy (cf. Hyndman and Athanasopoulos, 2021,
Section 13.4). This idea is not new (cf. Bates and Granger, 1969) and today
there is a focus on enhancing this approach by combining forecast methods
with certain weights from similar time series features (Montero-Manso et al.,
2020).

2.4.2 Accident Time Series Analysis and Prediction

In order to monitor road safety over time, time series data are collected, compiled
from consecutive observations, e. g., the monthly number of road accidents or
fatalities and the corresponding safety indicators such as seat belt use, speeding
or alcohol consumption (cf. Commandeur et al., 2013). Based on these data,
traditional statistical procedures are often used, e. g., regression approaches
that imply assumptions that are often violated by the particular characteristics
of time series data, i. e., serial dependence between noise patterns associated
with observations. Commandeur et al. (2013), therefore, demonstrate in their
study the consequences of violations on the applicability of standard methods
of statistical inference, leading to underestimation or overestimation of the
standard error and consequently producing erroneous results, and they describe
rigorous statistical techniques used to overcome them. Appropriate time series
analysis techniques of varying complexity are applied to describe the progression
of monitored data over time, relate accident patterns to explanatory factors
such as safety indicators, and predict trends into the near future. Time series
analysis techniques like ARMA are identified as suitable for reliably capturing
the inherent dependencies in time series data. In addition, the authors consider
structural time series models, i. e., a certain type of state-space methods, and
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provide general recommendations for the application of time series models in
road safety research.

Kumar and Toshniwal (2016b) take the time series of accident numbers for
certain districts in India and cluster the districts according to the time series
shape. The authors compare clustering results obtained with different time
series distance measures, i. e., Euclidean distance, DTW, and triangle distance
metric and different hierarchical clustering approaches, such as single, complete,
and average linkage. With DTW and average linkage, they detect 3 and 4
clusters of districts. The time series within one cluster are merged and a trend
analysis based on linear regression is performed on each resulting time series.

Qian et al. (2020) attempt to estimate the number of fatalities and predict
the monthly number of fatalities in China with a recurrent neural network using
police road accident data from the years 2000 to 2017. Multiple numbers of
hidden layer neurons are tested and different combinations of subgroup data sets
are used to develop the optimal model based on multiple error measures, e. g.,
RMSE and MAPE. The prediction results of the neural network are compared
with a SARIMA model. The predicted fatalities of both models closely fit the
observed fatalities in the training data, i. e., the first 17 years, but the neural
network performs better than the SARIMA model in predicting fatalities in
the test data set of one year.

In the study of Ihueze and Onwurah (2018), road accidents in Nigeria are
analyzed to develop accurate predictive models of accident frequency using
ARIMA and ARIMAX as modeling techniques. In this setup, the ARIMAX
model outperforms the ARIMA model in terms of the measures MAPE, RMSE,
and the coefficient of determination (R2). The authors employ the information
on people and vehicles involved, as well as environmental conditions, contained
in the recorded accident data as external factors affecting the accident numbers
in the ARIMAX model. In this way, they achieve a more robust prediction
than using aggregated accident numbers alone.

Foss et al. (2019) examine changes in accident trends among teenage school
drivers. With linear regression and ARIMA the authors show that a shift in
school start times from 7:30 to 8:45 a.m. lead to a decrease in accident rates
in this group. This becomes obvious by examining the trend parameters of
both models on separate time series, i. e., before and after the intervention. It
remains to be determined which causes, e. g., less drowsiness or lower traffic
volume, indicate this reduction.

2.4.3 Detecting Changes within Accident Time Series

As discussed in the beginning of Section 2.4, Mannering (2018) points out that
accident analysis should account for changes in the model parameters, since
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the relationships of road accident attributes cannot be assumed to be stable
over time. This phenomenon may be observed not only in accident analysis,
but also in other applications like customer classification. Böttcher et al. (2008)
introduce the concept of change mining as the study of time dependent data.
This concept110 aims at detecting, monitoring, and interpreting changes in
models describing an evolving data base. In their work and also in following
publications, the authors focus on frequent itemset mining, since the support
and confidence values can easily be used to describe how the data structure
is evolving over time. In the context of road accident analysis, the following
studies provide examples of the application of change mining, although the
concept of Böttcher et al. (2008) is not referenced specifically.

Behnood and Mannering (2015) analyze the temporal stability of factors
affecting driver injury severity in single-vehicle accidents based on accident data
from a nine-year period. A mixed logit approach is used to estimate models
of driver injury severity separated by year to capture potential unobserved
(temporal) heterogeneity. Likelihood ratio tests show the overall stability of the
model estimates across time periods, as well as the stability over time of the effect
of individual parameter estimates on injury severity probabilities. Furthermore,
the results demonstrate that model specifications and estimated parameters
related to, e. g., location and time of day, driver and vehicle characteristics,
roadway and environmental conditions, are not temporally stable, although
data from different years share some common characteristics. Applying a similar
approach, Behnood and Mannering (2019) later examine accident data from
large trucks over an eight-year period. They find that parameter estimates of
factors influencing accident severity vary at different times of the day, while
only certain driver and truck attributes have a varying effect on injury severity
in the first four and second four years, respectively. Other factors, such as
driver ethnicity, appear to be temporally stable both with respect to time of
day and over the time period considered.

Yu et al. (2020) study the determinants of driver injury severity in run-
off-road accidents over four years. To account for unobserved heterogeneity,
a random-parameter ordered probit model with heterogeneity of means for
each year is used. Driver, accident, roadway, and environmental characteristics
potentially affecting driver injury severity are explored, and the temporal
stability of the modeling results between the four time periods is examined by
a series of likelihood ratio tests. This reveals significant temporal instability

110Since the paradigm focuses on the examination of models, this meta-model is also referred
to as higher order mining, i. e., uncovering knowledge based on the results of an underlying
model (cf. Roddick et al., 2008).
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that must be taken into account. Otherwise, unreliable conclusions would be
drawn, leading to unsuitable road safety measures.

Zubaidi et al. (2021) analyze the attributes of driver injury severity in
accidents at unsignalized intersections, i. e., intersections controlled by give-way
signs. The authors encounter a temporal instability of the attribute influence
on the severity level and instead of building just one model for all four years
of Australian road accident data under investigation, they consider each year
independently. While some attributes, e. g., accident time and driver gender,
are determined to be stable over time, others, like weather or accident type,
seem to have a varying influence on the severity.

2.5 Combined Approaches for Accident Analysis

Often, not only one method is suitable to determine results in accident data
mining. Many authors use a combination of methods to achieve the analysis goal.
Unsupervised methods, such as clustering, are commonly applied to the data
set to explore the data structure and overcome heterogeneity within the data.
Then, supervised classification methods can be used to predict accident severity
on the individual clusters, usually improving the accuracy of the methods.
Other commonly encountered combinations are clustering or classification and
association rule learning. The following Subsections 2.5.1 – 2.5.3 present several
studies that demonstrate the applicability of combining one or more accident
data mining approaches.

2.5.1 Clustering and Association Rules

Geurts et al. (2003a, 2005) apply association rules learning in the context of
describing different accident locations, i. e., blackspots and non-blackspots. The
authors thereby show that accident circumstances differ significantly between
locations with a high frequency of accidents and those having only very few
accidents. In another study, Geurts et al. (2003b) do not only distinguish
between blackspots and low-frequency areas, but employ clustering on the basis
of different frequency levels in order to further distinguish accident locations
within the city of Hasselt in Belgium. On each cluster, association rules learning
is then applied. The differences in the identified rules indicate that each location
cluster produces different types of accidents.

Kumar and Toshniwal (2016a) group 87 locations based on accident fre-
quency, which can be high, medium, and low, through partitional clustering.
For each of the three clusters, the authors perform association rules learning and
thereby detect relationships between the accident attributes. In other studies,
Kumar and Toshniwal (2015a,b) and Kumar et al. (2017c) apply partitional and
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probability based clustering to road accidents to reduce heterogeneity within
the data. Afterwards, they apply association rules learning to the generated
clusters in order to identify common characteristics of the accidents in a cluster.
In Kumar and Toshniwal (2015a), the authors also determine different temporal
accident trends for the individual clusters. Nitsche et al. (2017) use a geographi-
cal sample of the British road accident data set and investigate the differences in
accidents at junctions. For each junction type, they apply partitional clustering
based on a set of main collision attributes and detect association rules on further
accident attributes not previously used for clustering. A similar combination of
methods can be found in Alotaibi and Zimmer (2018), Ilham et al. (2020), and
Nandurge and Dharwadkar (2017), where the authors each consider different
data sets or particular accident types, or apply different clustering methods.

In order to identify homogeneous subgroups of bicycle accidents in Italy,
Prati et al. (2017a) use categorical indicators related to infrastructure, road user,
environment, and time characteristics. With the help of latent class clustering,
the bicycle accident data set from three years is segmented into 19 classes
representing the different types of bicycle accidents. Logistic regression analysis
is then performed to determine the association between class membership and
bicycle accident severity. Finally, association rules are learned for each of the
latent classes to reveal the factors associated with an increased probability of
severity for each bicycle accident.

2.5.2 Classification and Association Rules

Since association rules learning can be used for classification purposes as a
stand-alone approach, it is seldom combined with other classification methods.
Nevertheless, the resulting rules are easy to interpret and therefore most suitable
to explain the findings to police analysts who are more interested in the
operational results than in the classification model itself.

Rahman et al. (2021) combine a classification approach for predicting the
special accident type “run-off-road accident” with association rules learning.
They apply logistic regression as a classification method to the entire data set
in order to identify differences in the attributes of the special accident type
compared to all other types. For the class of run-off-road accidents, the authors
then employ association rules learning to further investigate the relationships
of the accident attributes.

Li et al. (2017) combine supervised association rule learning to extract only
those rules that indicate either a high or low number of fatalities111 with näıve
Bayes classification to assess the attribute importance and to identify those

111This means that a rule R is selected only if the itemset I on the right hand side of the
rules includes the attribute ‘fatality rate’.
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that most influence the number of fatalities in an accident. In a final step,
different geographical regions are clustered according to their population size
and fatality rate in order to detect blackspots.

2.5.3 Clustering and Classification

Raihan et al. (2018) combine segmentation, clustering, and classification for
the comprehensive analysis of accident severity in developing countries like
Bangladesh. First, the authors group the data according to the number and
type of participants, e. g., pedestrian, one-vehicle or two-vehicle accident, and
employ hierarchical clustering on every group, identifying 4 clusters each. With
the random forest classification method, the attributes with the highest impact
are then estimated for each cluster. From the estimated high impact attributes,
a decision tree is learned for every cluster that explains in detail the impact
of accident attributes on accident severity so that safety measures can be
determined for the individual accident groups and clusters. A similar approach,
without the prior manual segmentation, is presented by Kumar et al. (2017a)
who use the British accident data set to demonstrate their approach consisting
of partitional clustering and classification using Bayesian networks. Also using
the British data set, Assi et al. (2020) compare two different classification
methods for accident severity prediction, namely a DFNN and a support vector
machines approach, and show that the predictive accuracy can be increased
by first clustering the data set. In doing so, the authors employ a partitional
fuzzy clustering. Alikhani et al. (2013) enhance the accuracy of their accident
severity classification by combining clustering and classification to a hybrid
model, while Sohn and Lee (2003) apply clustering to the data set and build
several different classification models, one for each cluster, and thereby increase
the accuracy for accident severity prediction. Hierarchical clustering is used
by Taamneh et al. (2017) to improve the predictive accuracy of an artificial
neural network. De Oña et al. (2013b) combine latent class clustering with a
Bayesian Network classifier and detect an increase in classification accuracy
when the data is clustered before applying classification methods. A similar
study is performed by Kumar et al. (2017b) who investigate several clustering
approaches in combination with classification methods to predict the severity
of accidents in India.

In order to compare the performance of four statistical and machine learning
methods, including multinomial logit, k-nearest-neighbor classification, support
vector machines, and random forests in predicting accident severity, an evalua-
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tion approach based on accident costs112 is developed by Iranitalab and Khattak
(2017). The common measure of predictive accuracy shows almost exactly the
opposite results compared to the proposed accident cost-based evaluation of
the results. Indeed, it indicates that neglecting accident costs may lead to an
erroneous choice of the optimal prediction method. In addition to comparing
the classification models with each other, the authors investigate the effects of
applying data clustering methods beforehand, including k-means and latent
class clustering, on the performance of accident severity prediction models. The
authors detect that not all combinations of clustering and classification methods
perform equally well and therefore, the combination has to be chosen carefully.

Ma et al. (2021) present a framework for severity prediction based on feature
selection, geographical clustering, and classification with neural networks and
show its applicability on the British road accident data. For selecting accident
features with a high influence on the severity, multiple decision tree-based
classifications with different subsets of features are used and the individual
outcome is measured. With the Shapley value approach113, the authors calculate
the importance of the features. A geographical k-means clustering is employed
to segment the data set into four regions and compare three different neural
network designs on each segment.

2.6 Visualization and Decision Support

While most publications focus on data mining methods and present the au-
thors’ progress in predictive accuracy or demonstrate further developments in
statistical approaches, only very few authors pay particular attention to the
possibilities of presenting their results to professional audiences. Although the
domain-specific requirements of police practitioners or other authorities are
certainly taken into account in most of the studies, appropriate presentation
to the target audience is often neglected. Police decision makers are usually
not well acquainted with sophisticated machine learning approaches and thus
find it difficult to operationalize the results of the studies. Therefore, it seems
advisable to present the results to the audience comprehensibly in an easy-to-use
interface. In this subsection, some possible solutions for designing a decision
support dashboard that explains and visualizes study results are discussed.

As early as 2009, a Decision Support System (DSS) is presented by Liu
(2009) for Taiwan which can help identify the party responsible for a two-

112Accident costs include, e. g., the cost to local authorities of repairing the road or surround-
ing area after an accident, or the cost of maintaining hospitals and emergency departments.
These vary proportionately according to the severity of the accident.
113For further information on this TreeExplainer approach, please refer to Lundberg et al.

(2020).
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vehicle accident. In this context, insurance coverage issues in particular are to
be clarified in order to formulate compensation payments; it is consequently
an important tool for all parties involved in a road accident. In their study,
common significant factors from both statistical approaches, e. g. Chi square
test, and expert questionnaires are selected as model input factors. These
factors are used to train a decision tree-based classification model. The DSS
then allows the user to enter details for both vehicles involved in an accident
and suggests which accident party is likely to be liable. Since the accuracy
of the classification method is insufficient in certain cases, the system also
supports the user with the output of similar cases. Self-organizing feature maps,
as well as an unsupervised clustering model that provides a topology preserving
mapping from the high dimensional space onto a two-dimensional plane, are
used to select and present similar accident cases and thereby explain the class
decision.

Das and White (2020) enrich accident data with weather data and aggregated
highway information like average operational speed to improve the estimation of
the expected number of accidents in total as well as those with severely injured
and killed participants. The estimation is made for small segments of interstate,
multi-lane, and two-lane roads in Washington and Ohio and incorporates the
segment details such as presence of intersections and curves as well. With an
interactive dashboard, the authors visualize the determined risky road segments
on a map.

In their dashboard, Ait-Mlouk and Agouti (2019) combine different data
mining approaches, in particular association rules and multiple criteria analysis,
to provide decision makers with an overview of road accidents. According to the
authors, the integration of multiple criteria analysis within the association rule
mining process is a useful solution, as it allows only the most interesting rules
to be selected according to the decision maker’s preferences. In addition, the
presented dashboard offers the possibility to display the user’s own data sets on
a map, provided that it matches the given data structure. Using ARIMA, the
tool also displays a time series of predicted accident numbers and casualties.

Feng et al. (2020) support accident analysis through a dashboard. Here,
an interactive map provides an overview of the accident situation in Great
Britain, while a couple of filtering options allow the user to get a somewhat
more detailed insight into the type of accidents. Furthermore, the authors show
some predefined statistical evaluations of particular attributes and visualize
the daily accident counts of Great Britain over a freely definable time period
between 2005 and 2017 as a time series. In a previous publication, Feng
et al. (2019) develop a systematic approach to detect and analyze patterns,
relationships, and trends in a large data set of crime data. An exploratory data
analysis for visualization and trend prediction is performed, which is easily
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transferable from the use case of crime analysis to road accident analysis, as
the event-based data structure is very similar in both cases. The statistical
analysis and visualization reveals some (temporal) patterns from crime data
in San Francisco, Chicago, and Philadelphia. Different forecasting techniques
are used to predict the probability of crime events, with LSTM, i. e., ‘long
short-term memory’, a type of neural network for forecasting (cf. Hochreiter
and Schmidhuber, 1997), and Prophet, i. e., a forecasting model based on neural
networks from Facebook (cf. Taylor and Letham, 2018), found to be well-suited
for the underlying data. The results are synthesized within the paper for police
departments and law enforcement organizations who can use them to identify
crime problems and predict crime trends. This allows resources to be deployed
effectively and supports the decision-making process. However, an interactive
display of the results in a dashboard is missing.

Road safety practitioners primarily maintain safety on the road network by
identifying and addressing accident blackspots. They also ensure that road safety
programs are operating effectively. Specifically, they analyze count data (e. g.,
injuries or accidents); however, this data is often biased by statistical factors
such as regression to the mean and trend. If these factors are not taken into
account, resources could be misallocated, resulting in high-risk sites not being
treated appropriately. Matthews et al. (2019) propose methods to address this
problem that cleanse data to allow for more accurate evaluation and a proactive
approach to blackspot prediction. These techniques, unfortunately, require
the development of complex, statistical algorithms and they may therefore
be inaccessible to some practitioners. In an attempt to overcome this, the
authors develop a user-friendly software application that incorporates the
above techniques and supports road safety investment decisions by various
visualizations.

Martensen et al. (2019) present a DSS for road safety (roadsafety-dss.eu)
arising from a project funded under the Horizon 2020 program. The system
processes existing knowledge on a wide range of risks in road traffic and potential
countermeasures. The DSS is based on a taxonomy that identifies and links
risk factors and measures, a compendium of studies that synthesize the effects
considered and assessed in the literature for each risk factor and measure, as well
as a tool to assess the economic efficiency of road safety measures in strategic
planning. As needed, users can get a quick overview of a particular subject
area or drill down into the results of individual studies.

Screening the road network, i. e., identifying locations of significant potential
for safety improvements, is used to review a portion of the road network
to identify and prioritize corridors and locations with potential for safety
improvements. Typically, a detailed engineering study for all locations is
prohibitively expensive. Veeramisti et al. (2020) propose to implement a
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business intelligence platform for screening the road network. This is intended
to overcome barriers such as significant data integration requirements, the
need for a dedicated data schema for use with a specialized software, required
technical knowledge, limited visualization capabilities, and coordination among
different data owners. The approach provides methods and mechanisms to
automatically integrate and process (new) data, enable advanced analysis, and
visualize results with intuitive and interactive web-based dashboards and maps.

In summary, it is apparent that a very large number of studies that focus on
data analysis in the context of road accidents generally do not present results
in a manner that is appropriate for the intended audience. However, in order to
make the findings of the analysis accessible, it is necessary to provide a suitable
form of visualization.
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Chapter 3

Contributions, Implications,
and Future Research

The review of road accident analysis approaches in Chapter 2 reveals that there
are many different options for deriving insights from accident data to improve
road safety. The considered methods, which come from different domains in
data analysis, e. g., exploratory and explanatory analysis, are often well suited
for specific research questions. For example, some authors show that association
analysis, clustering or MCA can be used to explore unknown relationships in
the data (cf. Section 2.2). In these cases, constraints on specific accident types
are often applied in advance to guide the analysis with respect to the individual
research question. Other authors use supervised learning methods to explain
relationships within the data, often defining accident severity as the target
attribute for this purpose (cf. Section 2.3). In both cases, most authors do
not consider the temporal aspect in the context of accident analysis, but use
the entire available data as a basis for the algorithms. On the other hand,
many studies on time series and their predictions can be found in the field of
accident analysis (cf. Section 2.4). These studies often focus on forecasting
accident or casualty numbers as accurately as possible. In some cases, the
accident data used for time series generation is filtered with respect to certain
accident features in order to take into account the influence of the features
on the respective number. Mostly, only few and previously known accident
features are discussed in these studies. Hence, non-intuitive features or feature
combinations are easily neglected.

According to the research focus of the thesis at hand, the contributions
presented in Section 3.1 point out how interesting accident features or feature
combinations can be identified. In the strategic planning framework, an ex-
ploratory analysis approach is applied repeatedly to distinct monthly accident
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data sets. This approach is not restricted by pre-generated hypotheses or an
explicit research question. Thereby, a definition of interestingness based on the
temporal changes within the data can be used to identify accident features that
should strategically be addressed by road safety measures. In the short-term
operational framework, suitable locations must be identified and, therefore,
an initial geographic segmentation is proposed. For a selected location, the
accident features with the highest influence on the temporal pattern of accident
numbers are then determined so that effective measures can be derived more ac-
curately. The prediction accuracy for forecasting accident numbers is improved
by considering the most influential accident features, thus making it easier
to estimate the efficiency of the measures. The implications of the research
are outlined and an outlook on further research opportunities is provided in
Section 3.2.

3.1 Extended Abstracts

This cumulative thesis is based on several essays that introduce the two frame-
works, i. e., the strategic planning support framework in Part I and the more
operational accident forecast enhancement framework in Part II, and examine
individual aspects of each in more detail. In order to provide an overview of
the contributions, they are presented in Subsections 3.1.1 and 3.1.2 as extended
abstracts. Included are a discussion of the respective research objectives as well
as a summary of the methods used and the results obtained.

3.1.1 Essays Contributing to the Strategic Planning Support
Framework

Figure 3.1 illustrates the relationship between Essays E1 – E5 belonging to
Part I and the contribution of each essay to the strategic planning support
framework. The main research focus of each essay is indicated by a darker
colored circle. The framework consists of several consecutive steps that are to
be carefully aligned. For each step, one or more essays are highlighted, which
address this step in particular.

3.1.1.1 Essay E1

Detecting Changes in Statistics of Road Accidents to Enhance Road
Safety
Katherina Meißner, Cornelius Rüther, and Klaus Ambrosi
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Figure 3.1: Overview of contributions for Part I

Research objective: Detecting changes in road accident statistics is challenging,
because the underlying data consists of a large number of events on the one hand
and many attributes with different values on the other, resulting in millions of
possible combinations. Most of the combinations that are theoretically feasible
actually occur in the accident data, but not all of them are equally frequent in
all time periods. However, manual tracking of all combinations over time within
road accident statistics is not possible due to their quantity. Therefore, the aim
of this research is to automatically detect significant changes in the statistical
figures, i. e., in the frequency of attribute-value or feature combinations.

Methods: The automated approach is based on FIM, that is applied to
monthly separated road accident data. Thereby, a sequence of monthly rela-
tive frequency values for each feature combination is obtained. The monthly
deviation of these values from their mean is tracked and by defining two thresh-
olds, i. e., εs and εc, the combinations are classified as stable, semi-stable, and
changing. The thresholds must be adjusted for each data set, which can be
done by carefully examining the feature combinations within these classes that
have either a very high or a very low sum of deviations, since the probability of
misclassification, e. g., being incorrectly classified as stable when they actually
exhibit sufficient deviations to be classified as semi-stable, is very high for them.
For further investigation of the most interesting class, i. e., the changing combi-
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nations, a ranking is applied based on the amplitude of the relative frequency
values, in order to detect the most interesting ones.

Results: The case study is conducted for the years 2014 and 2015 on the
British road accident data, using accident circumstances as input attributes.
Given 285,000 accidents, each consisting of about 19 to 85 different attribute-
value pairs or features, about 55 million frequent feature combinations are
initially identified. With appropriate pruning, only about 280,000 feature com-
binations remain to be classified into 70,000 stable and changing combinations
each, and about 140,000 semi-stable combinations. The feature combinations
that exhibit very high deviations are found to be the most interesting, as
they support the assumption of temporally unstable influencing factors (cf.
Mannering, 2018).

Conclusion: Changes within the road accident statistics can be determined
by classifying the temporal pattern of relative frequencies for feature combi-
nations according to their deviation and by ranking the most unstable, i. e.,
changing, ones by the amplitude of their temporal course. This can be used as
a starting point for further investigation by police analysts.
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3.1.1.2 Essay E2

Data Mining Framework to Derive Measures for Road Safety
Katherina Meißner and Julia Rieck

Research objective: In Great Britain, the police is faced with about 1,800 deaths
and 25,000 seriously injured road users every year. In order to reduce these
numbers, the British government plans enhancements in education as well as
empowering local authorities to decide on actions suitable for their area of
responsibility. The police (as a local authority) must carry out measures such as
adjusting patrol routes, new speed limit reductions, stop signs or investments in
walking and cycling infrastructure. To be able to determine the best action, it
is necessary to evaluate the circumstances of accidents (e. g., number of vehicles
involved, wind conditions etc.) carefully. The occurrence of these circumstances
(or features) might not be stable, but change over time. One way to keep track
of these changes is to predefine a certain feature combination and store the
frequency of accidents featuring this combination as a time series. Thus, a
sudden increase or decrease in the frequency as well as a seasonal or stable course
of the time series can be identified for this combination. Since road accidents
have a variety of attributes and values, there are many possible combinations
to be stored and evaluated. The challenge for the police is to define all possibly
interesting feature combinations such that the resulting number of time series is
not too large and can be monitored manually. Hence, an approach is required
to identify “interesting” feature combinations for deriving measures to reduce
the future number of accidents showing these combinations.

Methods: A data mining framework combining FIM, time series clustering,
and forecasting is presented, which leads to proposing “interesting” feature
combinations to track in the future. With the layered approach, it is possible
to optimize the single stages of the framework individually. FIM is used to
determine the feature combinations that occur together. By partitioning the
accident data set at hand into monthly sets, it is possible to determine the
monthly relative frequency of a feature combination and thereby generate a
time series on which well-known forecasting methods can be applied. Due
to the large number of possible feature combinations, the number of time
series obtained from the first stage is too big to manually identify suitable
forecasting methods. Therefore, an extensive study on time series clustering
techniques is performed. Several distance measures, e. g., Euclidean distance,
DTW or COR are considered, as well as dimensionality reduction techniques
that are particularly useful for time series, such as SAX or DWT. When
two time series have a similar course that differs only in the offset or is only
recognized if their scales are aligned, the offset can be adjusted by centering
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and the scale by normalizing or amplitude scaling in order to support the
distance calculation. Several well-known clustering approaches, both partial
and hierarchical, are examined in terms of their ability to group the time series,
since not all clustering approaches are equally suitable for every data set. In
order to make the best choice regarding the different options, i. e., scaling,
distance measure, dimensionality reduction, and clustering approach, for the
considered accident data, it is necessary to perform the clustering repeatedly in
various configurations and measure the goodness of the clustering result with
clustering validation indices or performance measures. A sampling of the data
is used to be able to additionally inspect the clustering results visually. First,
the 10% of time series with the highest overall support value are taken from
the set of all time series. Moreover, 25 different samples with 10% randomly
selected time series are considered in order to verify that the resulting clustering
configuration is not biased. Instead of clustering all time series, a combined
approach of clustering and classification is proposed. Here, the top 10% sample
is clustered first. The remaining time series are then assigned to the determined
clusters by a neural network based classification method.

Results: In a case study, based on roughly 50,000 Scottish road accidents
from the years 2012 to 2017, results for selecting sensible parameters for FIM as
well as suitable configurations for time series clustering are obtained. For FIM
mining, a very low minimum frequency value is chosen. The best clustering
results are obtained for the scaled data of the top 10% sample, Euclidean
distance, and hierarchical clustering with complete linkage. Based on this
clustering, the remaining data can be classified by either of the proposed neural
network approaches. Adequate forecasting methods for a sample cluster with
seasonal peaks in summer are evaluated. For this purpose, forecasting methods
mainly used in the literature are first applied to the cluster’s centroid time
series. Afterwards, the results can be verified by carrying over the most suitable
methods (i. e., seasonal näıve forecast, ETS, Trigonometric seasonality, Box-Cox,
ARMA errors, Trend and Seasonal components (TBATS)) to all time series
in the sample cluster to estimate the average forecasting accuracy using the
RMSE. The seasonal näıve forecast as well as the statistical methods, ETS and
TBATS, are well suited for predicting seasonal fluctuations, as prevalent in
the sample cluster. A geographical representation for one interesting feature
combination is shown, which leads to the identification of accident blackspots
where suitable measures should be implemented.

Conclusion: The comprehensive analysis has shown that the right combi-
nation of clustering and classification leads to a meaningful grouping of time
series. Moreover, the combined method is also superior to the clustering of all
time series in one step with regard to memory requirements and execution time.
Suitable forecasting methods can be determined for one cluster from the time
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series of mean values (i. e., the cluster centroid) and be transferred to the other
time series within the cluster.

3.1.1.3 Essay E3

Decision Support for Road Safety – Development of Key Performance
Indicators for Police Analysts
Katherina Meißner and Julia Rieck

Research objective: Police analysts often conduct analysis of accident data
manually, using their experience to pre-define the most important circumstances,
i. e., those that occur at the highest frequency or lead to the most severe
accidents. With these KPIs it is possible to track the corresponding accident
numbers and their temporal progression, allowing the police to derive suitable
road safety measures. As the number of possible circumstances, defined by
the available accident attributes and their values, i. e., features, is huge, only
a percentage of them can be evaluated with this approach. Crucial changes
in the frequencies of circumstances that are not reflected by KPIs can easily
remain undetected for some time. Hence, the aim of this contribution is to
uncover “interesting” circumstances, i. e., feature combinations, that either
should be addressed by police measures or at least be added to the set of
tracked KPIs. For this purpose, a scoring procedure is needed that allows to
automatically detect the interesting circumstances within the huge amount of
potential new KPIs. As soon as a KPI behaves atypically over time (e. g., shows
an unexpectedly high value), the accidents with the corresponding combination
of features can be observed by the police. A geographic visualization of accident
locations in a DSS then facilitates the identification of current blackspots and
evolving blackspots which may become relevant in the future.

Methods: The data mining framework presented in Essay E2 (see Sec-
tions 3.1.1.2 and Chapter 5) is refined in this contribution. While the selection
of a suitable forecasting method is only presented as a use case in the previous
essay, this stage, together with the design of a scoring procedure, is the focus
of the current essay. The first two stages of the framework, i. e., FIM with time
series generation as well as time series clustering, are conducted as described in
Essay E2. From the clusters found in stage 2, the centroid time series, i. e., the
mean time series over all objects within the cluster, is used to test all suitable
forecasting methods, such as (seasonal) näıve forecast, ARIMA, ETS, TBATS,
NNAR-based forecasting, and a combination of forecasts. With the RMSE as
a validation measure, the three best fitting forecast methods for each cluster
are selected and applied to all time series within the cluster. For scoring, three
aspects of “interestingness” are equally considered in order to determine the
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new KPIs for the police. In the first aspect, the mean forecast value is observed
over 12 months. If it is larger than a threshold, the time series is interesting,
as the feature combination occurs in a large number of accidents. Secondly,
the variation between the previous year’s values and the forecasted values is
considered and it is examined whether the general course of the time series has
changed between the last available period and the same period in the forecast
horizon. Third, the deviation of a forecast value from its mean is taken into
account, as strong fluctuations need to be studied closely, especially when they
are not induced by typical seasonal fluctuations.

Results: A use case based on the Scottish road accident data set from
2012 – 2017 shows that the scoring procedure can detect “interesting” time
series. One sample interesting feature combination found by the procedure
is visualized geographically in order to identify blackspots, where road safety
measures could be implemented.

Conclusion: The proposed data mining framework, as the basis of a DSS,
is able to identify interesting feature combinations for the police. Those
combinations can either be added to the police KPIs or the police can use
them to optimally plan their measures to increase road safety. For each stage
of the framework, the essential strategies for their refinement are identified,
based on the Scottish data set. To finalize the DSS and transform it into
a fully automated system, it is necessary to automatically generate the KPI
presentation and geographical visualization.

3.1.1.4 Essay E4

Strategic Planning Support for Road Safety Measures Based on
Accident Data Mining
Katherina Meißner and Julia Rieck

Research objective: Road accidents are not evenly spread over one country and
the type of accidents, reflected by the recorded attribute values, i. e., features,
differs greatly from one region to another. Therefore, analysis approaches
might have to be adjusted to different data sets in order to work properly.
Detecting “interesting” features combinations and deriving road safety measures
can be supported by an accident data mining framework, as proposed in
Essays E2 and E3 (see Sections 3.1.1.2 and 3.1.1.3, as well as Chapters 5 and
6). Since this framework has only been applied to one data set so far, it is
necessary to evaluate the data mining parameters for the individual stages,
i. e., the minimum support threshold for FIM, the clustering configuration for
time series clustering, and the forecasting methods, on data sets with diverse
geographical conditions and, thus, different accident types. Recommendations
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for appropriate default parameter settings should be derived from the results
so that the framework can easily be adapted to a new data set.

Methods: With four different data sets from Scotland, Wales, and London
in Great Britain, and Lower Saxony in Germany, a structured comparison is
presented. The data sets are selected in such a way that there are on the
one hand similar geographical characteristics, like the rural areas of Scotland
and Wales, and on the other hand completely different conditions, like in the
metropolitan area of London and in the region of Lower Saxony, which is both
urban and rural. Thus, it can be evaluated whether the parameters in the
individual stages of the data mining framework depend on the underlying data
and, if so, which properties in the data sets require specific parameter settings.
Using a newly developed cluster validation index, called ARIMA-based Mean
Forecasting Error (AMFE), which assesses the goodness of fit of the ARIMA-
based forecast values of all time series within a cluster to the cluster centroid
time series, it is possible to determine suitable clustering configurations. For
an automated evaluation of the forecasting method for each cluster in every
regional data set, a procedure based on four steps is used. First, a training and
test approach, reflecting the RMSE between the predicted and the given values
of the centroid time series, is applied to all initially selected forecasting methods.
As a second accuracy evaluation, a one-step-ahead cross-validation for each
centroid time series is performed and the RMSE over all cross-validation steps is
calculated. The Diebold-Mariano test as the third step can be used to identify
whether a forecast method statistically generates more accurate predictions.
Having performed the accuracy tests based on the centroid time series so far, the
fourth step is to estimate the predictive strength of the forecasting methods for
the individual time series of a cluster. The accuracy of the centroid forecast and
the real values of all cluster’s time series are measured. The scoring procedure
presented in Essay E3 (see Section 3.1.1.3 and Chapter 6) is adjusted and
complemented by weights to increase or decrease the influence of certain aspects
on the final score according to the analysis needs of a police analyst. With
scoring, a time series is considered to be interesting if it shows an upward trend,
for example, because the underlying feature combination is then found in an
increasing proportion of accidents. Another time series might be interesting,
because it shows significant fluctuations that are not induced by (natural)
seasonal variations. A third aspect is the forecast error introduced by the
centroid-based forecasting method. If the forecast is not reliable, then it may
be worth presenting this time series to an analyst for verification, as it may
be assigned to an inappropriate cluster. A dashboard visualizing the scoring
results of the most interesting time series and a geographical representation of
the corresponding feature combinations is introduced.
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Results: It is found that the new AMFE index selects suitable clustering
configurations while explicitly reflecting the clustering aim. The evaluation of
the selected clustering configurations for all regions shows that centering and
amplitude scaling are the favored scaling methods. The CID is most frequently
chosen as a distance measure, providing clusters with a low intra-cluster variance.
Hierarchical clustering with ward linkage is favored by the AMFE index, while
at the same time a preference for a higher number of clusters can be observed.
For forecasting, the combined method, consisting of the mean of all forecasts
generated by ETS, ARIMA, STL, NNAR, and TBATS, is selected in each
region at least once. Since all forecasting methods have different strength
and weaknesses, the combination leads to a good forecast for time series with
irregularities. A shift in the time series, i. e., a structural break, could only be
reflected well by the neural network forecasting approach.

Conclusion: The applicability of the data mining framework to different data
sets is demonstrated. For the clustering configurations, certain parameters seem
to be appropriate default values. With the implemented four-step forecasting
evaluation method, it is then possible to find suitable forecasting methods.
Here, a general statement is difficult and the proposed methods should always
be evaluated again on a new data set.

3.1.1.5 Essay E5

Strategic Road Safety Dashboard: Visualizing Results of Accident
Data Mining
Katherina Meißner and Julia Rieck

Research objective: In order to plan and implement actions and measures to
improve road safety, police managers or local authorities must be equipped with
appropriate tools (e. g., a dashboard). They need to know the circumstances
that lead to accidents in different locations and at different times in order to
properly plan actions such as speed reductions, new stop signs or patrol routes.
Although advanced data analysis and prediction methods can certainly provide
good results in terms of the relationships within accident data, it is especially
important for deriving road safety measures that the results of the methods are
presented in an understandable way and can be easily operationalized by police
users. While many publications in the field of road accident analysis focus on
the analysis methods themselves, very few authors pay particular attention to
the ways in which their results can be presented to a professional audience.
In particular, police decision makers tend to be unfamiliar with sophisticated
machine learning approaches and often face difficulties when integrating the
results of studies into their planning. Therefore, the purpose of this research
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is to show how the results can be presented to the audience in an easy-to-use
interface in a comprehensible way.

Methods & Results : Based on the previously introduced and evaluated data
mining framework, a dashboard to present the results to the police audience is
developed. The web-based interface depicts the most “interesting” relationships
between accident features found by the framework. The user is able to investigate
the individual relationships further by visualizing the road accidents that
correspond to the selected feature combination on a map. In addition, a time
series plot visualizes the relative number of accidents that show the selected
features over time.

Conclusion: The underlying data mining framework, consisting of unsuper-
vised methods for detecting unfamiliar feature combinations and predicting
their temporal patterns, provides results that can help police managers plan
road safety measures. These results are presented in the dashboard in an
understandable form that allows spatial analysis of accident occurrence for
a given combination of accident features and a deeper understanding of the
corresponding temporal pattern. It is possible to customize the weighting of
the different aspects of “interestingness” and to identify temporal changes in
accident blackspots.

3.1.2 Essays Contributing to the Operational Forecast Enhance-
ment Framework

Figure 3.2 illustrates the relationship between Essays E6 and E7 belonging to
Part II and the contribution of each essay to the operational forecast enhance-
ment framework. The main research focus of each essay is indicated by a darker
colored circle. The framework consists of several consecutive steps that are to
be carefully aligned. For each step, the essays are highlighted according to their
contribution to that step.

3.1.2.1 Essay E6

Time Series Analysis and Prediction of Geographically Separated
Accident Data
Katherina Meißner, Florian Pal, and Julia Rieck

Research objective: Due to the large numbers and the increasing trend of
accidents over time, an analysis of accident data is of great importance for
local authorities, cities, and the police. The analysis provides answers to
questions such as: Where do most accidents happen? Are there geographical
differences? What are the environmental conditions for most accidents? What
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Figure 3.2: Overview of contributions for Part II

conclusions can be drawn for the future of accidents from historical data? In
order to answer these questions, a geographical data separation is sensible to
account for spatial differences. For incorporating the temporal aspect and the
dependencies of the environmental conditions on the accident numbers, time
series analysis and forecasting should be considered. Moreover, it is necessary
to create the opportunity for analyzing the influence of certain features and
their combinations on the accident numbers.

Methods: The framework allowing to answer the questions given above
is built on the British road accident data from 2012 to 2017, which show
about 840,000 accidents in 72 months. Although the stages of the framework
need to be individually examined and possibly adjusted in terms of parameter
values, the general approach is transferable to other data sets and different
time horizons as long as they provide a similar level of detail. In order to
obtain an overview of the geographical distribution of accidents, the accident
frequencies within specific areas, and the relevant features, the data is first
separated geographically by laying a grid over the map of the country under
consideration. For each grid cell, the monthly number of accidents is determined
taking into account the severity of the accidents by weighting the severity levels
differently in the aggregation. Interesting cells are determined by forecasting the
(weighted) accident numbers with ARIMA. Cells with a large prediction error,
as represented by the RMSE, are selected, since it is evident that the predicted
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accident numbers are not easy to anticipate and the underlying relationships
should be investigated in more detail. Therefore, the relevant accident features
for the cells of interest are identified and corresponding time series are generated
reflecting the monthly number of accidents with the respective attribute value,
i. e., feature. To estimate the effect of such a time series on the number of
accidents in a cell, different influence indicators are available, such as the
Euclidean distance between the time series of the specific feature and the time
series of all accidents. This helps to determine whether the temporal pattern
of the two time series is similar. Another indicator is the cross-covariance or
cross-correlation between the series, which are calculated without shifting one
of the time series. The cross-correlation shows standardized values between
−1 and +1 that can easily be compared and interpreted, in contrast to the
non-scaled Euclidean distance value.

Results : In the case study, a 10× 10 grid for the geographical separation of
Great Britain is considered as appropriate. The use of a fixed grid is sensible
in order to examine individually the geographical situations of accidents and
identify specific preventive measures. For example, there seems to be a lot
of slight accidents in cities, while there are relatively many fatal accidents in
rural areas with a low population structure. Moreover, the use of a grid scheme
instead of, e. g., local authority areas allows the identification of interesting
areas that might not have attracted attention due to a separation into different
local authority areas. The grid-size was chosen to ensure a certain amount of
accidents even in sparsely populated cells. Otherwise, slight differences in the
number of accidents would lead to large fluctuations in the time series of these
cells. For the selection of interesting cells, an adjustment of the RMSE values is
necessary, since the error measure is not inherently scaled and provides larger
values for cells with more accidents. By normalizing the values with the number
of accidents within the cell and a bias term, interesting cells can be selected.
According to the findings of the case study, the cross-correlation measure is the
most suitable influence indicator. It can identify the features with the highest
impact on the total number of accidents so that police analysts can propose
appropriate road safety measures for the corresponding grid cell.

Conclusion: With the procedure, it is possible to segment the accident
data geographically, determine areas, where accident numbers are most difficult
to predict, and examine them further, as these are the areas in which police
measures are very promising. To determine the appropriate road safety measures,
an analysis of the time series for individual accident features and combinations
of features is performed. If these are cross-correlated with the course of the
accident numbers in the segment under consideration, the police gains insight
into the main accident causes and can derive measures.
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3.1.2.2 Essay E7

Multivariate Forecasting of Road Accidents based on Geographically
Separated Data
Katherina Meißner and Julia Rieck

Research objective: Road accidents can be described by various attributes, or
rather features, whose influence on the total number of accidents can vary. In
particular, this influence can change over time and it is different at individual
accident locations. In certain geographic regions, e. g., the effect of changing
weather conditions on the number of accidents is more pronounced. In other
regions, the influence of weather conditions may be less important, while on the
other hand, lighting conditions may have a strong impact. An understanding of
the influencing features is a prerequisite for the police to plan and implement
appropriate prevention measures. This requires a valid prediction of the accident
occurrence in which the influencing factors are identified and taken into account
as part of a multivariate forecast. In addition, a concept for the spatial
segmentation of accident locations is required in order to reflect different
geographic conditions.

Methods: In order to obtain an overview of the geographical distribution
of accidents, the frequency of accidents in certain areas, and the relevant
features, the data is first divided into geographical segments. Two concepts for
this segmentation are discussed and compared. The grid-based approach, as
shown in Essay E6 (see Section 3.1.2.1 and Chapter 9), is applied by laying
a grid over the map of the considered country and assigning each accident to
a grid cell according to the recorded accident location. The second approach
divides the data according to the local authority area that the accident is
assigned to. The size of the grid cells as well as the granularity of the local
authority areas can be adjusted to build larger or smaller segments. For each
segment, the time series of accident numbers is generated and a univariate
forecasting is performed using ARIMA. A scoring procedure based on the
RMSE determines the goodness of the forecast and identifies segments that
should be examined more closely. Once a segment has been selected, it is
crucial to learn which accident features have the greatest influence on the
time series of the accident numbers. By overlaying the original time series
and the times series of features (e. g., road type ‘single carriageway’, fine or
rainy weather) or feature combinations (e. g., fine weather and road type ‘single
carriageway’), a multivariate time series is generated. On the basis of this
time series, accident features can be identified that significantly determine the
behavior of the underlying accident time series. As not all time series are
equally influential, the most suitable ones to be included in the multivariate

104



3.2 Implications and Future Research

prediction with ARIMAX are selected by considering the correlation between
the accident time series and the time series of the corresponding feature.

Results : The British road accidents from 2012 to 2017 are taken into account.
With a 10 × 10 grid, the data is divided into 100 cells in the first approach,
while the local authority-based separation results in 206 segments. The grid-
based approach is more capable of identifying accident blackspots, as these
accumulations can occur across the boundaries of local authority areas. In
contrast to the grid-based approach, the second approach accommodates the
way that local police forces operate, based on the boundaries of their local
responsibilities in terms of accident prevention measures. Moreover, the local
authority areas are defined by the number of inhabitants and can therefore
provide a more even distribution of accident numbers than the grid-based
concept. In general, geographical segmentation must always take into account
how effectively accident prevention measures can be enforced. The study also
shows that, despite the chosen segmentation concept, it is possible to improve
the forecasting of accident numbers by including highly correlated feature
time series as covariates in a multivariate prediction based on the concept of
ARIMAX.

Conclusion: A procedure for analyzing past accidents and predicting future
accident numbers is presented, which initially segments the accident data
geographically. The segments, where accident numbers are most difficult to
predict, are examined further, as these are the areas in which police measures
are very promising. To determine the appropriate road safety measures, the time
series for individual accident features and combinations thereof are analyzed.
If these are cross-correlated with the course of the accident numbers in the
respective segment the police gains insight in the main accident causes and
can derive measures. For geographical segmentation, both presented concepts
are well suited for certain application scenarios. The separation according
to local responsibilities within officially defined boundaries is in line with the
existing nature of policing and the areas are already divided in a sensible way
so that there are no problems in defining responsibilities between police forces.
Although the grid-based segmentation, on the other hand, is more capable of
identifying accident blackspots. The problem here is that the grid cells must be
relatively large in order to obtain a meaningful number of accidents in sparsely
populated regions.

3.2 Implications and Future Research

Section 1.1 outlined the problem with the currently prevalent approach to
(manual) analysis of road accidents. The resulting research questions have
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guided the development of the essays briefly presented in Section 3.1. From
these, the corresponding responses are derived in the following.

R1 Is it promising to combine exploratory data analysis approaches in
consecutive stages to identify interesting accident features for supporting road
safety planning?

In the first part of the thesis (see Part I, Chapters 4 – 8), a data mining
framework consisting of multiple stages is developed to analyze arbitrary police
accident data sets and to identify interesting accident feature combinations. The
results of this framework can be used to plan in the long term which road safety
measures are appropriate at certain locations. Both the scope of the data used
and the type of measures addressed support the strategic aspect of the police’s
road safety work. All accidents in a larger territory, such as Scotland in Great
Britain, are initially analyzed simultaneously, and regional anomalies are then
evaluated in a second step. The measures that can be derived from this analysis
are likewise of a strategic nature, such as the reduction of the legal blood alcohol
level for young drivers or the reconstruction of dangerous intersections. The
results of the case studies in Part I show that the identified accident feature
combinations can be transferred to safety measures and, moreover, are not yet
part of the corresponding official statistics or KPIs. The exploratory analysis
executed in the data mining framework can therefore complement the manual
analysis with new insights. Within the framework, forecasting is mainly used
for determining trends and “interesting” temporal patterns. The forecast values
themselves are of minor relevance.

R1.1 Can the change mining approach (cf. Böttcher et al., 2008) be trans-
ferred to the analysis of road accidents in order to take temporal heterogeneity
of accident features into account?

While Essay E1 (see Chapter 4) gives an introduction to the application of
change mining to road accident analysis, Essay E2 (see Chapter 5) provides
a first overview of the data mining framework and specifically addresses the
problem of time series clustering. A combined approach for clustering and
classification of time series is presented, which allows grouping a large number
of time series with reasonable usage of time and memory resources. Essay E3
(see Chapter 6) shows how new KPIs can be determined to complement existing
police metrics by applying the same framework. In doing so, it is important to
ensure that the set of existing KPIs is regularly reviewed for interestingness and,
above all, operationalizability as well as necessity, so that the manual analysis of
the KPIs by police analysts remains practicable. The focus lies on the definition
of a suitable scoring procedure for selecting new KPIs. With FIM, an exploratory
approach is taken to identify interesting relationships. Repeated application of
the method on temporally separated data sets explicitly facilitates the evaluation
of temporal heterogeneity within the data. The obtained time series clearly

106



3.2 Implications and Future Research

demonstrate that the various accident features and feature combinations exhibit
very different temporal behavior. While some show hardly any fluctuations
over time, others reveal a significant seasonal pattern or an increasing trend.
Change mining in combination with a scoring procedure is therefore particularly
suitable for identifying interesting features and deriving new KPIs.

R1.2 What default parameters for the data analysis methods should be
assumed and do they depend on the data set used?

In particular, Essay E4 (see Chapter 7) makes an important contribution
to the data mining framework, because it compares different data sets to derive
meaningful default parameters for the individual stages. Moreover, this research
shows that the framework is applicable to different types of geographical regions.
This allows the framework to be easily transferred to new accident data sets.
Therefore, the results of Essay E4 provide a tangible answer to research question
R1.2. Finally, in Essay E5 (see Chapter 8), a dashboard is presented that
allows police and authority users to evaluate the results in an accessible and
user-friendly manner. Since the essential task of the expected users is to increase
road safety, it is necessary to provide them with an interface that supports their
individual analysis needs, but does not require detailed training regarding the
underlying data analysis methods.

Beyond the analysis of road accidents, the strategical data mining framework
with the default parameters determined in Essay E4 is transferable to other
(business) use cases. For example, Meißner et al. (2022) (see Essay E8 in
Appendix A) show that only an adaptation of the data preparation process is
necessary for the framework be used to determine KPIs for parcel returns, while
the default parameters already identified in Essay E4 can also be applied here
to produce useful results. The framework determines relationships between the
features of returns of an online furniture retailer, which are used to optimize
the processing of returns in the warehouse and to prospectively reduce returns
in advance, e. g., by more suitable packaging, the preference of more prudent
delivery service providers or more accurate product information in the online
store.

R2 Is it possible to improve the forecasting of road accident numbers by
identifying the most influential features beforehand and integrating them into
the forecast?

For more short-term planning of operations, it is useful to first segment the
accident data geographically and target the influence of accident features on the
total number of accidents in specific areas. Due to the narrower segmentation of
areas, the framework in Essay E6 and E7 (see Part II and Chapters 9 – 10) can
assist in operational planning (usually less than 6 months). The local authorities
are not in a position to enact laws or regulations, but they can plan their patrol
routes based on the findings, make decisions about the location and timing of
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speed or alcohol controls, or even initiate changes in traffic signal timing or
discuss right-of-way regulations for accident-prone intersections in collaboration
with municipal road construction bureaus. Along with the different options
presented to geographically constrain the accident analysis, this framework
also provides predictive values for future accident patterns in a given area. In
particular, Essay E7 shows that it is possible to improve forecast accuracy when
the most influential accident features identified previously are included. This
result is helpful for operational activities in two ways. On the one hand, future
accident patterns can be better estimated. On the other hand, the framework
simultaneously provides information on which accident type is mainly causing
the forecast, which makes it easier to plan short-term measures.

After addressing the research questions and highlighting the implications of
each essay, the following discussion will indicate possible directions for further
research. Both frameworks have been thoroughly investigated based on the
openly available road accident data provided by the British Government. In
order to focus on the framework definition, the available accident features
were reduced to those describing the accident circumstances. Since more than
one party is usually involved in an accident, it is comparatively difficult to
include features describing vehicles, drivers or accident casualties1. Consider
an accident with two vehicles and consequently two drivers: If one driver was
drunk, the resulting features for this accident would be “drunk-driver = yes”
and “drunk-driver = no”. If the drivers are of different age and gender, multiple
other features had to be included, such as “driver age = 60”, “driver age =
25”, “driver gender = male”, and “driver gender = female”. It is not known
anymore, which driver is drunk or sober, old or young, male or female. Frequent
feature combinations can still be found, but they are inconvenient from a police
analyst’s point of view, since it is unclear, e. g., which driver is drunk and
which is not. On the other hand, new features could be introduced, such as
“accident with drunk-driver” or “accident with young driver”, that aggregate
the relevant information from multiple drivers involved in one accident. This
aggregation needs expert knowledge and could lead to a biased analysis if, e. g.,
only “accident with drunk-driver” is recorded, but not the fact that there was
no alcohol involved in an accident. In order to incorporate the features with a
“one-to-many” relationship to the accident into the framework, careful analysis
must be performed so that no information is lost and no undesirable bias is
introduced. Both approaches introduced above have to be assessed in detail.
As a start, the method for determining frequent itemsets in a multidimensional
database proposed by Jiménez et al. (2009) could be applied to road accident
analysis.

1The cardinality of these relationships is considered to be “one-to-many”.
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The strategic planning support framework in Part I often assesses com-
binations of accident features as interesting that can already be considered
interdependent based on common sense. For example, the features “weather
= rain” and “road surface = wet” have a high correlation and tend to occur
together. Even though the combination of these features with others can reveal
interesting insights, the number of possible feature combinations is already very
large. In their study concerning the automated reduction of association rules,
Gao et al. (2018) address this problem by grouping the individual features
into different classes, e. g., weather-related or lighting-related, using expert
knowledge. Then, they are able to automatically delete all association rules
that contain features from the same class on each side of the rule and, thereby,
reduce the number of rules with little loss of information. In future research,
this approach could be transferred to the FIM stages in both frameworks. If
the reduction of the accident features under study can be guided by these
contextual relationships, the remaining result set is likely to be more mean-
ingful than a reduction by algorithm parameters can be. Nevertheless, the
possible loss of information should be critically examined and the definition of
the feature classes must be done carefully. Otherwise, the fundamental idea of
a hypothesis-free approach becomes questionable.

Böttcher and Spott (2013) describe an approach to support exploratory
analysis based on FIM in combination with change mining. Assuming that
users cannot examine every attribute, or rather feature, combination or even
all of those about which they have formed hypotheses, the authors exploit
the concept of hierarchically structured attributes and introduce the idea of
temporal redundancy to reduce the number of combinations to be explored. In
most use cases, attributes with a natural hierarchy are present in the data. This
can be, e. g., the representation of geographical relationships, i. e., settlements
belong to an administrative district and this in turn to a region and eventually
to a country on the highest level of the hierarchy2. If time series of feature
combinations are to be created, as described in the approaches of this thesis, the
hierarchy of the corresponding attributes can be taken into account. The time
series are first created for the top levels of the hierarchies and then gradually
refined by a drill-down3 within the hierarchy. If the time series of a detailed

2Another example of a hierarchy in road accident data could be the attribute “vehicle
type” with the levels ‘motorized’, ‘four-wheeler’, ‘car’, ‘compact car’. The order reflects the
decreasing generality of the entries so that a drill-down is performed from one entry to the
next. The term ‘all’ would represent the root node of the hierarchy.

3The term “drill-down” is used in the context of On-Line Analytical Processing (OLAP),
introduced by Codd et al. (1993), and means that in an interactive analysis of key figures, the
user might want to see a more detailed view of an attribute by replacing the more general
level with a more granular one, e. g., instead of the number of accidents within one country,
the user chooses to examine the accident numbers of the corresponding regions.
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level is redundant to the time series of the more general level above, i. e., except
for a constant the pattern of the time series is the same, this combination
can be neglected. Applied to the research presented in this work, omitting
temporally redundant itemsets would be useful to reduce the number of itemset
time series that need to be clustered, predicted, and scored. Here, a temporally
homogeneous, but more specific, itemset is defined such that the relative number
of transactions, i. e., accidents containing both I1 and the more specific itemset
I2, changes over time in the same way as the relative number of transactions
containing only the more general itemset I1. Therefore, analysis of both time
series will not lead to new insights. Either the more general, i. e., I1, or the more
specific, i. e., I2, itemset can be retained for analysis, thus drastically reducing
the set of potentially interesting itemsets to be processed. Homogeneous, in
this context, means that the time series of both itemsets are highly correlated.
The approach of removing temporally redundant itemsets based on attribute
hierarchies can be a promising extension of the concept of closed frequent
itemsets from Section 2.2.1.1 that should be investigated further.

As discussed in Section 2.1, various accident data sources are used by authors
contributing to the field of road accident analysis. The frameworks presented
here are based on very detailed official police data. However, with additional
information from external data sources, further unknown relationships could
be uncovered. By including, e. g., sport event dates and locations, it might
be possible to identify if road accidents tend to occur in temporal or spatial
proximity to such an event. Road safety measures, like increased surveillance
of this area, can then easily deduced. Many data sources are openly available
and can be included in both frameworks. For the strategic planning support
framework (cf. Part I) such data could either be included in the first stage,
i. e., the detection of frequently co-occurring features, or just be added in
the dashboard as additional information for the detected blackspots. The
operational forecast enhancement framework can benefit from additional data
especially in the third stage, i. e., the identification of correlations between
accident features and accident rates, if the additional data are provided on a
monthly basis. They can then be easily included as an additional time series.
In particular, if a forecast is also provided for these external data, the predictive
accuracy of the system could be improved.

Based on the study by Montero-Manso et al. (2020), it can be worth
investigating whether the approach of feature-based forecast combinations leads
to better scoring results for the identification of interesting accident feature
combinations than the time series clustering used so far. The authors employ
the approach of combining forecasts from multiple forecast models, which
is already used for forecasting in the contributions of this thesis. If several
forecasts for a time series are to be combined by averaging them, it can be
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useful to choose different weights for the individual forecast models to overcome
disadvantages that the methods may have in forecasting certain types of time
series4. Depending on the type of time series at hand, the weights can be
adjusted to minimize the forecast error. A set of reference time series is used
by Montero-Manso et al. (2020) to train a so-called meta-learner, which is able
to predict the weights needed for each model depending on the type of time
series to be forecasted. Time series features, e. g., trend, strength of seasonality
or spikiness, describe the type of time series and are input variables for the
meta-learner. For new time series, a prediction is made from all the forecast
models under consideration, while the meta-learner returns the weights for
each forecast model based on the time series features. Instead of clustering the
time series and selecting a suitable forecast model for each cluster centroid, as
proposed in Part I, this approach could be considered. First, a representative
share of time series to train the meta-learner and a suitable set of forecast
methods have to be selected. With the trained meta-learner, all chosen methods
are applied to all remaining time series and the individual forecasts for each
series are combined using the weights obtained by the meta-learner. With this
combined forecast, the scoring procedure can be applied. Although this could be
a viable approach and lead to good results, careful studies need to be conducted
on the following aspects. First, the calculation of some time series features
can be time consuming so the selection of features must be well considered.
Clustering of time series based on time series features has been examined in
the contributions to this dissertation and rarely yielded good results. Moreover,
providing forecasts from multiple models for each time series, which may also
need to be trained themselves, may also be prohibitive for a large number of
time series.

This dissertation thus presents two frameworks that can be used in the
context of police accident analysis to plan measures for increasing road safety
in the long and short term. It also becomes apparent that there is potential
for further research, particularly in the case of the strategic framework. In this
regard, it will be interesting to see which of the proposed research ideas can be
beneficially integrated, and which further suggestions will be made by future
practitioners and researchers for continued development.

4This might be, e. g., that the mean forecast method cannot capture seasonality.
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Chapter 4

Detecting Changes in
Statistics of Road Accidents to
Enhance Road Safety

Abstract*

Finding significant changes in multidimensional data is a crucial
task for several use cases. With change mining on frequent itemsets,
alterations in the statistics of personal injury road accidents can
be detected. Since a lot of factors determine the situation of an
accident, the statistical data consists of too many dimensions to
detect changes in their frequencies manually.

Hence, we propose an automated approach based on Frequent
Itemset Mining using known algorithms, such as Apriori, to detect
significant changes within the data. Firstly, the 1.8million records of
Great Britain’s road safety data openly published by the Department
for Transport are prepared and adjusted to match the algorithms’
requirements. Secondly, the most frequent itemsets for each time
interval are filed and compared to the itemsets of the previous
period and are split into classes of changing, stable and semi-stable
itemsets. To build our framework we concentrate on the support
of frequent itemsets and the changes between the months of two
consecutive years.

*Originally published as K. Meißner et al. (2018). Detecting changes in statistics of road
accidents to enhance road safety. In: Operations Research Proceedings 2017. Ed. by N. Kliewer
et al. Cham: Springer International Publishing, pp. 67–72. The final authenticated version is
available online at https://doi.org/10.1007/978-3-319-89920-6_10.
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4.1 Introduction

4.1 Introduction

When trying to detect changes in car accident statistics, police analysts are
faced with a large amount of incidents on the one hand and many attributes
with several attribute values leading to multitudinous possible combinations on
the other. Of course, not all combinations and changes therein are essential
to decide upon police actions to enhance road safety. But defining potentially
interesting combinations to track in advance can lead to a narrow perspective
on the actual situation. If there was an increase in the frequency of a particular
combination, which had not manually been predefined, this increase would
remain unrecognized and therefore untreated by the police for some periods.
Tracking changes manually in these numerous operating figures is not possible.

We propose an automated approach based on Frequent Itemset Mining to
detect significant changes in the statistical figures. It is based on the known
Apriori algorithm which we apply to monthly slices of accident data to retain a
sequence of monthly support values for each itemset. With these sequences, we
try to classify the itemsets according to their appearance frequencies in each
month. One major question to be answered within our framework is how to
find changing itemsets that are worth being presented to the police analyst.

This paper is organized as follows: In section 4.2, the related work is
reviewed. The data set and the preparations made are then introduced in
section 4.3 before the algorithm and its parameters are presented in section 4.4.
With the frequent itemsets found for each month, we show how to detect changes
in these data structures in section 4.5. Finally, we discuss our conclusions and
suggest future work in section 4.6.

4.2 Related Work

There are some interesting approaches in change mining on the one hand and in
association rule mining on accident data on the other hand. Song et al. (2001)
and Chen et al. (2005) showed how to mine changes in customer behavior. They
both focused on pattern mining in a marketing application. In a more general
approach, Liu et al. (2001b) presented a method to distinguish between stable
and trend rules. This approach is used for change detection in our framework.

Böttcher et al. (2008) built a framework for change mining and defined the
term itself. Baron et al. (2003) divided the data mining process in two parts,
mining the model and mining the changes, to speed up the mining process on
evolving data.

As to the analysis of road accident data, Geurts et al. (2005) made use of
association rule mining to evaluate accident causes in so-called black spots, i. e.
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places where accidents regularly happen, and in contrast, the causes of accidents
in other places in Belgium. Based on accident data from Florida, Pande and
Abdel-Aty (2009) conducted a market basket analysis to find associations
between the accidents’ characteristics. In 2014, Moradkhani et al. (2014) did
the same for UK-accident data, which is the data used for this research. The
main focus of all of these approaches lies on finding the root causes for accidents.
None of the above evaluated the change in accident statistics.

4.3 Data Preparation

The GB-accident data is openly available for the years 2005 to 2015. All
accidents with personal injuries are provided with statistical information. The
data set consists of 1.8million accidents with 3.5million vehicles and 2.6million
casualties, both having a one-to-many-relationship to accidents which has to be
dissolved during data preparation. Some of the 55 variables utilized are, e. g.,
date and time of the accident, weather conditions, type of vehicle, and age of
casualty.

We decided to focus on the years 2014 and 2015 to build the analytics
framework. With no other filters applied, we have a data set D consisting of
285,000 transactions with more than 300,000 different items (attribute-value-
pair) after applying the following reduction methods. A single accident consists
of 19 to 85 different items. Attributes containing location information were
removed, as they were too detailed to find relevant frequencies. Attribute
values like ’data missing’ or ’none’ were also not considered in order to prevent
the mining algorithm from evaluating these uninteresting items. Moreover,
attribute values with an occurrence level above 95% were pruned in advance.

Most of the attributes are provided as categorical data. The ones that are
not, for example ’hour of accident’ or ’age of vehicle’, had to be discretized first.
This is done automatically by building clusters with equal frequencies.

To analyze changes over time, D is finally separated into monthly data sets
Di and transformed to transactional data in order to find frequent itemsets.

4.4 Finding Frequent Itemsets

The Apriori algorithm for detecting frequent itemsets is performed on each Di

∀ i = 1, . . . ,m, resulting in m = 24 different sets of itemsets Ii. An itemset is
considered frequent in our framework if at least 3% of the monthly data Di

support, i. e. contain, its combination of attribute values (suppmin= 0.03). For
months with about 12,000 accidents, the algorithm detects about 55 million
frequent itemsets. Because this amount is too high to find any interesting
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changing patterns, Ii must be condensed to a representative level. Therefore,
the lossless representation of closed frequent itemsets is chosen. By removing
supersets of itemsets with exactly the same support as the itemset itself, the
amount is drastically reduced. The resulting itemsets are more general and
therefore more applicable in practice than the pruned superset.

Xiong et al.’s approach (Xiong et al., 2006) of a hyperclique pattern miner is
used to only keep potentially interesting patterns, even when using a quite low
suppmin. By applying this approach, all itemsets in Ii with an all-confidence
value below 15% (minAconf) are pruned, as the items within these sets tend
have a poor correlation. All-confidence is defined as all-confidence(X) =

supp(X)
maxx∈X{supp(x)} , where maxx∈X is the maximum support of all items x within
itemset X. For association rule induction this would imply that all rules derived
from this itemset X have a minimum confidence of all-confidence at least.

Association rules were not considered in the final framework. The depen-
dence of items which the rules seemed to illustrate was contradictory, since many
rules with similar confidence were found having the shape A ⇒ B and B ⇒ A.
Sorting them by confidence and removing the duplicates led to difficulties when
joining the rules of two different intervals, because it could not be ensured that
from one itemset the same rule was kept for all months. Hence, changes within
the rules support or confidence could hardly have been detected that way.

The thresholds for suppmin and minAconf are determined by trading off the
huge amount of itemsets returned with low parameter values and the possible
interesting itemsets being pruned when using values that are too high. The
data structure with an immense amount of items but only a relatively small
number of transactions per month is optimal for a depth-first search algorithm
like Eclat. Surprisingly, experiments on the data sets with different parameter
combinations showed that Eclat was significantly slower than Apriori in finding
closed frequent itemsets while the task of finding all frequent itemsets was
performed faster.

4.5 Detecting Changes

The preparation for the change detection process is conducted in accordance
with Liu et al.’s approach (Liu et al., 2001b). The itemsets Ii found for each
month i are joined to one set of itemsets I to obtain support sequences of
length m for each itemset. Missing support values for parts of the sequence,
which occur when the respective itemset is infrequent in one month’s accident
data Di or has an all-confidence value below the threshold, are filled with the
itemset’s support generated on the entire transactional data D (overall support).
This way, unintended breaks in the sequential data are avoided. Itemsets with
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an overall support or an overall all-confidence below the thresholds defined in
section 4.4 are then pruned to further reduce the amount of itemsets.

Change detection for each itemsetXj ∈ I ∀ j = 1, . . . , |I| is initiated by calcu-
lating the relative deviation devi(Xj) between the itemset’s support suppi(Xj)
∀ i = 1, . . . ,m for each month and the corresponding mean(Xj) of the monthly
support values as shown in Eq. (4.1).

devi(Xj) =
suppi(Xj)−mean(Xj)

mean(Xj)
, i = 1, . . . ,m (4.1)

Based on this computation we define two thresholds εs and εc to classify all
itemsets Xj according to their change level unambiguously.

Stable itemsets Is with |devi|≤ εs ∀ i = 1, . . . ,m.

Semi-stable itemsets Iss with |devi|≤ εc ∀ i = 1, . . . ,m and ∃ i : |devi|> εs.

Changing pattern itemsets Ic with |devi|> εc ∀ i = 1, . . . ,m.

The thresholds εs and εc are determined by evaluating the itemset progresses
visually using graphs. In particular, we examined the itemsets within these
classes that have either a very high or very low sum of deviations, as the
probability of misclassification is severe for these itemsets. In Fig. 4.1, we
show some characteristic sequences for itemsets within the classes. Due to the
boundary to both other classes, the class of semi-stable itemsets has to be
evaluated for both thresholds εs and εc (cf. Fig. 4.1b and Fig. 4.1c).

We get similar class sizes for the changing and stable class with about 70,000
itemsets each, while the semi-stable class contains nearly twice the number
of itemsets. Since the changing itemsets are most important for our purpose,
these will be presented to a police analyst first, while stable and semi-stable
itemsets do not need to be investigated in the first place. The remaining class
size is still too large to monitor all changes. Therefore, we propose to rank the
changing itemsets by their amplitude of support values.

Based on our purpose to detect changes in accident characteristics, Fig. 4.2
displays some typical sequences for changing itemsets. Itemsets with no clear
direction as in Fig. 4.2a or providing outliers in Fig. 4.2b are not following
any trend and can therefore hardly be predicted. They have to be detected by
measuring the support growth between two subsequent months for example, and
presented to police analysts for further investigation. Itemsets with seasonal
change as in Fig. 4.2d, are mostly depending on weather conditions and are
therefore not surprising, which is why they can be neglected. Itemsets with
structural breaks, as Fig. 4.2c shows, should be detected as fast as possible,
since they point out a major change in the underlying data.
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Figure 4.1: Monthly progression of changing, semi-stable and stable itemsets
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Figure 4.2: Sample changing itemsets with particular progresses
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4.6 Conclusion and Future Work

Conclusion We were able to present a basic framework to detect change
patterns in road accident statistics. Our assumptions were evaluated using the
road safety data set for Great Britain. With a low suppmin and a condensed
representation of itemsets, we were able to find the most interesting itemsets.
We then divided the itemsets in three classes according to their dispersion from
the mean support over the whole sequence and ranked the itemsets by their
amplitude.
Research Agenda To utilize our framework in police practice the approach
requires further research. For instance, the classification of change levels could
not only be based on basic thresholds for the deviation from mean but also
on growth rates for different time intervals. A time series analysis for each
itemset sequence would also be conceivable to detect seasonal changes as well
as linear trends. As can be seen in Fig. 4.1, many itemsets have the same shape
of progression of the monthly support. Here, the approach of fundamental rule
changes Liu et al. (2001a) could further reduce the number of itemsets without
any information loss. With an approach to cluster these sequences, we could
however refrain from using manual thresholds for detecting changing sequences
at all.

The geographical aspect has not been considered yet. Taking the accident
location into account, e. g. by geographical clustering, will lead to even more
useful results for police forces, as they will be enabled to act preventative on
local black spots and, even more important, on geographically shifting black
spots.
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Chapter 5

Data Mining Framework to
Derive Measures for Road
Safety

Abstract*

The data on road accidents are highly dimensional and the
circumstances of accidents change over time. In order to investigate
the accident data and the corresponding time series in a targeted
manner, we present a framework, which in the first stage contains
a frequent itemset mining. In the second stage, comprehensive
clustering as well as classification approaches are used in order to
group the time series. For the resulting clusters, prediction models
may be used to continue the time series into the future. The most
“interesting” attribute combinations can be selected and spatially
visualized to help the police targeting appropriate measures to
reduce the number of accidents sustainably and thereby protect
many lives. We show the application of the framework in a small
case study.

5.1 Introduction

Although the total number of road accidents has been reduced over the last
decades, there are still more than 1.35 million people worldwide killed in road

*Originally published as K. Meißner and J. Rieck (2019). Data mining framework to derive
measures for road safety. In: Machine Learning and Data Mining in Pattern Recognition.
Ed. by P. Perner. Vol. 2. Leipzig: ibai-publishing, pp. 625–639.
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accidents every year. For children and young adults, injuries on roads are the
leading cause of death. Therefore, a UN general assembly supported by the
World Health Organization (WHO) has proclaimed a “Decade of Action for
Road Safety 2011–2020” to reduce the numbers of killed and injured people
significantly and safe millions of lives. Over 110 countries participate in this
campaign (cf. World Health Organisation, 2018).

In Great Britain, the police is faced with about 1,800 deaths and 25,000 se-
riously injured road users every year (cf. Jackson and Cracknell, 2018). Their
plans for the Decade of Action include enhancements in education as well as
empowering local authorities to decide on actions suitable for their area of
responsibility (cf. Department for Transport, 2019a). The police (as a local
authority) must carry out measures such as adjusting patrol routes, new speed
limit reductions, stop signs or investments in walking and cycling infrastruc-
ture. To be able to determine the best action, it is necessary to evaluate the
circumstances of accidents (e. g., number of vehicles involved, wind conditions
etc.) carefully. The occurrence of these circumstances (or attributes) might not
be stable, but change over time. One way to keep track of these changes is to
predefine a certain attribute combination and store the frequency of accidents
featuring this combination as a time series. Thus, a sudden increase or decrease
in the frequency as well as a seasonal or stable course of the time series can be
identified for this combination. Since road accidents have a variety of attributes,
there are many possible combinations to be stored and evaluated. The challenge
for the police is to define all possibly interesting attribute combinations as Key
Performance Indicators (KPIs) such that the resulting number of time series
is not too large and can be monitored by manpower. Hence, an approach is
required to identify “interesting” attribute combinations for deriving measures
to reduce the future number of accidents showing these combinations. In what
follows, we present a data mining framework based on combining of well-known
approaches like (i) frequent itemset mining, (ii) time series clustering, (iii)
forecasting, and (iv) proposing road safety measures as well as new KPIs to
track in the future. The layered structure of this system enables us to optimize
the single stages individually by considering the previously obtained results.

The remainder of this paper is structured as follows: In Section 5.2, the
related work on data mining for road accidents and time series clustering is
reviewed. The data mining framework is presented in detail in Section 5.3.
Finally, we discuss our conclusions and suggest future work in Section 5.4.
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5.2 Related Work

The authors in Bergel-Hayat and Zukowska (2015b) give a comprehensive
overview of statistical time series analysis and forecasting approaches to road
accident numbers used in Europe. The paper shows the extend of accidents
and the importance of the topic, however, no arbitrary attribute combinations
are considered for the accidents.

In recent years, different data mining approaches have been applied to road
accident data in order to identify hidden patterns. The severity of an accident
can be estimated in a classification approach based on formerly recorded
accident data. In this supervised method, the target attribute of an accident is
known (here: severity level) and the main task of the classification process is to
identify an underlying model that helps to explain the severity level regarding
accident features (attributes with corresponding values). As underlying models,
neural networks (Abdelwahab and Abdel-Aty, 2001; Delen et al., 2006), logistic
regression (Al-Ghamdi, 2002), Bayesian networks (De Oña et al., 2010) or
decision trees (De Oña et al., 2013a; Sowmya and Ponmuthuramalingam, 2013)
are used. Since a target attribute has to be defined, which limits the number
of possibly interesting attribute combinations, the classification approach is
not suitable for our problem. A more appropriate approach would be to group
accidents according to their features (cf. Tab. 5.1) using clustering. As an
unsupervised method, clustering helps to detect unknown structures within
the data (cf. Hastie et al., 2009). For road accident data, comprehensive
clustering methods and similarity measures are presented in De Oña et al.
(2013b), Depaire et al. (2008), and Geurts et al. (2003b).

Combined questions regarding severity level and feature combination like,
e. g., “which severity level do accidents usually have when they occur on icy
roads by night?” can be addressed by using clustering first and then applying
classification (Sohn and Lee, 2003) or association rule learning (Janani and
Devi, 2018; Kumar et al., 2017c; Prati et al., 2017a) on the individual clusters.
Association rule learning is an unsupervised method, where hidden relationships
between features are revealed and corresponding causal relations are shown.
Another interesting problem aspect is the common consideration of geographical
data and feature combinations. After geographical clustering, Geurts et al.
(2003a) evaluated accidents in high frequency locations using association rule
learning and compared the results to accidents in other locations.

Until now, all mentioned authors only study accident data without the
consideration of temporal aspects. Since our data base contains accident
information for several years, the occurrence of accidents can be processed
as a time series in order to identify the changes in (relative) frequencies of
accidents over time. These time-based information are in particular valuable for
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the police to schedule their actions for accident prevention optimally. A step
towards temporal considerations in data mining on road accidents has been
taken by Kumar and Toshniwal (2015a). The authors performed clustering
on attributes without temporal considerations followed by a trend analysis on
monthly numbers of accidents for each individual cluster. In another paper,
Kumar and Toshniwal (2016b) cluster time series of accidents in 39 different
regions in India in order to group these regions by the similarity of their trends
(i. e., industrial areas show a similar trend in the number of accidents).

In the event that data are available for features and feature combinations
over time, association rule learning can be performed at any point in time.
The results can then be displayed as time series for each rule (cf. Liu et al.,
2001b). Furthermore, Böttcher et al. (2009) apply frequent itemset mining
(instead of association rule learning) and detect trends as well as seasonal
behaviors on the basis of statistical methods. A comprehensive overview of time
series clustering is given by Aghabozorgi et al. (2015). Paparrizos and Gravano
(2017) compare different clustering methods as well as similarity measures and
introduce advanced approaches for both. These two articles do not include any
application in road accident analysis.

5.3 Data Mining Framework

In this section, the data mining framework (cf. Figure 5.1) is introduced, where
four layers or stages have to be passed in order to derive measures for accident
prevention. The first stage contains frequent itemset mining and the generation
of time series (cf. Subsection 5.3.1). In the second stage, time series clustering
as well as time series classification are presented (cf. Subsection 5.3.2). In the
third stage, a forecasting and change detection is performed and the fourth stage
is used to derive measures. The two latter stages are considered in a case study
in this paper in order to show a practical application (cf. Subsection 5.3.3).
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Figure 5.1: Data mining framework to derive measures for road safety
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Table 5.1: Attributes and values

Attribute Value

Number of vehicles 1; 2; More than 2
Number of casualties 1; 2; More than 2
Accident severity Crucial (fatal or serious); Slight
Day Weekday; Weekend
Time Morning (05:00–09:59); Day (10:00–14:59);

Evening (15:00–20:59); Night (21:00–04:59)
Light condition Darkness; Daylight
Weather condition Fine; Rain; Other
Wind condition No wind; Wind; Other
Surface condition Dry; Frost, Ice or snow; Wet or damp
Special conditions (e. g., roadworks) Yes; No
Carriageway hazard (e. g., prev. accident) Yes; No
Urban or rural Urban; Rural
Road type Dual carriageway; One way street;

Roundabout; Single carriageway; Other
Speed limit < 30; 30; 30 – 60; 60; > 60
Junction detail Crossroads; Roundabout; T or staggered

junction; Other junction
Junction control Controlled; Give way or uncontrolled
Crossing facility (pedestrian) Pedestrian phase at traffic signal junction;

Pedestrian light crossing; Other
1st / 2nd road class A; B; C; Motorway; Unclassified

Our work is based on the openly available road accident data published by
the British Department for Transport. For the years 2005 to 2017, all road
accidents that entail personal injuries are available on an anonymized, but
detailed level. Each accident is characterized by a combination of features
(attributes with specific values, e. g., number of vehicles = 1, weather condition
= rainy). Table 5.1 gives an overview of the attributes and values used in our
study.

For the following considerations, only the years 2012 to 2017 have been
taken into account. In addition, we have chosen about 51,000 accidents located
in Scotland (in the northern part of Great Britain) as a benchmark to obtain
a typical data package for the police operating in a regionally limited area.
Scotland contains two large urban areas and vast rural regions. Moreover,
Scotland attracts many tourists not familiar with left-hand traffic and this
might lead to interesting seasonal time series patterns. We plan to verify the
results we get for this data set with those from other areas in Britain, e. g. in
London or the Midlands.
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Table 5.2: Itemset sizes and their frequencies

Itemset size 1 2 3 4 5 6 7 8 9 total

Frequency 30 407 1,015 1,563 1,496 887 264 41 2 5,705

5.3.1 Frequent Itemset Mining

To detect feature combinations of great importance (i. e., they occur often)
within the British accident data, frequent itemset mining is applied, as presented
in Böttcher et al. (2009). We refrain from determining association rules (cf.
Liu et al., 2001b), since we are only interested in the co-occurrence of accident
features and not in hidden relationships between features. The latter has been
analyzed by Moradkhani et al. (2014) on the British road accident data, without
taking the temporal aspect into account.

An itemset (i. e., feature or feature combination) is named as frequent if
its support value is higher than a minimum support value (suppmin). Please
note that the support of an itemset [%] in our study is the number of accidents
containing the itemset divided by the total number of accidents. For the mining
step, we use the Eclat algorithm (cf. Goethals, 2010) with suppmin := 0.02 for
the six years data set. Additionally, only those frequent itemsets are selected
that show an all-confidence value higher or equal than confall := 0.1, similar
to Kim et al. (2004). The all-confidence value of an itemset I = {i1, . . . , in}
with n elements is calculated by confall =

supp(I)
max

k=1,...,n
{supp(ik)} . In doing so, we

reduce the number of itemsets from originally 72 million (suppmin := 0) to
50,600 (suppmin := 0.02) and 5,705 (suppmin := 0.02, confall := 0.1) itemsets.
Table 5.2 shows the length distribution of the itemsets found.

In accordance to the former support value calculation, we use the relative
frequency of an itemset to generate its time series on a monthly basis. Hence,
we obtain 72 points in time (6 years) per time series X with xt, t = 1, . . . , 72,
elements representing the relative frequencies of accidents with the current
feature combination. The relative frequency of an itemset indicates the influence
that the corresponding feature combination has on the total number of accidents.
An increasing value therefore means that this feature has gained influence in
relation to the other features and should be prioritized. By contrast, if the
absolute frequency is considered, we can see the actual increase in accidents
with this feature from one month to the next. However, only in relation to the
total number of accidents the “significance” of the features can be recognized.
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5.3.2 Time Series Clustering

In order to group the generated time series with a clustering approach, we need
to evaluate the similarity or rather dissimilarity between the time series. For
this task, several distance measures have been developed, with the Euclidean or
L2 distance (straight-line distance) as the most famous one. Due to our data
set, the Euclidean distance is calculated in a 72 dimensional space, where each
monthly support value is a single dimension of the underlying time series. To
find out whether two time series have a similar course that differs only in the
offset or is only recognized when their scales are aligned, Ratanamahatana et al.
(2010) suggest to adjust the offset by centering and the scale by normalizing or
amplitude scaling. If two time series are identical in their shape, but shifted
in the time axis, the Euclidean distance value will be large. Dynamic Time
Warping (DTW) is able to overcome this drawback by warping the two time
series to achieve a better alignment. The distance is not calculated from the
observations of two identical months, but from the closest observation without
considering the temporal aspect. This procedure makes DTW computationally
expensive (cf. Ratanamahatana et al., 2010). Paparrizos and Gravano (2017)
developed a similar approach called Shape-Based Distance (SBD), based on
shifting the time series via the time axis to achieve a high cross-correlation
between them. A slightly different approach which takes into account the
order of the time points (this is not done by the Euclidean distance), is the
CORrelation-based distance (COR). Here, Pearson’s correlation coefficient is
used as a similarity measure between two time series (cf. Pereira and Mello,
2013). This results in the disadvantage that only linear relationships between
two time series are identified. Batista et al. (2011) present the Complexity-
Invariant Distance (CID) measure for time series which corrects the underlying
Euclidean distance by a factor that is high for time series with, e. g., oscillation,
trend or seasonality, and low for stable time series.

Clustering approaches are commonly divided into partitional and hierarchical
methods. In the field of partitional clustering, we use the k-means and the k-
shape method, where the latter makes use of the above described SBD. Starting
from a previously determined number of k clusters (k should be varied in different
starts), both methods select cluster centers randomly and assign the time series
to their closest center. The centers are then re-calculated and the time series
are newly assigned until either the centers are stable or the maximum number of
iterations (i. e., a stop criterion) is reached. For hierarchical clustering, it is not
necessary to predefine a certain number k of clusters. The algorithm starts with
individual clusters for all time series and joins the two closest clusters in each
step until all time series are combined into one cluster (agglomerative clustering).
For our study, we take three different linkage techniques into account. Linkage is
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needed, when two clusters are joined and the distances between the new cluster
C and all other clusters Ci, i = 1, . . . ,m (m+ 1 is the number of clusters in the
current step), have to be calculated. Single (complete, average) linkage uses the
minimal (maximal, average) distance of all element pairs from the clusters C
and Ci (cf. Rokach, 2010). The average linkage technique often leads to results
comparable to Ward’s technique, where the increase in variance in combining
clusters C and Ci is calculated (cf. Ward, 1963). Therefore, we do not consider
the average linkage any further. After agglomerative clustering, the number of
clusters k can be determined by cutting the dendrogram (represents all clusters
and distance values for the different clustering levels) at a desired distance level
(cf. Rokach, 2010).

Although the time series in our application are not that long, we present some
dimensionality reduction techniques to overcome the drawbacks of calculating
the distances on raw data (cf. Aghabozorgi et al., 2015). By transforming
the time series, minor differences in the original data that lead to higher
Euclidean distance values are neglected and we might therefore obtain better
grouping results. For an overview of dimensionality reduction techniques,
see Ratanamahatana et al. (2010). We performed preliminary tests using
different techniques and chose the following two for further investigation. By
applying Discrete Wavelet Transform (DWT), several mathematical functions
are estimated that describe individual subsections of the data in time. The
Symbolic Aggregate approXimation (SAX) transforms the data into a discrete
(alphabetical) format, where the mean value is calculated for small segments of
data and a symbolic representation is assigned to the corresponding interval.
Table 5.3 shows the necessary decisions to be made for a clustering approach
with the corresponding options we evaluated in our framework. Please note
that mean(x) (sd(x),max(x),min(x)) represents the mean (standard deviation,
maximum, minimum) value of all elements xt, t = 1, . . . , 72.

In order to make the best choice regarding the different options for the
considered accident data, it is necessary to perform the clustering repeatedly in
various configurations. Since the number of time series in our application is
reasonably large (5,705 time series), we used sampling to be able to inspect the
results visually. First, the 10% of time series with the highest overall support
value (570 time series) were taken from the set of all time series. Moreover,
25 different samples with 570 randomly selected time series were considered.
In Tab. 5.4, we refer to these instance sets as ‘Top 10%’ and ‘Samples’. The
complete set is named as ‘All’. Furthermore, preliminary tests showed that a
cluster number of k = 4 usually produces the best results. Therefore, we use
k = 4 as the number of clusters for the rest of the considerations.

In addition to common clustering approaches, combined cluster and clas-
sification techniques may also produce good results for the underlying study.
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Table 5.3: Decisions within clustering with different options

Decision Option

Scaling

No scaling
Centering, i. e., x′t = xt −mean(xt)

Normalizing, i. e., x′t =
xt−min(xt)

max(xt)−min(xt)

Amplitude scaling, i. e., x′t =
xt−mean(xt)

sd(xt)

Distance measure

Euclidean
Euclidean Dynamic Time Warping (DTW)
Shape-Based Distance (SBD)
CORrelation-based distance (COR)
Complexity-Invariant Distance (CID)

Clustering approach
partitional: k-means method, k-shape method
hierarchical: single, complete, ward linkage

Dimensionality reduction
(with Euclidean distance)

No dimensionality reduction
Discrete Wavelet Transform (DWT)
Symbolic Aggregate approXimation (SAX)

Then, visually observable differences (e. g., seasonal or trend patterns) in the
time series can be taken into account by specific selection criteria. In what
follows, we describe a time series as X = T + S + E that is composed of a
trend component T , a seasonal component S, and an error term E. The trend
component can be estimated using centered moving average, while the seasonal
component is determined by calculating the average values of the same months.
Intuitively, four clusters containing seasonal, stable, and increasing as well as
decreasing behavior have to be determined in our so-called practical approach.
For doing so, we apply the following criteria consecutively. Please note that all
operations are performed on non-scaled data and the thresholds are estimated
using the Top 10% instance set.

1. Seasonal cluster : For our seasonal cluster, we choose time series by
following the procedure presented by Wang et al. (2006). Let var(X) be
the variance of time series X. Information about the seasonality may
be derived by calculating seas(X) = 1− var(X−S)

var(X) , where a value close to
1 means that X experiences a high seasonality, while a value close to 0
indicates a low seasonality. We set seas(X) > 0.7 as a selection criteria.

2. Stable cluster : Among the remaining time series, we assign the ones X
with maxt=1,...,72|xt − mean(xt)|≤ 0.1 and without trend to the stable
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Figure 5.2: Structure of the neural networks used for classification

cluster. We assume a trend if the absolute slope of the linear regression
is greater than or equal to 0.000625.

3./4. Increasing and decreasing trend cluster : For all unallocated time series,
we take the sign of the slope of the linear regression to separate them
according to (i) upward trend and (ii) downward trend.

Besides applying the practical approach to all time series, it is also possible
to group only the Top 10% instance set into four clusters and then assign the
remaining time series using a classification approach, where the target value is
the cluster number. All other configurations presented in Tab. 5.3 can also be
applied to the Top 10% instance set to generate a set for training a classification
model. According to Wang et al. (2017b), we decided to implement two different
neural networks, one rather simple Deep Feedforward Neural Network (DFNN)
and one Convolutional Neural Network (CNN) (see, e. g., Aggarwal, 2018).
Figure 5.2 shows the structure of both networks implemented using the Keras
deep learning library.

The DFNN input layer consists of relative frequency values xt, t = 1, . . . , 72.
One hidden layer is included with a dropout before (with 40%) and after (with
30%) to prevent overfitting. Through empirical investigations, we discovered
that it is suitable to set the number of neurons on the hidden layer as half
of the number of input values. The output layer consists of four neurons,
which is the desired number k of clusters. Each neuron in a layer is fully
connected to the neurons of the previous layer and its value is calculated as
the sum of those neurons multiplied by a specific weight depending on the
learning progress. In order to achieve non-linearity, every result from this
computation is going through the Rectifed Linear Unit (ReLU) activation
function ReLU(x) = max{0;x}. The Softmax activation function compresses
the output of each neuron to be between 0 and 1, while ensuring that the sum
of all outputs is equal to 1. The result represents the probability of the class
membership.
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The CNN consists of an input xt, t = 1, . . . , 72, an one-dimensional convolu-
tional, one pooling, one hidden, and one output layer. Preliminary tests have
shown that with a combination of six filters for the output of the convolutional
layer and a kernel-size of 10, good results can be achieved. Moreover, for the
pooling layer, max pooling and a pooling size of four is used to reduce the
number of parameters and the memory space, while also avoiding overfitting.
Like in the DFNN, the ReLU and Softmax activation functions are applied.

After clustering and/or classification, suitable performance indices must be
used in order to identify whether there is a high intra-cluster similarity within
each cluster and a high inter-cluster dissimilarity between clusters. In Charrad
et al. (2014), all common performance indices are described. In our study, we
concentrated on the following indices that are particularly appropriate for the
accident data at hand. The indices are based on the criteria compactness and/or
separation which reflect the idea of intra- and inter-cluster distances. Please
note that all indices are normalized with a suitable denominator containing the
number k of clusters and/or

∑︁
i=1,...,k|Ci| number of elements.

■ C-index : The sum of intra-cluster distances of each cluster is cumulated
over all clusters (computation contains in total j summands) and related
to the j minimum and the j maximum distances of all distance pairs
(compactness).

■ Calinski-Harabasz : The sum of distances between the cluster centers and
the center of the data (separation) are related to the sum of distances
between the cluster elements and their cluster centers (compactness).

■ PBM (Pakhira, Bandyopadhyay and Maulik): The maximum distance
between all cluster centers (separation) is related to the sum of distances
between the cluster elements and their cluster centers (compactness).

■ Davies-Bouldin: For all cluster pairs, the mean distance of the elements
of the two clusters to their cluster center is considered (compactness) and
related to the distance between both cluster centers. The maximum result
for each cluster is cumulated.

■ Gamma / Tau: The number of distances between element pairs of the
same cluster that are smaller than the distance between element pairs
of different clusters is calculated minus the number of distances between
element pairs of the same cluster that are larger than the distance between
element pairs of different clusters. The calculation of Tau is similar, but
its denominator to normalize the value is more complex.

Table 5.4 presents the results of our approaches. The configurations as well
as the performance indices with the best results are included. Please note that
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Table 5.4: Performance indices results for different configurations

Clustering Classification
Index Configuration Top 10% Samples All DFNN CNN

C-index

practical 0.34 0.48 0.39 0.38 0.36
norm complete 0.03 0.06 0.05 0.05 0.04
norm ward 0.08 0.09 0.09 0.10 0.09
scaled complete 0.01 0.07 0.17 0.03 0.03
scaled ward 0.09 0.09 0.11 0.12 0.10
scaled k-shape 0.18 0.14 0.11 0.31 0.30

Gamma

practical 0.27 0.00 0.20 0.23 0.26
norm complete 0.94 0.86 0.89 0.89 0.91
norm ward 0.84 0.79 0.79 0.78 0.80
scaled complete 0.97 0.86 0.67 0.93 0.93
scaled ward 0.84 0.82 0.78 0.78 0.80
scaled k-shape 0.67 0.73 0.78 0.37 0.41

Tau

practical 0.19 0.00 0.14 0.16 0.18
norm complete 0.65 0.60 0.63 0.63 0.64
norm ward 0.57 0.54 0.53 0.53 0.54
scaled complete 0.68 0.60 0.46 0.65 0.65
scaled ward 0.57 0.57 0.54 0.53 0.54
scaled k-shape 0.47 0.50 0.54 0.26 0.29

the C-index has to be minimized while Gamma and Tau have to be maximized.
For the combined clustering and classification approach, we used the Top 10%
instance set in order to train the DFNN or the CNN model. For every index,
the overall best results are marked in italic typeface. Since the best results
are obtained always for the Top 10% instance set with scaled data, Euclidean
distance, hierarchical clustering and complete linkage technique as well as no
dimensionality reduction, we also marked the best results for the case, where
all data are grouped at the end, in bold typeface (last three columns).

The best results for the complete instance set are generated by our combined
cluster and classification approach. As already noted for the Top 10% instance
set, the clustering approach with scaled data, Euclidean distance, hierarchical
clustering, complete linkage technique, and no dimensionality reduction in
combination with DFNN/CNN performs best. As expected, the practical
approach produces always worse results, since the thresholds for the individual
clusters were determined as a combination of using the Top 10% sample as well
as visual observations. By comparison of configurations with normalized/scaled
data and complete/ward linkage, similar results for the same linkage technique
and different scale adjustments (normalizing/scaling) are achieved. From this, it
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Figure 5.3: Mean and standard deviation for clusters

can be deduced that the choice of a suitable linkage technique is more important
than the choice between normalizing or scaling. Moreover, k-shape performs
equally for normalized and scaled data, therefore only one configuration is
included in the table. In contrast to all hierarchical configurations, k-shape
performs better on randomly sampled data and all data than on the Top 10%
instance set. Furthermore, with the combined cluster and classification approach
the results deteriorate significantly.

To illustrate the assignment of the 5,705 itemsets to the clusters visually,
Figure 5.3 shows the mean values and standard deviations of the centered time
series for the individual clusters. Cluster 1 and 3 contain all itemsets that
exhibit no seasonality and only show a very slight downward or upward trend,
respectively. Cluster 2 contains most itemsets, where the relative frequency
of accidents is higher in summer than in winter. In contrast, cluster 4 shows
higher relative frequencies in winter months.

5.3.3 Case Study: Forecasting and Deriving Measures for Road
Safety

Having separated the time series of all frequent feature combinations into differ-
ent clusters in stage 2 of our data mining framework, we are now able to identify
prominent time series for forecasting, visualization, and deriving measures for
road safety. In our case study, we determine adequate forecasting methods for
cluster 2 (with seasonal peaks in summer). For this purpose, we first consider
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Figure 5.4: Comparison of forecasting methods for one sample itemsets (12
month forecast)

the time series on the mean values (black line in Figure 5.3) and apply forecast-
ing methods mainly used in the literature (e. g. Hyndman and Athanasopoulos,
2019, for an overview). Afterwards, we verify the results by considering the
most suitable methods (i. e., seasonal naive forecast, ExponenTial Smoothing
(ETS), Trigonometric seasonality, Box-Cox, ARMA errors, Trend and Seasonal
components (TBATS) ) to all time series in cluster 2 to estimate the average
forecasting accuracy. Here, we take the Root Mean Squared Error (RMSE)
into account and calculate the error based on the last 6 months of the time
series, while presenting the first 66 months to the methods for training (artificial
neural network) or estimating parameters (statistical methods).

For the time series on cluster means, the seasonal naive forecast shows the
best results (RMSE= 0.008, please note that the value interval of the centered
time series in cluster 2 is [−0.1, 0.1]). In contrast, the statistical methods
ETS and TBATS provide larger values, i. e., RMSE= 0.011 for ETS and
RMSE= 0.01 for TBATS. The neural network performs worst (RMSE= 0.02),
due to the limited training data. When applying the above mentioned methods
to all time series of cluster 2, we see that the average RMSE for ETS and
TBATS are similarly low (RMSE= 0.018, each), while the average error of all
time series for seasonal naive is worse (RMSE= 0.023). Thus, the statistical
methods are well suited for predicting seasonal fluctuations.

In Fig. 5.4, an exemplary time series from cluster 2 is considered (features are
Light condition = Daylight, Accident severity = Slight, Junction control = Give
way). The time axis shows data starting from 2012 until the end of 2017. For the
police, a forecast of the relative frequencies, e. g., until the end of the year 2018,
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Figure 5.5: Example result presented to police analyst

is an important aspect for further planning activities. The forecast values of the
three previously identified methods show a similar seasonal pattern. However,
the statistical models correctly recognize the irregular trough in summer 2017
and do not transfer it to the following year. Considering the values of the
relative frequencies, the months March to August are particularly important
for deriving measures for road safety. In these months, more than 30% of
all accidents contain the features of the itemset and the police must react
accordingly.

Until now, we predicted the relative frequencies for future months. In addi-
tion, the geographical distribution of the corresponding accidents is absolutely
necessary to direct police actions to the right places. Since the British road
accident data contain longitude and latitude of all accidents, we are able to
visualize the accidents belonging to the itemset at hand. Fig. 5.5 shows the
accident frequencies in summer and winter (a dark dot marks a high frequency of
accidents and a light dot indicates less accidents in this spot). Obviously, there
are significantly more accidents in summer than in winter, as we expected when
investigating the time series. During the summer period, the black dots are
mainly to be found in the cities, in urban areas, and in the Scottish Highlands.
In winter, accidents tend to occur in cities and their surroundings. In order
to derive measures for road safety, the police must observe the Highlands in
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particular during summer. Especially in summer, many tourists are on their
way with rental cars to enjoy the beautiful landscape of Scotland. Since most
tourists are not familiar with driving on the left and the corresponding junction
regulations pose special challenges, advertising measures (in co-operation with
rental car providers) must be initiated to raise awareness.

5.4 Conclusions and Future Work

We have presented a four-staged framework based on consecutively applied data
mining approaches. After frequent itemset mining to identify common feature
combinations, the monthly relative frequencies are determined to describe
their changes over time. The time series generated in this way are separated
using appropriate cluster and/or classification approaches. The comprehensive
analysis has shown that the right combination of clustering (Top 10% sample
with scaled data, Euclidean distance, hierarchical clustering and complete
linkage) and classification (with CNN as underlying model) leads to the best
grouping of time series. Moreover, the combined method is also superior to the
clustering of all time series in one step with regard to memory requirements
and execution time. Then, we have determined forecasting methods for the
considered time series with seasonality and visualized the accidents of one
itemset geographically (case study). Now, the police can evaluate the results in
detail and derive measures for road safety. For future research, the measures
deduced from itemsets should prospectively be included in the accident data set
in order to process results that have already been obtained. Changes in accident
frequencies can then be explained under consideration of the implemented
measures.

So far, we only analyzed external accident circumstances that are present
in the provided accident data. The data could be enriched by information
about social events, e. g. soccer games, festivals or concerts, since these events
are correlated with a higher traffic rate and might lead to a larger amount of
accidents. Detailed weather information and its forecasts, e. g., temperature
or rainfall, could be another useful addition to improve the quality of our
forecasting step. If vehicle-to-vehicle communication data becomes available
for public use, it would be possible to include them in our framework to enable
the police to refine their analysis of the causes of accidents. Since we use a
data driven approach to find frequent patterns, inductive reasoning could also
be applied to our data to extract hypotheses instead of frequent itemsets (see
Muggleton and Raedt, 1994).
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Chapter 6

Decision Support for Road
Safety: Development of Key
Performance Indicators for
Police Analysts

Abstract*

In 2017, five out of 100,000 people were killed by road accidents in
Europe. In order to reduce this number with appropriate measures,
the police nowadays manually defines combinations of accident
attributes (e. g., accidents on slippery road surfaces at night), which
then form the basis for tracking the number of accidents over time.
The aim of this paper is to combine the following data analysis
approaches in order to detect interesting attribute combinations, also
referred to as “itemsets”, relevant for current and future observations.
The resulting combinations are proposed to the police as new key
performance indicators and can also be used directly for planning
police measures to increase road safety. A four-stage decision support
system is introduced that employs frequent itemset mining in the
first stage. The temporal aspect of traffic accident data is illustrated
by time series containing, for each itemset, the relative frequencies
of accidents with the corresponding attribute combination. In the
second step, the time series are grouped according to their shape

*Originally published as K. Meißner and J. Rieck (2020). Decision support for road safety:
Development of key performance indicators for police analysts. In: Archives of Data Science,
Series A 6.2, pp. 1–18.
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by time series clustering and classification. In the third step, we
determine the optimal forecasting method for each generated cluster
of time series. Based on the prediction of future frequencies, we
identify the most interesting attribute combinations in the last step.
These are displayed geographically so that a police analyst can easily
identify current and developing hot spots.

The final authenticated version is available online at
https://doi.org/10.5445/KSP/1000098012/12.
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Chapter 7

Strategic Planning Support for
Road Safety Measures Based
on Accident Data Mining

Abstract*

When actions and measures to increase road safety are to be
planned by the police and local authorities, it is necessary to con-
sider the specific accident circumstances as well as their historical,
current, and predicted course. In particular, combinations of acci-
dent circumstances not contained in existing police statistics are
often neglected, but may nevertheless be relevant, e. g., due to an
increasing frequency. In order to identify these undiscovered inter-
esting combinations, we propose a framework to support strategic
planning of road safety measures based on several consecutive data
mining stages. The scope, type, and location of road safety mea-
sures must be planned at a strategic level several months in advance
to be fully effective. Therefore, it is essential to investigate and
predict the accident circumstances and the temporal changes in
their frequency comprehensively. Only with the knowledge, e. g.,
about the temporal pattern, locations, conditions of roads or speeds,
meaningful actions can be derived.

The embedded data mining approaches, i. e., frequent itemset
mining, time series clustering, time series classification, forecasting,

*Originally published as K. Meißner and J. Rieck (2022a). Strategic planning support for
road safety measures based on accident data mining. In: IATSS Research 46.3, pp. 427–440.
The final authenticated version is available online at https://doi.org/10.1016/j.iatssr.
2022.06.001.
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7.1 Introduction

and scoring, are carefully selected, coordinated, and aligned. As a
result, the framework provides police users with information about
circumstances of accidents that are of interest in the future and
presents their previous temporal and local patterns in a dashboard.
In this study, the framework is applied in four different geographical
regions. Thereby, default parameter settings for all approaches are
found that are particularly suitable for the framework to investigate
novel geographic regions.

7.1 Introduction

Statistically, every 24 seconds a person dies in a traffic accident anywhere in
the world (cf. World Health Organization, 2022). Young people under 30 years
of age are particularly affected, with traffic accidents being their leading cause
of death. Therefore, many countries develop strategies to improve road safety
and as a result, the number of fatalities seems to have flattened over the past
10 years (cf., e. g., Road Safety Statement 2019 by the UK Department for
Transport, 2019b). Nevertheless, to put those strategies into action the local
authorities must be equipped with a suitable number of police forces which
then have to take the right measures at the correct locations.

In order to schedule measures such as speed limit reductions, new stop signs,
or patrol routes appropriately, police managers or local authorities have to be
aware of the circumstances that lead to accidents at different locations and at
different times. The accident circumstances comprise many different aspects,
being recorded as data sets of attributes (e. g., weather) and corresponding
values (e. g., rain, snow, fog etc.). A large number of combinations of attributes
and values are possible and have to be taken into account when strategically
planning police actions. In case the number of accidents showing a certain
combination is changing over time, i. e., there might be a steep increase or
a change in the seasonality, then, suitable measures have to be implemented
urgently. In particular, measures cannot be implemented in an ad hoc manner;
they must be planned months in advance with strategic planning support to
be effective. Based on their broad experience, police managers might tend to
investigate previously known relationships between accident attributes and test
the available data according to predefined hypotheses. So, unknown correlations
of attributes could easily remain undetected and therefore not be treated by
road safety measures.

In order to also detect unknown relationships within the data, we have
developed a comprehensive data mining framework. By applying unsupervised
methods (e. g., Frequent Itemset Mining (FIM) and clustering) to several
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distinct accident data sets from different geographical regions, we show that it
is possible to identify “interesting” attribute combinations with, e. g., critical
changes in the frequency visible in the corresponding time series. Precisely here,
forecasting methods can be used to anticipate behavior in the future and to
initialize preventive measures as quickly as necessary.

Our framework consists of several stages, where data mining approaches
are applied. We use the framework for accident data available for four different
geographical regions. In what follows, we first introduce the data sets and the
methods for finding corresponding parameter settings. Moreover, a literature
review is given in order to identify similar problem types and approaches
(Section 7.2). Section 7.3 gives a detailed introduction to the individual stages,
namely frequent itemset mining and time series generation, time series clustering,
forecasting method, and scoring. Figure 7.1 provides an overview of our decision
support framework.

FIM and 
Time Series 
Generation

Time Series 
Clustering

Forecasting 
Method

Scoring

Figure 7.1: Strategic planning support framework

In Section 7.4, we present an evaluation of parameter settings for each stage
to derive default settings for new regions. In Section 7.5, a case study shows the
effectiveness of the strategic planning support framework. Finally in Section 7.6,
we end with a conclusion and an outlook to future work.

The aim of this contribution is to present a way to support the strategic
planning of road safety measures. Using a data mining framework, accident
data sets are evaluated. We treat data sets from four different geographical
regions and analyze them with respect to parameter settings for the data mining
methods. This will allow the reader to set the appropriate default parameters
for adapting the framework to a new data set. The case study in the end
of the paper shows the usability of our system for police managers and local
authorities.

7.2 Data Basis and Related Work

Before we give the details of the framework, we introduce the data sets to
which we apply our framework (cf. Subsection 7.2.1). Subsequently, we present
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relevant literature in the context of accident data mining and also refer to
similar approaches (cf. Subsection 7.2.2).

7.2.1 Accident Data

In order to build and test the strategic decision support framework, we use
several accident data sets from different countries. Preventive road safety
measures are often applied locally and need to be adjusted to the geographical
conditions. Therefore, it is not sensible to analyze the accident data of an entire
country. Instead, the analysis should focus on geographical or political regions
(e. g., a certain type of landscape, a major city with a large number of road
users or a local authority area, where a measure might be transferred into a
law).

We start first with data from Great Britain. The data provided by the
British Department for Transport (2019a) is openly available on a very detailed
level. In this context, different regions are selected and applied to the framework
separately, namely Scotland, Wales, and London. While Scotland and Wales
are comparable in terms of their geographical features, Scotland has a higher
number of accidents. London, in contrast, shows a flat and densely populated
landscape. The highest number of accidents per square mile in Great Britain
is found in the city of London and its surrounding areas. Overall, we have
201,673 accidents in London, 63,453 accidents in Scotland, and 41,292 accidents
in Wales within 8 years (2012–2019). Table 7.1 depicts the attributes and
attribute values given in the data. We focus on accident circumstances, but the
approach can easily be extended to vehicle and casualty data as well.

Whereas the road accident data of Great Britain are openly available, the
accident data of other countries, such as Germany, are not accessible in the
necessary level of detail. However, a cooperation with the Central Police
Directorate enabled us to obtain accident data from Lower Saxony in the
northwest of Germany. Thus, we could also apply our framework to a totally
different data set. In Lower Saxony, about 30,000 accidents with personal
injury occur every year. The total number of accidents for the six years under
consideration in our study adds up to 197,042 (from 2014 to 2019). Table 7.2
presents the attributes provided by the Lower Saxony police. Please note that
this data set contains less attributes, but more values per attribute. Furthermore,
the attributes differ considerably in content between the British and German
data sets. While the British data focuses more on the external circumstances
like weather and junction details, the German police accident data includes the
reasons that led to the accident according to the police officer who recorded
the accident (attribute accident cause). We indicate the significantly different
attributes in both tables (7.1 and 7.2) with an italic typeface.
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Table 7.1: Attributes and values for British accident data

Attribute Value

Accident severity Fatal; Serious; Slight
Number of vehicles 1; 2; More than 2
Number of casualties 1; 2; More than 2
Day Weekday; Weekend
Time Morning (05:00–09:59); Day (10:00–14:59);

Evening (15:00–20:59); Night (21:00–04:59)
Light condition Darkness; Daylight
Weather condition Fine; Rain; Other
Wind condition No wind; Wind; Other
Surface condition Dry; Frost, Ice or snow; Wet or damp
Special conditions (e. g., roadworks) Yes; No
Carriageway hazard (e. g., prev.

accident)

Yes; No

Urban or rural Urban; Rural
Road type Dual carriageway; One way street;

Roundabout; Single carriageway; Other
Speed limit < 30; 30; 30 – 60; 60; > 60
Junction detail Crossroads; Roundabout; T or staggered

junction; Other junction
Junction control Controlled; Give way or uncontrolled
Crossing facility (pedestrian) Pedestrian phase at traffic signal junction;

Pedestrian light crossing; Other
1st / 2nd road class A; B; C; Motorway; Unclassified

The police inspectorate (attribute 1) depicts the administrative boundaries
in Lower Saxony and is included to identify any unusual frequencies within the
data that may be due to the geographical conditions of the accident location.
Since Lower Saxony is over twice as large as Wales in terms of area and has
double the population density of Scotland in terms of inhabitants per square
kilometer, it is necessary to consider a finer geographical segmentation here.

7.2.2 Contributions for Analyzing Accident Data

In recent years, many data mining approaches for identifying hidden patterns
in road accident data have been developed (see Gutierrez-Osorio and Pedraza,
2020, for an overview of analytic and predictive methods). Many of these
approaches attempt to estimate the accident severity based on past accident
data in order to identify the underlying causality of the severity level with
respect to the accident attributes. In such supervised classification approaches,
the target attribute of an accident is known (here: severity level) and the main
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Table 7.2: Attributes and values for accident data in Lower Saxony

Attribute Value

Police inspectorate 35 different values
Accident severity Fatal; Serious; Slight
Number of participants
(all people involved in the accident)

1; 2; More than 2

Number of casualties
(i. e., injured or dead)

1; 2; More than 2

Day Weekday; Weekend
Time Morning (05:00–09:59); Day (10:00–14:59);

Evening (15:00–20:59); Night (21:00–04:59)
Light condition Darkness; Daylight; Twilight; Other
Urban or rural Urban; Rural
Road type Highway; State road; Main road; District

road; Community and other street
Surface condition Wet/damp; Slippery (oil, leaves, dung, etc.);

Dry; Icy surface; Unknown
Accident cause Hazard; Road condition; Weather; Sight;

Other
Accident type While parking; Rear-end collision; During

lane change; With pedestrian; In longitudinal
traffic; Due to personal incapacity

Collision with an obstacle No; Tree; Mast; Guardrail; Abutment;
Other obstacle

Vehicle with hazardous goods
involved

Yes; No

Influence of alcohol or drugs Yes; No
Vehicle not ready to drive Yes; No

task of the classification process is to identify a model that helps to explain
the severity level regarding accident features (attributes with corresponding
values). As underlying models, logistic regression (Al-Ghamdi, 2002), neural
networks (Delen et al., 2006), Bayesian networks (De Oña et al., 2010) or
decision trees (De Oña et al., 2013a) are used. An overview of recent machine
learning approaches for severity classification is given by Santos et al. (2022).
A supervised classification approach is not suited for our framework, since
we want to investigate various attribute combinations and identify those with
an unusual, “interesting” temporal behavior that should be examined more
closely. The determination of a target attribute therefore leads to an unwanted
restriction of the scope of possible solutions.

A more appropriate approach would be to group accidents according to
their features (cf. Tables 7.1 and 7.2) using unsupervised clustering that can
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detect unknown structures within the data. For road accident data, compre-
hensive clustering methods and similarity measures are presented in Geurts
et al. (2003b), Depaire et al. (2008), De Oña et al. (2013b), and Rocha et al.
(2019). Another unsupervised method used for accident analysis is frequent
itemset mining which results in information about the (relative) frequency of
co-occurring accident features, as applied by Geurts et al. (2005). When not
only the co-occurrence, but also the direction of the relationship is of interest,
FIM can be extended to association rules mining. In terms of accident analysis,
this method is used by Pande and Abdel-Aty (2009) to detect unknown relation-
ships between features of non-intersection accident data. Later, Montella (2011)
uses association rules mining to identify pattern for accidents at roundabouts,
while Yue et al. (2020) and Das et al. (2021b) more recently investigate the
relationship between accident features with involvement of pedestrians.

By combining the aforementioned methods, their individual results can
be further improved, as Kumar and Toshniwal (2015a) demonstrate. They
apply clustering to Indian accidents to reduce heterogeneity within the data
and find suitable association rules to describe the clusters. They also show
that the accidents within the clusters exhibit different temporal trends. In a
comprehensive analytic framework, Ma et al. (2021) employ spatial clustering
in order to improve the accuracy for severity prediction by applying a neural
network-based classification on each cluster separately.

As accident numbers vary over time, it is reasonable to include the temporal
aspect in the analysis. In his study, Mannering (2018) shows that statistical
analyses of road safety data are based on the assumption that the estimated
model parameters are stable over time. It is assumed in many studies that
the effects of the determinants of accident probability and severity do not
change over time. However, particularly due to changes in driving behavior and
economic conditions, the influencing factors for accidents are expected to change
over time. One way to address this temporal instability is to repeatedly analyze
accident data that is filtered temporally. Se et al. (2021) explicitly account
for temporal heterogeneity in the mean and variance of accident features by
building separate models for each year to determine changes in the factors
influencing the severity of driver injuries in single-vehicle accidents in Thailand.
In the approach described by Böttcher et al. (2008) as change mining, a data
mining method is applied repeatedly, whereby a new time slice of the data
set is provided to the model each time. This makes it possible to discover
changes in the dependencies of the features over time. In Liu et al. (2001b),
association rules mining is used repeatedly and interesting rules are detected
by their temporal behavior.

In order to support decisions on preventive measures for road accidents, it
is necessary not only to analyze past data, but also to extrapolate the findings
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into the future. Some examples for analyzing and forecasting road accident
data can be found in Razzaghi et al. (2013), Yousefzadeh-Chabok et al. (2016),
and Kim et al. (2021). Bergel-Hayat and Zukowska (2015a) give an overview of
statistical approaches to study and forecast time series related to road safety
in European countries. In most cases only a few attribute combinations are
considered. If a great number of time series needs to be forecasted, e. g., time
series for accidents in rainy weather, for accidents with pedestrian involvement
or for accidents with fatal severity, it might be prohibitive to identify the best
forecasting method for each time series individually. Instead, Laurinec and
Lucká (2018) propose to apply time series clustering and predict only the
centroid time series per cluster. The other time series forecasts can be deduced
from this centroid forecast afterwards. A similar approach is presented by Feng
et al. (2019). The authors first cluster a large set of time series reflecting the
respective hourly solar power generated. Each time series covers an entire day
and the amount of electricity generated is obviously dependent on weather
conditions. An appropriate forecast model is assigned to each cluster according
to the time series it represents, which predicts the power generation. Using only
the first few hours of weather data for a new day, they then use classification
to identify a suitable cluster for forecasting solar power generation for the rest
of the new day. An overview of approaches in time series clustering is given by
Aghabozorgi et al. (2015) and Paparrizos and Gravano (2017). For clustering of
time series of road accidents, Kumar and Toshniwal (2016b) present a framework
that allows the user to identify geographical regions with a similar course of
time series. Since not all time series of accident attributes might be interesting
for the police, the most “interesting” ones have to be identified. This could be
done, e. g., by measuring the forecast error and select those time series, that
are not well predicted (cf. Aggarwal, 2017; Meißner et al., 2020).

For the derivation and strategic planning of road safety measures, it is
necessary to identify accident circumstances (i. e., feature combinations), their
temporal pattern in the past as well as the anticipated future trend. The
large number of potentially interesting accident feature combinations and the
resulting number of corresponding time series show the need for an automated
approach for the identification of accident circumstances to be addressed by
measures. Previous approaches in the field of data analysis often neglect the
temporal aspect of the relationships between accident features. In contrast,
explicit temporal analysis or prediction of accident rates often includes only a
few accident features. There are some studies that refer to the instability of
influencing factors over time, but this often involves an analysis of data from
individual years rather than a continuous comparison. Therefore, our paper
fills an existing research gap by first identifying the most frequent combinations
of accident features followed by examining them over time and predicting their
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future occurrence. With the help of a scoring process, the most interesting
combinations can be extracted from the large amount of combinations generated.

Please note that reduced versions of the strategic decision support framework
have been outlined in previous contributions (see Meißner and Rieck, 2019,
2020). The versions were fine-tuned and provided with further performance
increasing features, such as a severity weighted frequent itemset mining and
a novel clustering validity index. In the paper under consideration, we give a
comprehensive summary of the framework and provide procedures to adapt the
parameter setting when applying the framework to a new data set. Moreover,
we present a case study including a new dashboard to visualize the results. A
similar dashboard is shown by Jiang et al. (2020), where previously determined
association rules are visualized geographically. Ait-Mlouk and Agouti (2019)
also propose a dashboard based on association rule mining, with a strong
focus on user interaction to integrate user feedback in their multi-criteria data
analysis.

7.3 Overview of the Strategic Decision Support
Framework

The strategic decision support framework is comprised of four major stages.
We start with the identification of interdependencies by applying frequent
itemset mining and generating time series to analyze the relationships between
the features over time (Subsection 7.3.1). By clustering the time series, we
can enhance the prediction of the temporal behavior that the relationships
exhibit (Subsection 7.3.2). For each time series cluster, we determine the best
forecasting method and predict the future behavior to enable strategic (long-
term) planning of prevention measures (Subsection 7.3.3). Since the number of
forecasted time series is very high, we use a scoring procedure to identify the
most “interesting” ones, i.e., those to be presented to the planners with high
priority (Subsection 7.3.4). For a user-friendly presentation, the final results
are visualized in a web application (see Section 7.5).

7.3.1 Frequent Itemset Mining and Time Series Generation

In order to identify many possible attribute combinations to detect unknown
relationships and, more importantly, changing relationships, we use frequent
itemset mining. The algorithm returns several itemsets (attributes or attribute
combinations), where an itemset I = {i1, . . . , im} consists of m ∈ 1, . . . , n
elements; n is the number of features in the underlying data set. Each itemset
has to be present in at least a certain minimal percentage of all accidents,
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denoted by the parameter suppmin (i. e., minimum support). Additionally, we
set a lower bound on the all-confidence value as in Eq. (7.1) and only obtain the
itemsets I that occur together with a certain probability, similar to Omiecinski
(2003).

confall =
supp({i1, . . . , im})
max

j=1,...,m
{supp(ij)}

(7.1)

Please note that we cannot use the regular confidence measure introduced by
Agrawal et al. (1993), since we do not analyze association rules. In contrast to
frequent itemsets that only identify the co-occurrence of features, association
rules indicate a direction of relationship that narrows our analysis approach
improperly. However, the all-confidence can estimate a lower confidence bound
for all association rules that could be generated from a certain itemset. Both
parameter values (suppmin and confall) have to be adjusted carefully to the
data set at hand, since they can drastically reduce the number of itemsets to
be analyzed.

Frequent itemsets are determined based on the entire individual data sets
to ensure that the underlying attribute combinations have a certain minimum
frequency over the years. Afterwards, the relative frequencies (i. e., relative
support) of the itemsets within each month are calculated. This allows fluc-
tuations in the relative number of accidents with a particular combination of
attributes to be identified through time series analysis. Thereby, we generate
a time series XI for each itemset I, consisting of T timestamps, e. g., T = 84
for a time horizon of 7 years. For each month t with t = 1, . . . , T within the
time series, xIt can take a value between 0 and 1. If the attribute combination
represented by I is not present in any accident in month t, xIt will be 0, while
it will be 1 if all accidents within this month support the itemset. Please note,
that the relative support value is depending on the absolute number of accidents
within one month. At the end of this step, we obtain a set of time series X .

Instead of frequent itemset mining, other exploratory methods could be
used to identify relationships among accident features. For example, a principal
component or multiple correspondence analysis would be conceivable here. The
former method has only limited applicability, since the features are mostly
categorical, whereas the latter method is particularly well suited for visualizing
the relationships. With accident clustering, it would be possible to identify
groups of accidents with similar features, but the strength of the relationship
between the features could not easily be quantified. However, as we mainly
want to examine the changes in the relationships over time, frequent itemset
mining is well suited. The support values can directly be taken to describe the
strength of the relationship at a point in time and an insightful representation
as a time series can be generated very easily.

147



7.3 Overview of the Strategic Decision Support Framework

Since fatal and serious accidents are fortunately not very frequent, it might
be possible to neglect certain attribute combinations that only occur in those
accidents when focusing on frequent itemsets only. By oversampling the infre-
quent accidents with a high severity, we are able to recognize their temporal
course and its changing frequency and can react to it. The whole framework
is not about predicting the correct number of accidents for certain areas, but
rather about determining the characteristics of accidents and their proportions
in the accidents over time. Only in this way, e. g., can the police use prevention
measures at a strategic level. Hence, a weighting of accidents is useful for
oversampling the severe and fatal accidents. Weights are selected with respect
to the Belgian approach for detecting risky road segments as in Geurts and
Wets (2003). When calculating the support, a fatal accident is weighted with
10, a serious accident with 3, and a slight accident with a value of 1.

7.3.2 Time Series Clustering

As the goal of our framework is to determine unknown and changing relationships
within the accident attributes, we generate a large number of time series in the
first step and then need to predict their behavior. In order to identify the best
forecasting model for each time series, we make use of time series clustering.
For each cluster, we can then specify one forecasting model that suits all time
series within it. Thus, the major goal of the clustering step is to establish a
good representation of the data by the individual cluster centroids, since we
only investigate the centroid time series when deciding on a forecasting method
(cf. Subsection 7.3.3). A possible indicator for this is a high within-cluster
homogeneity (i. e., compactness) which assures a similar temporal behavior for
all time series within a cluster.

A comprehensive overview of time series clustering methods is given in
Aghabozorgi et al. (2015) and Paparrizos and Gravano (2017). Both publications
point out that several options to adjust the clustering of time series data may
be taken into account, in particular, scaling (e. g., centering, normalizing,
amplitude scaling), distance measure (e. g., Euclidean, dynamic time warping),
clustering method (e. g., partitional, hierarchical with single or complete linkage)
or number of clusters.

In Table 7.3, we present all decisions to be made and the possible options
to choose from for one certain clustering configuration. Interested readers
will find literature references for further reading on individual options in Ta-
ble 7.3. Please note that mean(xt) (min(xt),max(xt), sd(xt)) represents the
mean (minimum, maximum, standard deviation) of all values xt, t ∈ T , of a
time series. When combining all options, we would have to test more than
1,000 possible combinations. In preliminary tests, we could rule out Symbolic
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Table 7.3: Decisions within clustering with different options

Decision Option

Scaling

No scaling

Amplitude scaling, i. e., x′
t =

xt−mean(xt)
sd(xt)

(7.2)

Centering, i. e., x′
t = xt −mean(xt) (7.3)

Normalizing, i. e., x′
t =

xt−min(xt)
max(xt)−min(xt)

(7.4)

Distance
measure

EUCLidean distance (EUCL)
Eucl. Dynamic Time Warping (DTW) (Berndt and Clifford, 1994)
Shape-based distance (SHAPE)∗ (Paparrizos and Gravano, 2016)
CORrelation-based distance (COR)∗∗ (Rodgers and Nicewander,
1988)
Complexity-Invariant Distance (CID) (Batista et al., 2011)
Feature-based distance (FEAT) (Wang et al., 2006)
Prediction based distance (PRED) (Alonso et al., 2006)
Symbolic Aggregate approXimation (SAX) (Lin et al., 2007)
Discrete Wavelet Transform (DWT) (Chan and Fu, 1999)

Clustering
method

partitional: k-means, k-shape∗ (Paparrizos and Gravano, 2016),
TADpole∗∗∗ (Begum et al., 2015)
hierarchical: single, complete, average, ward linkage

# clusters 2, 3, 4, 5, 6, 7
∗k-shape clustering and shape-based distance can only be selected in combination
∗∗CORrelation-based distance (COR) is independent of scaling; application only in
combination with “no scaling” option
∗∗∗TADpole is only selected with “Dynamic Time Warping (DTW)” distance and “no
scaling”

Aggregate approXimation (SAX) and Discrete Wavelet Transform (DWT) as a
distance measure and determine some impossible combinations (see footnotes
in Table 7.3), so that only α = 666 configurations remained for testing.

In order to identify the configuration that produces a clustering result
fulfilling the clustering goal best, we perform several analysis steps (Subsec-
tion 7.3.2.1). The individual results are evaluated by different validation indices,
such as Calinski-Harabasz and Dunn (see Charrad et al., 2014, for an overview)
that are based on compactness and/or separation. Other commonly used in-
dices, such as Gamma and Tau, measure the approximation of the dissimilarity
structure by the individual clustering, but do not yield the described results in
our experiments. A high homogeneity contributes to our goal of establishing
suitable centroids and is easily achieved with an increasing number of clusters.
With a smaller number of clusters, the separation becomes better. In order
to obtain a balanced clustering result, the Calinski-Harabasz index relates the
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Figure 7.2: Setup for determining the best clustering (and classification)
configuration

within-cluster distances, reflecting cluster homogeneity, to the distances between
the cluster means, indicating the cluster separation. However, this well-known
validation index measures our formulated cluster goal only implicitly. Hence,
we have developed a custom validation index that shows how well a centroid is
capable of forecasting all time series of its cluster. The new AMFE index is
described in Subsection 7.3.2.2.

7.3.2.1 Determination of Promising Cluster and Classification Con-
figurations

Since the number of time series in our application is large, we use sampling
to be able to inspect the results visually and to calculate validation indices in
a reasonable amount of time. Therefore, 10% of time series with the highest
overall support value are taken from the set of all time series (step sample in
Figure 7.2). In preliminary tests, we were able to show that the top 10% of
time series is suitable as a representative sample and results in stable clusters
by additionally performing the clustering with 25 other samples, each with 10%
randomly selected time series and then comparing the results (see Meißner and
Rieck, 2019). For the top 10% time series, in step 1 all α configurations are
tested and the quality is evaluated with validation indices. After that, only
the β most promising configurations are considered in step 2. Since we need
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Figure 7.3: Structure of the neural networks used for time series classification

to cluster all time series, we perform a classification task in step 3 based on
neural networks to assign the remaining time series to the pre-determined set
of clusters K. The already clustered time series (top 10% sample) are treated
as a training set for a neural network. For comparison, we test two approaches
here, a Deep Feedforward Neural Network (DFNN) and a Convolutional Neural
Network (CNN). The DFNN is faster when trained, while the CNN is more
suitable for classifying time series (cf. Abanda et al., 2019). Moreover, the CNN
handles the input time series as a picture and is therefore able to find similar
pictures and group those together.

We could verify in preliminary tests that both, the DFNN and the CNN,
have a high validation accuracy of 0.9 to 0.97 when training the network on
the clustered top 10% of the time series. Please note that only the β most
promising clustering configurations (see Figure 7.2) are used as individual
training instances, so the high validation accuracy also reflects a sensible choice
of the clustering validation indices in step 2.

Figure 7.3 shows the structure of both networks implemented using the
Keras deep learning library. The DFNN input layer consists of T = 84 neurons;
one for each of the (relative) support values xt, t = 1, . . . , T , of a time series.
One hidden layer is included with a dropout before (with 40%) and after (with
30%) to prevent the network from overfitting. Through empirical studies, we
found it suitable to set the number of neurons on the hidden layer to less than
half of the number of input values. The output layer consists of |K| neurons,
representing the pre-determined clusters k ∈ K. Each neuron in a layer is fully
connected to the neurons of the previous layer and its value is calculated as
the sum of those neurons multiplied by a specific weight depending on the
learning progress. Every result from this computation is passed through the
Rectifed Linear Unit (ReLU) activation function ReLU(x) = max{0;x} to
achieve non-linearity. The Softmax activation function compresses the output
of each neuron to be between 0 and 1, while ensuring that the sum of all outputs
is equal to 1. The result represents the probability of the cluster membership
for one input time series. The CNN consists of an input layer with T neurons
for each xt, t = 1, . . . , T , followed by an one-dimensional convolutional, one
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pooling, one hidden, and one output layer. Preliminary tests have shown that
with a combination of six filters for the output of the convolutional layer and
a kernel-size of 10, good results can be achieved. Moreover, for the pooling
layer, max pooling and a pooling size of four is used to reduce the number of
parameters and the memory space, while also avoiding overfitting. Like in the
DFNN, the Rectifed Linear Unit (ReLU) and Softmax activation functions are
applied.

7.3.2.2 AMFE Index

The most important goal of the time series clustering stage is to enhance
forecasting accuracy by selecting an appropriate forecasting model for each
cluster centroid and transfer the selection to all time series within the cluster.
As this goal is not easy to evaluate using the well-known validation indices, we
present a new validation index, called ARIMA-based Mean Forecasting Error
(AMFE); based on Laurinec and Lucká (2018).

For every cluster k ∈ K, the cluster’s centroid time series xck is determined
by first scaling each time series (xl)t=1,...,T,l∈Xk in the set of time series X k

for cluster k. We use the scaling method selected for the respective clustering
configuration (see Eq. (7.2), (7.3), and (7.4) in Table 7.3) and obtain the scaled
time series (x

′l)t=1,...,T,l∈Xk associated with (xl)t=1,...,T,l∈Xk . It is important to
note that we want to predict the last h timestamps (h = 12 is a suitable value)
and measure the accuracy. Therefore, scaling has to be applied only to the
first T − h timestamps for each time series. The centroid time series xck is then
calculated as given in Eq. (7.5) with x

′l
t being the scaled (relative) support

value of time series l at timestamp t.

xck =

⎛⎝ 1

|X k|
∑︂
l∈Xk

x
′l
t

⎞⎠
t=1,...,T−h

∀ k ∈ K (7.5)

We automatically detect the optimal parameters for the AutoRegressive
Integrated Moving Average (ARIMA) method as described in Hyndman and
Khandakar (2008). Here, the corresponding centroid time series xck for one
cluster k is used as a training set and the monthly values are predicted for a
forecast horizon of length h based on the determined model. AutoRegressive
Integrated Moving Average (ARIMA) was chosen for its adaptability to different
types of time series (especially including trend and seasonal components). With
the assumption that the prediction values of the centroid time series for the
timestamps T−h+1, . . . , T are suitable forecast values for all time series l ∈ X k

of cluster k, we can measure the forecast accuracy for each time series using
the Root Mean Squared Error (RMSE). Please note that for the predicted
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Figure 7.4: Schematic overview of calculating the AMFE index for cluster k

centroid time series x̂ck for timestamps T − h+ 1, . . . , T , backscaling must be
performed. Thus, by backscaling with the stored scaling information, we obtain
the predicted values x̂lt, t = T−h+1 . . . , T , for all time series l given in cluster k.
In order to determine the AMFE index, the individual RMSE values are then
summed up over all time series and all clusters; cf. Eq. (7.6). We do not relate
the sum to the number of clusters nor to the number of time series per cluster,
as preliminary tests have shown that the index then prefers clustering results
with a very large number of clusters and, in particular, unbalanced clusters, i.e.,
one big cluster and many clusters with only a very few time series.

AMFE =
∑︂
k∈K

∑︂
l∈Xk

⌜⃓⃓⎷1

h

T∑︂
t=T−h+1

(xlt − x̂lt)
2 (7.6)

Figure 7.4 depicts the procedure for calculating the AMFE index for all time
series in cluster k in detail. We use the vector notation in the figure to clarify
the different timestamps used in the individual steps. Moreover, (x

′c
k,t)t=1,...,T−h

represents the scaled relative support values of the centroid time series xck at
timestamp t.

With AMFE, we are able to evaluate the clustering results according to our
formulated goal. Unlike other validation indices, AMFE assesses the forecasting
accuracy of the cluster centroid directly. It should be noted that the AMFE
index needs to be minimized.
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Table 7.4: Overview of forecasting methods

Type Name

Simple
methods

Näıve (naive)
Seasonal näıve (snaive)
Average method (mean)
Random walk with drift (rwf )

Statistical
methods

Seasonal and Trend decomposition using Loess (stl)
exponential smoothing (ets)
AutoRegressive Integrated Moving Average (arima)
Trigonometric Box-Cox transform, ARMA errors, Trend, and Seasonal
components (tbats)

Advanced
methods

Neural network (nn)
Combination of arima, ets, nn, stl, and ets (combined), where the
mean of all five forecasts is calculated as in Bates and Granger (1969)

7.3.3 Selection of Forecasting Method

Once a suitable clustering for the time series is received, we consider each cluster
separately. Then, the forecasting methods given in Table 7.4 are used in order
to determine the most appropriate one for each cluster. See, e. g., Hyndman
and Athanasopoulos (2021) for an introduction to the different methods; the
abbreviations given in brackets are used in the remainder of the paper. In
order to determine the best prediction method for each cluster, we apply four
separate procedures to test several aspects of the prediction models. In the
further course, the centroid time series xck (cf. Eq. (7.5)) is regarded.

The most widely used procedure to find a good forecasting method is
to separate the (centroid) time series into a training and a test set. While
the training set with timestamps t = 1, . . . , T − h is used to determine the
parameters for each of the aforementioned forecast models, the test set with
timestamps t = T−h+1, . . . , T is left out. Our first evaluation therefore reflects
the RMSE between the prediction x̂ck and the real values of the centroid xck for
the forecasting horizon of length h. In order to decide which forecasting method
performs best, we investigate the test error (RMSE for t = T − h+ 1, . . . , T )
first. Only if two methods are equally good in their test error, we also take the
training error (RMSE for t = 1, . . . , T − h) into account.

As a second accuracy evaluation, we perform a one-step-ahead cross-validation
for each centroid time series xck according to Hyndman and Athanasopoulos
(2021, chapter 5.10). This procedure consists of a series of runs, where each test
set includes only a single timestamp τ . The associated training set contains the
timestamps smaller than τ . In each iteration, one more timestamp is added
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to the training set and the test set is rolled forward by one timestamp. The
forecast accuracy is then calculated by averaging over the RMSE values of all
test sets. Usually, the error measures obtained from our first evaluation are
smaller than those generated by cross-validation, because the models in the
former procedure were fitted to a larger data set and thereby they might over-fit
the data. On the other hand, the cross-validation only tests a single forecast
value and not a full forecast horizon as the first procedure. Therefore, both
evaluations can be seen as complementary in our setup.

The third accuracy evaluation is based on the Diebold-Mariano test (cf.
Diebold and Mariano, 1995). This statistical test allows to accept or reject the
null hypothesis H0 of the forecasts of two models (model 1 and 2) being equally
accurate.Therefore, we present the forecast results of every two models to the
Diebold-Mariano test and reject the aforementioned null hypothesis in favor of
the alternative hypothesis H1, stating that model 2 is significantly less accurate
than model 1, if the corresponding p < 0.05. We count the number of times
model 1 is determined more accurate to detect the statistically most accurate
models.

Having performed the accuracy tests based on the centroid time series so far,
we now want to estimate the predictive strength of the forecasting methods for
the individual time series of a cluster. Here, we proceed similarly to the AMFE
index. In the fourth evaluation procedure, we identify the accuracy of every
method when predicting the forecast horizon with the centroid time series xck.
The prediction will be backscaled for each time series in X k according to the
scaling method used for finding the centroid and compared to the real values
of the time series. By doing so, we obtain |X k| RMSE values. A low average
RMSE for a method is preferred.

To finally decide on the best forecasting method for a cluster, we mainly
consider the results of the last evaluation, since this procedure captures the
predictive strength of the centroid time series best. Only if the decision is
ambiguous, we verify it by checking the results of the other procedures in detail.

7.3.4 Scoring

Police managers and local authorities cannot afford to analyze all predicted
time series, so a scoring procedure must be used to find the most “interesting”
ones. An interesting time series might be one that shows an increasing trend
with, e. g., noise components. The corresponding attribute combination occur in
an accelerating percentage of accidents and should therefore be examined more
closely. Another time series might be interesting, because it shows significant
fluctuations, but these are not induced by (natural) seasonal variations. A third
aspect is the forecast error introduced by the centroid-based forecasting method.
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If the forecast is not reliable, then it may be worth presenting this time series
to a person for verification, as it may be assigned to an inappropriate cluster.

When the recurring behavior of the time series has changed between the last
available data period (with T as the end timestamp) and a similar period in
the forecast horizon h (starting at timestamp T +1), then the score of Eq. (7.7)
shows a high value. With h, we also indicate the periodicity in the data (here,
we assume h = 12, as we have monthly values with a yearly periodicity). As
before, x̂t is the predicted relative support value for timestamp t.

scorefc change =
1

h

T+h∑︂
t=T+1

|xt−h − x̂t| (7.7)

Time series with strong fluctuations from mean in the forecast values should
be taken into account if they receive a score close to 1 with Eq. (7.8). While
the first term relates the predicted values to the mean values of the forecast
horizon, the second term takes regular seasonal fluctuations into account. A
time series with a regular seasonal curve is assigned a lower value than a time
series with an irregular curve. The information about seasonality is derived
from the ratio of the variance of the time series without and with seasonality.
We describe the predicted time series with X̂ and its seasonal component with
S. The approach is derived from Wang et al. (2006).

scorefluctuation =
1

h

T+h∑︂
t=T+1

⃓⃓⃓⃓
⃓x̂t −

(︄
1

h

T+h∑︂
t=T+1

x̂t

)︄⃓⃓⃓⃓
⃓ · var(X̂ − S)

var(X̂)
(7.8)

With the score given in Eq. (7.9), we want to identify those time series that
were not predicted well by the centroid-based forecasting (cf. Aggarwal, 2017).
Those time series might be very different from the centroid and could have been
clustered or classified to the wrong cluster or show a very different behavior in
recent months.

scorefc error =

⌜⃓⃓⎷1

h

T∑︂
t=T−h+1

(xt − x̂t)
2 (7.9)

A scoring procedure based on the three scores presented in Eq. (7.7)–(7.9)
is used to identify “interesting” time series (and the corresponding attribute
combinations). The scores are summed and individually weighted with weights
γ1, γ2, γ3 to increase their influence on the selection of interesting attribute
combinations.

score = γ1 · scorefc change+γ2 · scorefluctuation+γ3 · scorefc error (7.10)
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The time series with the highest score are presented to the police analysts and
local authorities in the Strategic Planning Support Dashboard (see Section 7.5).
There, the default weights can be adjusted in order to reflect the current state
of interest of the analyst.

7.4 Evaluation of Parameter Settings

In this section, we present the results of the framework evaluation of the accident
data (Subsections 7.4.1 – 7.4.4) of all four geographical regions, i. e., Scotland,
Wales, London, and Lower Saxony (cf. Subsection 7.2.1).

7.4.1 Results of Frequent Itemset Mining

In Table 7.5, the chosen parameter values for suppmin and confall for all regions
are shown. We aim for rather low parameter values here, since this leads to a
large number of itemsets, some of which are only supported by a few accidents.
However, these might specifically be unknown relationships that we would
preferably like to detect with our framework. Nevertheless, we cannot consider
all possible itemsets, because they could not be processed in a reasonable time.

In previous studies, we noted that the total number of accidents is less
influential when determining the number of itemsets returned by FIM than the
number of years under consideration (see, e. g., Scotland and Wales with very
similar numbers of itemsets, but different numbers of accidents). Please note
that we consider 7 years of data for Great Britain (2012 – 2018) and 6 years of
data for Lower Saxony (2014 – 2019).

7.4.2 Time Series Clustering Results

Since clustering is dependent on the data at hand, validation indices provide the
appropriate configuration of scaling option, distance measure, and clustering
method for the data set. In particular, we focus on the Calinski-Harabasz

Table 7.5: Parameter settings for frequent itemset mining

Data set # accidents suppmin confall # itemsets

Scotland 57,769 0.005 0.1 2,267
Wales 36,975 0.005 0.1 2,208
London 176,335 0.005 0.1 4,686
Lower Saxony 211,861 0.1 0.1 4,275
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Validation index AMFE Calinski−Harabasz

0

25

50

75

ampl. scaling centering none normalizing
Scaling method

0

30

60

90

CID DTW EUCL FEAT PRED SBD
Distance measure

0

20

40

60

av. lin
k.

compl. lin
k.

k−means
k−shape

TADpole

ward link.

Clustering method

0

10

20

30

40

2 3 4 5 6 7
Number of clusters

N
um

be
r 

of
 s

el
ec

te
d 

cl
us

te
ri

ng
s

Figure 7.5: 20 best configurations of each clustering validation index

validation index as well as our newly introduced index AMFE, as they reflect
our formulated goal of clustering.

Figure 7.5 gives an overview of the clustering decisions to be made and the
possible options. For this evaluation, the β = 20 most promising configurations
with the maximal values for the Calinsky-Harabasz index and the minimal values
for AMFE were selected for the four geographical regions. The distribution
of the obtained results (= 2 indices · 20 configurations · 4 regions) within the
cluster decisions, i. e., scaling, distance measure, clustering method, and number
of clusters, is depicted in bar diagrams.

The results show that centering and amplitude scaling are the favored
scaling methods. Normalizing and no scaling at all do obviously not lead to
good clustering results. The Complexity-Invariant Distance (CID) is most
frequently chosen. Best results are obtained if the time series are scaled by
centering before calculating the distances. Dynamic Time Warping (DTW)
and EUCLidean distance (EUCL) are chosen considerably less often by the
validation indices. For the prediction-based distance measure (PRED), we
could determine that it should be combined with amplitude scaling to generate
reasonable results. Still, those results are worse than the ones produced by
Complexity-Invariant Distance (CID). The clustering results produced with the
feature-based distance (FEAT) are very poor. Features, like trend, seasonality,
and spectral entropy are calculated for each time series and the distance between
them is determined using Euclidean distance. Neither scaling nor different
clustering methods enhanced the performance of this distance measure. The
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Table 7.6: Clustering and classification configurations selected for the four
data sets

Data set Scaling
Distance
measure

Clustering
method

Number of
clusters

Classification
method

Scotland Centering CID k-means 4 CNN
Wales Centering CID Ward link. 5 DFNN
London Centering CID Ward link. 6 DFNN
Lower
Saxony

Ampl.
scaling

Eucl. Compl. link. 3 DFNN

single linkage clustering method is never selected, while hierarchical clustering
with ward linkage are favored by both indices. Partitional clustering with
k-means seems to be performing much better than the methods specialized on
time series like TADpole (only selected once for Wales) and k-shape (selected
twice for London). For AMFE, a preference for a higher number of clusters
can be observed. This effect gets even more intense, when the error values for
the individual time series are not summed up, as in Eq. (7.6), but averaged
over the number of time series within the cluster and the number of clusters.
Overall, a cluster number of 4, 5 or 6 seems to reflect the data fairly well.

After selecting the most appropriate clustering configurations by Calinski-
Harabasz and AMFE, we use these clustering results and classify the remaining
time series accordingly using two different neural networks. While the simpler
DFNN is suitable in most cases, for the Scotland data set, we found the CNN
being able to generate a more balanced classification result. The final clustering
and classification results are again visually inspected and the final configuration
is determined by the highest Calinski-Harabasz value and the lowest AMFE
value (cf. Table 7.6). In Figure 7.6, the resulting clusters for each data set
are plotted. Please note that for Lower Saxony, we would choose Euclidean
distance, while all other data sets are separated better when applying the CID
measure. Moreover, we detect a relatively high standard deviation of time series
in cluster 3. Correct detection of time series providing a peak in winter seems
to be difficult for the chosen clustering configuration.

7.4.3 Forecasting Results

According to the selection procedure described in Subsection 7.3.3, we select a
forecasting method for each cluster in each data set and use it to predict the
future behavior of the cluster centroid. The prediction is then propagated to
all time series in the cluster by performing an individual backscaling for each.
As clustering of all British regions is based on the scaling method centering,
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Figure 7.6: Best clustering and classification results for all regions

the mean value of the respective time series must first be subtracted from all
timestamps when generating the centroid. The resulting forecast is adjusted for
each time series by adding the respective mean value for all forecast timestamps
to the predicted value. For Lower Saxony, we apply amplitude scaling before
generating the centroid time series and perform backscaling for all forecast
values accordingly.

Table 7.7 presents the selected forecasting methods per cluster in each data
set. The accuracy information given as the average RMSE value of the centroid
time series forecast for all time series in the corresponding cluster shows that
the selected methods generally fit well. Please note that the range of values of
the time series is [0,1], resulting in the given low RMSE values. The combined
method, consisting of the mean of forecasts generated by ets, arima, stl, nn, and
tbats, is selected in each region at least once. Since all forecasting methods have
different strength and weaknesses, the combination leads to a good forecast for
time series with irregularities (cf. cluster 4 in Wales). In London, cluster 5 is
special, as it shows a shift in the time series in the last two years. This structural
break could only be detected by the neural network forecasting approach.

We can see that the fluctuation score values in cluster 3 are very low. With
cluster 3 containing only time series with a stable course (see Figure 7.6a), this
is correct and itemsets from this cluster should only be considered as interesting
when either the forecast error is high (i. e., the time series might not be correctly
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Table 7.7: Selected forecasting methods for each cluster in every data set

Data set
Clus-
ter

Forecasting
method

RMSE∗ Data set
Clus-
ter

Forecasting
method

RMSE∗

Scotland

C. 1 tbats 0.037

Wales

C. 1 tbats 0.042

C. 2 stl 0.055 C. 2 stl 0.032
C. 3 combined 0.030 C. 3 combined 0.051
C. 4 ets 0.039 C. 4 combined 0.072

C. 5 ets 0.041

London

C. 1 rwf 0.031

Lower
Saxony

C. 1 tbats 0.014

C. 2 combined 0.045 C. 2 combined 0.035
C. 3 ets 0.063 C. 3 tbats 0.042
C. 4 ets 0.046
C. 5 nn 0.029
C. 6 stl 0.034

∗ The value given is the mean RMSE value for the centroid’s forecast applied to all
time series within its cluster with backscaling.

classified into cluster 3) or the forecast values differ greatly from the values of
the previous year. Cluster 2 has a few outliers in the fluctuation. This means
that the fluctuation of the forecast values from their mean is not caused by
the seasonal variance and, therefore, these time series might be worth looking
at. Moreover, the score values for both fc change and fc error are quite high in
average in this cluster. This leads to a higher overall score for the time series
of cluster 2 and a higher probability of the underlying itemsets to be selected
as “interesting” in the application.

7.4.4 Scoring Results

Figure 7.7 depicts the score values obtained for Scotland. We propose to choose
the initial weights (γ1, γ2, γ3) = (0.4, 0.4, 0.2) , as the forecast error (fc error) is
only weakly incorporated into the resulting score. Unlike the other two scores,
the fc error does not evaluate the “interestingness” in terms of road accidents,
but rather observes the goodness of the framework itself. Please note that the
weights should be evaluated and adapted to the individual analysis needs, as
demonstrated in the following case study.
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Figure 7.7: Score values for all time series in the Scottish data set

7.5 Strategic Planning Support Application

The selected time series and corresponding accident attribute combinations
have to be presented to the decision makers (e. g., the police managers) in
a convenient and user friendly way. Therefore, we developed a dashboard
application to support the strategic decisions to be made (Meißner and Ganske,
2022).

The dashboard allows the user to select the region of interest on a landing
page, see Figure 7.8. Please note that so far only the three British regions are
available, since the British data is publicly accessible. Moreover, the user can
adjust the weights of the score calculation according to his or her needs before
investigating the corresponding accidents in detail. For example, a user might
want to see those itemsets that are very poorly predicted to make sure that the
clustering and classification approach does not “hide” incorrectly grouped time
series (increase γ3). This could be used to verify the frameworks results and
maybe adjust the corresponding parameters. Another user might be interested
in the accident attribute combinations that show a non-seasonal fluctuation
(increase γ2) or attribute combinations that provide a high increase in the
relative number of accidents in the last period. These accident types should be
analyzed and treated preferably. For our case study, we consider London as
the region of interest and select the itemset I = {Number of Casualties = 1,
Weather = Fine, Wind = No wind, Speed limit = 30 and less, road type = Single
carriageway}, as it exhibits one of the highest score values, i. e., score = 0.054,
with the given weights (γ1, γ2, γ3) = (0.4, 0.4, 0.2). Thus, the score for itemset I
is calculated according to Eq. (7.10) as 0.4 · 0.06 + 0.4 · 0.04 + 0.2 · 0.07 = 0.054.
It should be noted that the order of the score values in the dashboard differs
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Figure 7.8: Settings on the landing page of the Strategic Planning Dashboard

slightly from the enumeration in this paper, since we have taken user feedback
into account.

On two other pages, the user is able to examine the geographical distribution
of accidents for one specific attribute combination (i. e., an itemset). The page
“Map and Time Series” (see Figure 7.9a) displays the accidents for a pre-defined
period (e. g., for the years 2012–2018), colored by their severity. The respective
time series of (weighted) relative support values is displayed as well. If some
irregularities are detected by the user, it might be advisable to compare the
accidents of different seasons and years. In the time series depicted in Figure 7.9a,
we can identify a decreasing trend. In addition, the pattern of relative support
values in the summer months of 2018 differs from those of 2017. We see a peak
in the months of the last year, where there is a trough in the same months of
the year before. In order to investigate the corresponding accident locations,
we provide two possible ways to dig into the data more deeply. On the page
“Comparing two Seasons”, the user can define the years to be taken into account
and might also select several months to compare. For each year, the accidents of
the chosen months are displayed on two separate maps, as shown in Figure 7.9b.
Here, it is also possible to observe the accident blackspots instead of the accident
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(a) Page “Map and Time Series” (b) Page “Comparing two Seasons”

Figure 7.9: Strategic Planning Dashboard detail pages

points. Particularly, when a small geographical area with many accidents is
displayed, the consideration of accident blackspots is useful for the analysis,
as risky locations can be more easily identified. The accidents in our selected
itemset for London occur on single carriageways, i. e., the lanes of opposing
traffic are not separated by central reservations, the speed is low and the weather
is fine. The accidents contain one casualty, meaning that either only one vehicle
is involved or only one participant is injured in the incident. Typically, accidents
between motorized vehicles and vulnerable road users, such as pedestrians or
bicyclists, result in this kind of feature combinations. Comparing the accident
blackspots for the two years, several shifts in accident locations can be clearly
identified. While a major accident black spot in the center of the city that was
visible in 2017 seems to have disappeared in 2018, a new accident blackspot
in the upper west of the city appeared in the summer of 2018. This accident
blackspot should be closely examined to determine if, e. g., major roadway
changes are needed to improve road safety for vulnerable road users.

7.6 Conclusion and Future Work

In this paper, we presented a framework to support strategic planning of
road safety measures applicable to different accident data sets. We evaluated
parameter settings and defined default values for each stage of the framework.
These values can be used to adapt the framework to a new data set. In
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particular, this adaptation should consider the structure of the data, i. e., the
number of accident attributes and values, while the number of accidents itself
is less relevant, especially for the first step (frequent itemset mining).

We further observed that there are no significant differences in the choices
of time series clustering approaches between the data sets. With our new
validation index aligned to the formulated clustering goals, AMFE, it is possible
to evaluate the most promising clustering configurations for a new data set very
quickly and then select the most appropriate one. In the context of the present
study, many manual inspections of the intermediate stages are required, e. g.,
to determine the best cluster configuration or a good forecasting method for a
cluster. These manual adjustments prevent a fully automated analysis process,
but are required much less frequently after an initial setup phase, e. g., only if
the data structure changes significantly. With our study, we provide suitable
default parameters for the adaptation of the framework to new data sets, so
that starting the adaptation process becomes easier.

The provided dashboard is able to support police managers in their moni-
toring of the road accident situation by visually presenting the most interesting
and possibly still unknown attribute combinations. Thereby, it is possible to
individually adjust the weighting of the different aspects of “interestingness”.
In our study, we mainly examined the relative frequencies of accident feature
combinations. If time series with strong fluctuations are considered interesting,
then these naturally occur more frequently in combinations with low relative
frequencies and are shown preferentially by the scoring. As a result, the dash-
board shows combinations of features with a low absolute frequency, which may
not play a role in strategic planning from an economic point of view. Here, it
should be further explored whether the absolute number of accidents with the
characteristic combination should be included in the scoring.

So far, we have only analyzed accident circumstances that are available
in the accident data provided. In a next step, we will include vehicle and
accident data to enrich the results with substantial insights. The data could
be supplemented with external information about social events, e. g., soccer
matches, festivals or concerts, as these events are usually associated with higher
traffic volumes and could result in a higher number of accidents. Detailed
weather information and its forecast, e. g., rainfall or temperature, could be
another useful addition to improve the quality of our forecasting step.
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Chapter 8

Strategic Road Safety
Dashboard: Visualizing
Results of Accident Data
Mining

Abstract*

Road safety is a major concern, as accidents kill on average 3,600
people per day. In order to reduce the number of road accidents, the
police or local authorities jointly implement actions and measures to
increase road safety. Therefore, it is necessary to analyze and predict
the different circumstances of accidents comprehensively. Only with
the knowledge, e. g., about the temporal pattern, locations, or road
conditions, meaningful actions can be derived and implemented. A
framework to support strategic planning of road safety measures
is designed that consists of several consecutive data mining stages,
i. e., frequent itemset mining, time series clustering, forecasting, and
scoring. An informative and comprehensible presentation of the
results is necessary to make them usable for the planning of measures.
With a strategic road safety dashboard, we enable police managers
to identify accident blackspots and especially their temporal pattern
for different feature combinations.

*Originally published as K. Meißner and J. Rieck (2022b). Strategic road safety dashboard:
Visualizing results of accident data mining. In: Operations Research Proceedings 2021. Ed. by
M. Trautmann Norbert and Gnägi. Cham: Springer International Publishing, pp. 302–308,
reproduced with permission from Springer Nature. The final authenticated version is available
online at https://doi.org/10.1007/978-3-031-08623-6_45.
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8.1 Introduction

8.1 Introduction

For the planning and implementation of actions and measures to improve road
safety, police managers or local authorities must be equipped with adequate
tools (e. g., a dashboard). They need to know the circumstances that lead
to accidents in different locations and at different times in order to properly
schedule measures such as speed reductions, new stop signs or patrol routes.
Accident circumstances include many aspects that are recorded as data sets
of attributes (e. g., weather) and corresponding values (e. g., rain, snow etc.).
A large number of combinations of attributes and values (i. e., features) are
possible and must be considered in the strategic planning of police actions. By
observing the temporal pattern of the various accident circumstances, changes
in certain feature combinations can be detected. For example, if there is a
steep increase in the frequency of a combination or a change in the seasonality,
then appropriate countermeasures must be initiated urgently. The actions
typically cannot be implemented ad hoc, but must be planned months in
advance. Based on many years of experience, police managers might tend to
investigate already known relationships between accident features. This could
easily leave unfamiliar feature combinations undetected and thus unaddressed
by road safety measures. In order to also detect unknown relationships, we
have developed a complex data mining framework. By applying unsupervised,
descriptive methods (e. g., frequent itemset mining), it is possible to identify
“interesting” feature combinations with, e. g., critical changes in frequency in
the corresponding time series. Forecasting methods may be used to anticipate
behavior in the future and initialize preventive measures as soon as possible.
Although advanced data mining methods can certainly provide good results, it
is important, especially for road safety actions, that the results of the methods
are presented in a comprehensible way and can be easily operationalized by
police managers. For this purpose, we propose a web-based interface providing
an appropriate presentation for the expert audience.

8.2 Related Work on Road Safety Dashboards

In this section, we outline possible solutions for designing a road safety dashboard
depicting results from data mining studies. While dashboards typically aim to
visualize key performance indicators at an aggregate level in real time, decision
support systems are more often used for long-term planning and often provide
more in-depth data exploration. Road safety dashboards are usually situated
between the two poles, as effective planning rarely demands real-time data
while requiring descriptive visualizations.
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Feng et al. (2020) use a dashboard to display some predefined statistical
reports of certain attributes and a graph of daily accident counts over a selected
time period. In addition, they present an interactive map that provides a rough
overview of the accident situation in the UK with some filtering options for a
more detailed insight into the type of accidents. In their dashboard, Ait-Mlouk
and Agouti (2019) combine different data mining approaches for analyzing acci-
dents. By integrating multiple criteria analysis within association rule mining,
it is possible to present only the most interesting rules according to the decision
maker’s preferences. The tool also displays a time series of predicted accident
numbers and casualties. Jiang et al. (2020) use association rules to determine
the key factors of fatal and non-fatal run-off-road accidents and present a
dashboard for spatial visualization of accidents that belong to a certain rule.
By highlighting the blackspots on the map, the user’s attention is particularly
drawn to high-risk locations for the particular combination of accident features.
The European road safety decision support system (Martensen et al., 2019)
provides existing knowledge about traffic risks and possible countermeasures.
A literature repository of studies and synopses allows for an overview of the
estimated effects for each road accident risk factor and corresponding measures.
In addition, a tool to evaluate the economic efficiency of actions in terms of
cost and extent of road safety increase is implemented.

The results of unsupervised methods are particularly interesting for vi-
sualization in a dashboard, as they potentially point out new knowledge on
circumstances and locations. The presented dashboards lack a method to prop-
erly select the “interesting” information from a large amount of data, because
they do not take the temporal patterns of the circumstances into account, as
the prediction of accident circumstances is not included in the selection process.

8.3 Strategic Planning Support Data Mining Frame-
work

Here, we give a short overview of the underlying data mining methods in our
framework. The parameters for the methods were chosen by comparing the
results on three different datasets (i. e., London, Wales, and Scotland in the
UK). The primary objective of our planning support framework (see Fig. 8.1)
is to identify correlations within accident data that are either unknown to
police managers or have a particular temporal pattern that warrants a closer
inspection. In Meißner and Rieck, 2019, four consecutive data mining stages (a)
– (d) are defined, the results of which are displayed in the convenient dashboard
introduced in this paper.
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FIM and 

Time Series 

Generation

Time Series 

Clustering

Forecasting 

Method
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Figure 8.1: Strategic planning support framework

(a) Frequent Itemset Mining and Time Series Generation: Frequent
Itemset Mining (FIM) enumerates all possible itemsets I (i. e., sets of accident
features) and determines their support values, reflecting the (relative) frequency
of each itemset. With this unsupervised approach, we are able to detect unknown
relationships within the data. In order to evaluate the temporal patterns of the
itemsets, we separate the accident data set D into T monthly sets Dt, such that
D = ∪tDt, ∀t = 1, . . . , T . For each itemset I, we then determine the relative
support xIt for each data set Dt and thereby generate a monthly time series
XI .

(b) Time Series Clustering: Even with small data sets, step (a) generates
many itemsets and thus time series. To identify itemsets with an “interesting”
temporal pattern that might occur even if it has low overall frequency, we apply
time series clustering to group similar time series. This allows to identify one
suitable forecasting method for each cluster, rather than finding one for each of
the time series. Since clustering approaches depend on the underlying data, it
is crucial to find an appropriate parameter configuration consisting of a scaling
method, a distance measure, a clustering method, and a number of clusters.

(c) Time Series Forecasting: When all time series are grouped, we
identify the most suitable forecasting method for each cluster by taking the
corresponding centroid time series into account. We consider simple (e. g.,
random walk, näıve) and statistical methods (e. g., AutoRegressive Integrated
Moving Average (ARIMA), exp. smoothing) as well as sophisticated approaches
like neural networks. Well-known error measures like root-mean-squared error
help to identify a good approach per cluster.

(d) Scoring: In order to identify the most interesting accident feature
combinations, we employ a predictive scoring procedure based on three different
aspects of time series. A time series is interesting, e. g., if it shows an increasing
trend (1) compared to the mean of the previous period’s values. Consequently,
the feature combination occurs in a growing percentage of accidents and should
therefore be investigated in more detail. Another time series might be worth
looking at because it shows significant fluctuations (2) in the current period,
i. e., deviations from the mean, which are not caused by regular seasonal
fluctuations. The information about seasonality results from the ratio of the
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variance of the time series without and with seasonality. A third aspect is
the root-mean-squared error (3) introduced by the centroid-based forecasting
method. If the prediction is not reliable, the time series should be submitted
to a user for review, as it is possibly assigned to an inappropriate cluster. For
the final score the three individual aspects (1), (2), and (3) are summed while
applying individual weights γ1, γ2, γ3 to modify their influence on the selection
of interesting feature combinations. The time series with the highest scores
are presented in the strategic road safety dashboard, where the default weights
(γ1, γ2, γ3) = (0.4, 0.4, 0.2) can be adjusted based on the analyst’s interests.
Please note that we only weakly incorporate the forecasting error (3) into the
resulting score. Unlike the other two aspects, this one does not primarily assess
“interestingness” in terms of road accidents, but rather evaluates the goodness
of the framework itself.

8.4 Strategic Road Safety Dashboard

Police managers need information on “interesting” accident feature combinations
in order to strategically plan road safety measures. Hence, the results are
visualized in a user-friendly and convenient dashboard, where we focus on
descriptive analytics and employ predictions only in the scoring process. On
a landing page, the region of interest can be selected and the weights of the
score calculation are adjusted according to individual needs. For example,
one user wants to see those itemsets that are very poorly predicted to ensure
that the time series clustering approach does not “hide” incorrectly grouped
time series (increase γ3). Another user might be interested in accident feature
combinations that show high non-seasonal fluctuation (increase γ2) or feature
combinations that provide a high increase in the relative number of accidents
in the last period (increase γ1). The ten most interesting itemsets are selected
and displayed with their score values.

For a case study, we consider London as the region of interest and select
the itemset I = {2 vehicles, Urban, Junction controlled, Road class ‘A’}, as it
exhibits one of the highest score values. The spatial distribution of accidents for
this specific feature combination can be examined on two detail pages. The page
“Map and Time Series” (see Fig. 8.2a) displays the accidents for a pre-defined
period colored by their severity. The respective time series of relative support
values is displayed as well. If some irregularities within the time series are
detected, it might be advisable to compare the accidents of different seasons
and years. In Fig. 8.2a, we can identify an unusually high support value in
summer 2018 compared to the same months in 2017. In order to investigate
the corresponding accident locations, we provide two ways to drill down into
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(a) Page “Map and Time Series” (b) Page “Comparing two Seasons”

Figure 8.2: Strategic road safety dashboard detail pages
http://applications.wirtschaftsinformatik-hildesheim.de:443/

the data. On the page “Comparing two Seasons”, the user can define the years
to be taken into account and also select several months to compare. For both
years, the accidents of the chosen months are displayed on separate maps, as
shown in Fig. 8.2b. Here, it is also possible to observe accident blackspots
instead of accident points. Particularly for small geographical areas with many
accidents, it is useful to consider accident blackspots for the analysis to identify
risky locations more easily. The accidents in our selected itemset for London
happened at controlled junctions on major roads. Hence, the blackspots reflect
the most important routes coming out of London and we can clearly detect
a shift in the blackspot locations towards the south-east between 2017 and
2018. At these spots, controlled junctions should be closely inspected and
accident prevention measures implemented, such as changes in the control
of the intersections or monitoring of red light violations via safety cameras.
In order to support the choice of appropriate safety measures, we embed a
link to the SafetyCube decision support system. The repository of studies on
safety measures can be searched with the accident features of the itemset under
consideration in order to plan actions accordingly.

The exemplary dashboard is not yet subject to a regular update routine,
as exemplified in Fig. 8.3. The dashboard data requires monthly updates to
display the accidents of the previous month on the map. For the new data set
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Figure 8.3: Update procedure for the strategic road safety dashboard

DT+1, the relative support values for all existing itemsets are calculated and
forecasting and scoring are applied to the now extended time series. After a few
minutes, the police manager can then analyze the updated results and begin
planning appropriate road safety measures. In order to detect structural changes
in the data (e. g., new frequent itemsets or changes in time series clusters), the
entire underlying framework from Fig. 8.1 should be updated about once a year,
which should also include re-evaluating and possibly adjusting the configuration
parameters.

8.5 Conclusion and Future Work

We presented a strategic road safety dashboard based on accident data mining.
The underlying framework, consisting of unsupervised methods for detecting
unknown feature combinations and forecasting their temporal patterns, provides
results that can help police managers to plan road safety measures. In the
dashboard, these results are presented in a comprehensible way. Thus, a spatial
analysis of accident circumstances and the accident numbers over time in a
given accident situation is facilitated. Thereby, it is possible to individually
adjust the weighting of the different aspects of “interestingness” and determine
temporal changes in accident blackspot locations.

So far, we have only analyzed accident circumstances. The next step it to
include vehicle and accident data to enrich the results with substantial insights.
Moreover, the forecasting accuracy could be enhanced by including external
data (e. g., weather forecasts or surrounding conditions like sport events). To
establish a productive system, the settings page should be extended to support
updates of the framework.
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Chapter 9

Time Series Analysis and
Prediction of Geographically
Separated Accident Data

Abstract*

Road accidents are one of the most common causes of death in
many countries, so it is imperative that police and local authorities
take appropriate measures to prevent them. Accident circumstances
vary depending on place and time. Therefore, a determined geo-
graphical and temporal analysis is needed in order to predict and
interpret future accident numbers. Our study shows how such an
analysis can be carried out using geographical segmentation. In
particular, we take into account the different accident circumstances
and their influence on the number of road accidents in the context
of time series analysis.

9.1 Introduction

Almost five fatal accidents happen on average every day on British roads. In
Germany, nearly nine fatal accidents occur daily. In addition, around 6,300
property damages (but not personal injury) are recorded per day in Germany

*Originally published as K. Meißner et al. (2020). Time series analysis and prediction of
geographically separated accident data. In: Intelligent Information and Database Systems.
Ed. by P. Sitek et al. Vol. 1178. Communications in Computer and Information Science.
Singapore: Springer, pp. 145–157. The final authenticated version is available online at
https://doi.org/10.1007/978-981-15-3380-8_13.
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9.1 Introduction

(cf. Statistisches Bundesamt (Destatis), 2019). Due to the large numbers and
the increasing trend of accidents over time, an analysis of accident data is
of great importance for local authorities, cities, and the police. The analysis
provides answers to questions such as: Where do most accidents happen? Are
there geographical differences? What are the environmental conditions for most
accidents? What conclusions can be drawn for the future of accidents from
historical data?

In our approach, we first separate the data by geographical regions in order
to identify spatial differences. Then, we calculate the number of accidents over
time and interpret the data as time series. The resulting time series have a
behavior that is usually determined by various influencing factors or attributes
(e. g., day, weather, urban or rural area, and road type). An interaction of
different influencing factors leads to a behavior of the time series which shows,
e. g., a trend (long-term basic direction of a time series; upward or downward),
periodic annual fluctuations (due to seasonal effects) or regular and irregular
movements, caused by significant events. In order to analyze and forecast time
series data, the combined consideration of the time series of the individual
attributes can be an important instrument. In this way, we obtain a collection
of time series that corresponds to the measurements of attributes spanning the
same time interval (multivariate time series, cf. Cheng et al., 2009).

In the following, the accident data of Great Britain is exemplary taken into
account. The decision for this data is influenced on the one hand by the fact
that Great Britain is characterized by large cities, long country roads, sparsely
populated areas, rolling hills, and coastal roads and thus shows a high degree
of heterogeneity (see accident locations indicated by black dots in Fig. 9.1). On
the other hand, the British road accident data is available at a very detailed
level and can be inspected publicly (Department for Transport, 2019a). The
study under consideration is based on traffic accident data from 2012 to 2017,
which show about 840,000 accidents in 72 months. Obviously, the procedure
discussed below for analyzing the data can also be applied to other regions and
countries.

Accident data is usually recorded by the police. Thereby, as much infor-
mation as possible is stored so that local authorities, cities, and the police
can subsequently take appropriate measures to prevent accidents. Typically,
detailed accident circumstances are provided including time and day, condition
at accident location (e. g., road surface, weather, lighting conditions, special
hazards), and a location description (e. g., road type, speed limit, junction
control, pedestrian crossing). Personal circumstances refer to age and gender
of the persons involved, vehicle type, and a detailed description of the course
of events, usually structured in different attributes with predefined categories.
Not included in the police data are exogenous variables that can also be used to
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Figure 9.1: Accidents in GB Figure 9.2: Numbered grid cells

support the analysis. This data is typically characterized by the fact that it does
not address a specific geographical position; the exogenous data often refers to
certain areas. Examples are socio-demographic data such as unemployment rate,
population density, and age structure, detailed weather information including
temperature, wind speed, and direction or data related to traffic in general, like
petrol prices.

The paper’s contribution is to perform a comprehensive analysis and pre-
diction of accident time series data, composed of several attribute time series.
Within the analysis, a special focus is made on the geographical location of
accidents and the respective accident circumstances (i. e., neither personal
circumstances nor exogenous data are considered in our study). In order to
distinguish the approach from other studies, a literature review is given in
Section 9.2. Section 9.3 describes the procedure of the analysis. Section 9.4
discusses the results obtained by a case study and Section 9.5 ends with a
summary and an outlook.

9.2 Literature Review

In this section, we provide an overview of articles in which accident numbers
are predicted on the basis of accident time series. The analysis of time series
refers either to entire countries or cities or to smaller geographical separations
of these. In addition, attributes or exogenous variables are considered in some
articles.
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Quddus (2008) analyses data on road accidents in Great Britain. A forecast-
ing of future accident numbers is performed using integer autoregressive models
at different aggregation levels (e. g., years and months, the whole of Great
Britain and individual street levels etc.). Karlis and Hermans (2012) discuss
time series models for accident prediction, in particular state-space models
(flexible approaches that can be reduced to, e. g., AutoRegressive Integrated
Moving Average (ARIMA) if suitable parameters are selected). A focus is given
to models that allow for disaggregate analysis, i. e. analysis on, e. g., different
age categories (young vs. elderly drivers), different genders or different road
types (motorway, regional road, and local road).

Kumar and Toshniwal (2016b) consider accident time series of 13 different
districts in India. The resulting time series are grouped using clustering methods
in order to find similar districts. Moreover, a (simple) trend analysis is carried
out for each cluster. Dong et al. (2016) focus on the identification of spatial
and temporal patterns in Florida. In their study, they use a Bayesian ranking
model to determine similar areas with different accident numbers over time
and different areas with similar accident trends (rising or falling) and are
thus able to find areas that could become accident hot spots in the future.
Fawcett et al. (2017) identify hot spots in the city of Halle (in Germany). The
authors divide the city into small areas (a kind of grid formation). Then, the
numbers of accidents over time are determined and a Bayesian hierarchical
modeling is used for forecasting. In the area of crime analysis, Huddleston
et al. (2015) introduce a top-down forecasting approach that considers the
differences between subregions to forecast future crime hot spots within the
city of Pittsburgh. The subregions are not defined on the basis of jurisdictional
boundaries. Instead, the authors place a fine grid over the city, measure the
density of events in each grid cell, and use a kernel density function to accurately
position the hot spots (and their offshoots) in a grid. The time series of crime
events are predicted with ARIMA and Holt-Winter, using only a single model
(assuming all sub-regions have the same trend and seasonal effects).

Commandeur et al. (2013) show that time series analysis methods such
as ARIMA (compared to simple linear regression methods) are efficient in
predicting future trends in road accidents. The study is based on Norwegian,
British as well as French data and take exogenous variables such as petrol price,
temperature, rainfall etc. into account. In this way, statements can be made,
such as an increase in the petrol price by 1% leads to a reduction in fatalities
or serious injuries in accidents by 0.3%. In addition, the effects of major
safety campaigns (e. g., the introduction of safety belts) are analyzed. Other
authors also confirmed the applicability of ARIMA for accident forecasting
in different countries (e. g., Nigeria (Balogun et al., 2015), Iran (Razzaghi
et al., 2013; Yousefzadeh-Chabok et al., 2016), India (Sunny et al., 2018), and
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Malaysia (Wai et al., 2019)). Ihueze and Onwurah (2018) also refer to road
traffic crashes in Nigeria and develop ARIMA and ARIMAX models (ARMIA
with eXogenous variables) for forecasting crash frequencies. The results show
that ARIMAX, which considers accident and personal circumstances like over
speeding, weather or brake failure, produces a robust predictive model.

9.3 Time Series Analysis and Prediction

In order to obtain an overview of the geographical distribution of accidents,
the accident frequencies within specific areas, and the relevant attributes, we
first separate the data. For this purpose, a 10× 10 grid is laid over the map of
Great Britain which also includes the islands on the Scottish coast (cf. Fig. 9.2
and Subsec. 9.3.1). After the grid separation, we determine the accident time
series for each grid cell (cf. Subsec. 9.3.2). The generated time series are used
to predict future trends (cf. Subsec. 9.3.3). With the forecasting result, we
identify interesting cells for which the analysis of attribute relationships and
the derivation of accident prevention measures is performed (cf. Subsec. 9.3.4).
Therefore, the relevant attributes for the cells are identified and attribute time
series are created. There may be dependencies between various attributes,
some of them only become apparent in an individual view of the attribute time
series. For example, an almost constant time series can consist of attribute
time series that have opposite seasonal effects. These relationships interest
the communities and the local police. Figure 9.3 shows the individual steps
of our approach (i. e., (a) geographical separation, (b) time series generation,
forecasting and scoring, as well as (c, d) determining attribute relationships).

9.3.1 Geographical Separation

The geographical separation of the underlying region implies that accidents are
not evenly distributed over all cells. In rural areas, the individual accidents
on the road network can be easily distinguished, whereas in urban areas, with
more than 50 inhabitants per hectare, an accident has occurred at almost every
conceivable location in the six years under consideration (cf. Fig. 9.1). The use
of a fixed grid is necessary in order to examine individually the geographical
situations of accidents and identify specific preventive measures. For example,
there seems to be a lot of slight accidents in cities, while there are relatively
many fatal accidents in rural areas with a low population structure. Moreover,
using a grid scheme instead of, e. g., local jurisdictions allows us to identify
interesting areas that might not have attracted attention due to a separation into
different local jurisdictions. The grid-size was chosen to ensure a certain amount
of accidents even in sparsely populated cells. Otherwise, slight differences in the

178



9.3 Time Series Analysis and Prediction

(a) Geographical Separation (b) Forecasting and Scoring

(d) Time Series of Attribute Combinations(c) Analysis of Interesting Attributes

Xm[N]:YN
distance

Accident Data

Figure 9.3: Visual abstract of our research method

number of accidents would lead to large fluctuations in the time series of these
cells. Due to the grid scheme, some cells (exactly 38) are located completely in
the North Sea and are of course accident-free.

9.3.2 Time Series Generation

Once the grid has been determined, accident time series can be identified for the
individual cells. Although our evaluation should not concentrate on predicting
different severity levels of accidents, the severity needs to be considered in the
analysis. Therefore, we generate a time series for each grid cell by quantifying
the number of accidents for each month and including the severity of every
accident as a weight. In this way, we ensure that the very rarely occurring
accidents with a high severity level are sufficiently considered during the analysis.
Analogously to the Belgian approach for detecting risky road segments (cf.
Geurts and Wets, 2003), we multiply the number of accidents classified as
serious (i. e., with hospital stay) by a weight of 3, while a fatal accident (i. e.,
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with death) is adjusted with a weight of 10. Slight personal injuries are taken
into account with a weight of 1. Figure 9.3 (b) shows a resulting weighted time
series of one grid cell. We use a month-based scaling of the time axis so that a
sufficient number of accidents appear in a period. A finer scaling would often
lead to time series containing zeros when no accidents have occurred. Moreover,
the safety measures must be planned and implemented by the police. This is
usually done several months in advance, which is why a finer scaling of the time
series is also not necessary from a police point of view.

A weighted time series can now be decomposed in order to obtain weighted
time series for individual, specific attributes. By overlaying the original time
series and the times series of attributes (e. g., for road type “single carriageway”,
fine or rainy weather), a multivariate time series is generated. On the basis
of this multivariate time series, attributes can be identified that significantly
determine the behavior of the underlying accident time series.

In addition to the consideration of individual attribute time series, the
combined influence of attributes on weighted accident data should be considered.
For this purpose, we generate time series for different attribute combinations
(e. g., for fine weather and road type ‘single carriageway’). The British accident
data contains up to 18 different attributes with varying values describing the
accident circumstances, which can be meaningfully combined to more than 5,000
attribute combinations (cf. Meißner and Rieck, 2019). Thus, a distinction must
be made between attribute (itemset) time series that are relevant and those that
are non-relevant and can be neglected. We detect meaningful combinations by
applying frequent itemset mining to the accidents of one grid cell and thereby
obtain frequently occurring itemsets I consisting of several attributes (e. g.,
attributes i1, i2, i3).

Through our grid scheme and our decomposition, we obtain 10× 10 = 100
severity-weighted time series y0, . . . , y99 with t = 1, . . . , 72 timestamps each
(for six years). Furthermore, corresponding time series for relevant itemsets
are identified for every time series yN , N ∈ {0, . . . , 99}. Since the number of
relevant itemsets can vary, we assume that time series yN has m[N ] relevant
itemset time series x1[N ], . . . , xm[N ].

9.3.3 Forecasting and Scoring

By studying the accident numbers in a grid cell, it is possible to identify cells
that show a recurring course of accidents, which means that a forecast does not
yield any significant surprises. For these cells, the police can easily adjust the
degree of prevention measures to the frequency of accidents. Locations with
accident black spots (i. e., many accidents) are usually already known to the
police and are covered by appropriate measures. Cells of particular interest
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Figure 9.4: RMSE and sMAPE values by cell size category

are therefore those where the behavior is not easy to anticipate. These cells
or the corresponding regions are of particular interest for the police and also
for the local communities, although they may not show an accident black spot.
In order to identify the “interesting” cells, a scoring procedure is introduced
which rates these cells with a high score value.

In what follows, we assume that a forecast is made for each time series
using statistical methods. In preliminary studies, ARIMA has proven to be
suitable for forecasting, as the time series of the British data are either rather
constant, have a trend or follow a seasonal effect. ARIMA supports these
characteristics by an integrated season-trend-decomposition. Other statistical
methods, such as exponential smoothing, can also reflect trend and seasonality,
but were dominated by ARIMA regarding forecasting accuracy.

We use the first 66 months of the univariate time series of accidents with
weighted severity to estimate the parameters for ARIMA. Afterwards, a fore-
cast for the remaining 6 months is performed, allowing a comparison of the
predicted and actual accident numbers. The worse the accident numbers could
be predicted, the more “interesting” the time series is, since no pattern can be
found for the time series. Preventive measures are thus particularly difficult to
apply as it is impossible to assess whether they will be effective.

In order to determine ARIMA’s accuracy, the Root Mean Squared Error
(RMSE) is chosen. RMSE is calculated as the square root of the average of
squared differences between the predicted and actual values (see, e. g., Hyndman
and Athanasopoulos, 2019). Due to the squaring of differences, RMSE is very
sensitive to outliers, making it highly applicable for our scoring procedure.
Other known error measures, such as Mean Absolute Scaled Error (MASE)
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Table 9.1: RMSE and sMAPE for ARIMA forecast (for 62 non-empty cells)

∅ monthly
accidents

score
(bias = 10)

RMSE
ARIMA

sMAPE

mean 298.188 0.078 25.109 50.723
standard deviation 487.391 0.099 37.271 64.946
min 0.014 0.002 0.015 3.403
max 2,803.000 0.471 239.601 200.000

or symmetric Mean Absolute Percentage Error (sMAPE), were excluded by
preliminary tests for determining a meaningful score value. In particular,
the property of MASE to set the prediction error in relation to the naive
forecast is most unsuitable for our trendly and saisonal application. The
sMAPE ∈ [0%, 200%] is also not applicable, as it strongly emphasizes the
poorly predictable outliers in the time series of grid cells with few accidents, as
illustrated in Fig. 9.4 and Tab. 9.1.

The RMSE is inherently not scaled, so the forecast errors for cells with
many accidents are naturally higher than the RMSE values for cells with fewer
accidents. To scale it appropriately, the RMSE value is divided by the monthly-
average accident number weighted by the severity ȳN . Moreover, we add a
bias term of b = 10 to the denominator in order to ensure that cells with few
accidents are not overweighted. This results in the following formula for the
score of cell N ∈ {0, . . . , 99} (cf. Tab. 9.1), where ŷN (t) is the predicted number
of accidents at timestamp t and T = 72:

scoreN =

√︄
1
6

T∑︁
t=T−6

(ŷN (t)− yN (t))2

b+ 1
T

T∑︁
t=1

yN (t)

. (9.1)

The bias b = 10 in Eq. (9.1) was determined in a preliminary study, in which
the score values were compared to the average monthly observation values ȳN .
Figure 9.5 shows for some selected bias values the scores of the cells sorted and
grouped by accident severity and number of accidents. This reveals that small
bias values (e. g., b = 0, b = 0.5, b = 1) result in a high score for cells with very
few accidents and a low severity, as the prediction accuracy is very poor due to
the low number of accidents. For a bias of b = 10, significantly concentrated
score values were found in the interval [0, 0.5]. Here, cells with the highest score
values can be identified for cells with a higher monthly average ȳN . For larger
bias values, the same cells receive a high score value as for b = 10, but the score
interval becomes too small and thus too little distinguishable (e. g., b = 100).
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Figure 9.7: 8 selected grid cells, with score greater than 0.3

Figure 9.6 visualizes the ordered score values of all 62 non-empty grid cells.
The darker a point, the more accidents occurred within the corresponding cell.
The figure shows a cutoff value for an “interesting” cell with a score of 0.3,
since a clear jump in the scores can be seen here. The thus selected eight grid
cells are indicated in Fig. 9.7. Please note that despite our scoring procedure,
cells with few accidents become visible (mainly in Scotland). These cells are
particularly interesting and need to be examined further.

9.3.4 Analysis of Interesting Attributes

Once an interesting cell has been determined from the score or one has been
chosen within the geographical area of responsibility, it is crucial for the local
police to know which attributes of an accident have the greatest influence on
the temporal pattern of the accident numbers. Only then can they plan and
implement the appropriate measures.

To estimate the influence of an itemset time series xm[N ], we make use of
different influence indicators. First, we calculate the euclidean distance between
the time series xm[N ] and the weighted severity time series yN . In this way we
discover whether the temporal course of the two time series is similar. The
higher the distance deucl(xm[N ], yN ), the weaker is the influence of xm[N ] on yN .
For better comparability, we also center all time series by subtracting their
mean values. The (centered) euclidean distance is defined as follows:

deucl(xm[N ], yN ) =

⌜⃓⃓⎷ T∑︂
t=1

(xm[N ](t)− yN (t))2 (9.2)
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center deucl(xm[N ], yN ) =

⌜⃓⃓⎷ T∑︂
t=1

((xm[N ](t)− x̄m[N ])− (yN (t)− ȳN ))2 (9.3)

To analyze time series dependencies, one of the most widely used approaches
is to calculate the cross-covariance or cross-correlation between the series (cf.,
e. g., Ihueze and Onwurah, 2018). Due to our setup, we can assume that no
causality can ever exist between a weighted severity value of a certain month in
time series yN and a previous month in time series xm[N ]. Therefore, we only
calculate the cross-correlation and the normalized cross-correlation between the
aligned time series (a high value indicates similar shapes). Please note that
the normalization has a comparable effect as the centering for the euclidean
distance.

cross corr(xm[N ], yN ) =

T∑︂
t=1

xm[N ](t) ∗ yN (t) (9.4)

norm cross corr(xm[N ], yN ) =
cross corr(xm[N ], yN )√︄
T∑︁
t=1

xm[N ](t)2 ∗
T∑︁
t=1

yN (t)2

(9.5)

9.4 Results of a Case Study

Using our presented forecasting and scoring procedures, eight interesting cells
could be found in Great Britain. One of these cells (number 63 with the highest
score value) is selected to present and discuss the results in form of a case study.

In Tab. 9.2, we show different values of the influence indicators (9.2) –
(9.5) for several itemset time series xm[63] of grid cell 63. All four indicators
depict the same trend and favor the “urban” time series as the most influential
one, followed by road type “other road” (i. e., all road types excluding “single
carriageway”). For the other seven interesting cells, the indicators behave in
the same way.

As the normalized cross-correlation value is the most suitable influence
indicator, we focus on this measure for further analysis of itemsets with more
than one item. Table 9.3 contains the most frequent itemsets for grid cell 63,
which is located in the Scottish Highlands and shows only an average of
15 accidents in one month. The most influential combination is the time series
of accidents on rural roads at fine weather conditions. Please note that this
particular combination has a higher normalized cross-correlation than both
individual time series, indicated in Tab. 9.2. The police can use this information
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Table 9.2: Comparison of different influence measures for itemset time series
xm[63]

Attribute Value deucl center deucl cross corr
norm

cross corr

light daylight 281 254 21,241 0.895
light other light 880 543 5112 0.322
weather fine 947 580 3423 0.146
weather rain/snow 239 225 2,2310 0.906
area urban 93 104 25,889 0.968
area rural 1,110 592 464 −0.093

road type
single
carriageway

1,063 576 1648 0.218

road type other road 148 150 24,705 0.951

to carry out preventive measures. Obviously, driving in fine weather in rural
areas (possibly on undeveloped roads) causes drivers to drive too fast or too
carelessly, which leads to accidents. Possible police measures now would be
the use of speed cameras in such weather conditions and/or the installation of
moving design elements to break the monotony of driving.

In order to assess the results of cell 63 more clearly, we additionally present
the data of a different cell in Tab. 9.3. Cell 28 has the highest score of all cells
in the size category “medium”, i. e., 295 accidents per month and a score of
0.21. The itemsets of cell 63 are also frequent here, but the influence of the
itemset time series on the severity weighted accident numbers is different for
cell 28, with exception of the most influential. This result clearly demonstrates
why it is important to first segment the data geographically and then examine
the influence of the accident attributes, as this can vary greatly at different
locations.
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Table 9.3: Normalized cross-correlation for itemset time series with more than
one item

weather light area road
norm

cross corr
(xm[63], y63)

norm
cross corr

(xm[28], y28)

fine daylight 0.849 0.294
rain/snow daylight 0.236 0.338
fine other light 0.376 0.538
rain/snow other light 0.005 0.342

daylight urban −0.037 0.276
other light urban −0.208 0.457
daylight rural 0.902 0.369
other light rural 0.335 0.506

fine urban −0.034 0.605
rain/snow urban −0.173 0.259
fine rural 0.912 0.726
rain/snow rural 0.196 0.449
fine daylight rural 0.854 0.287
fine daylight s. carriagew. 0.831 0.292
fine urban s. carriagew. 0.009 0.572
rain/snow daylight urban other road −0.134 0.142
fine other light rural s. carriagew. 0.409 0.494

9.5 Discussion and Future Research

We have presented a procedure for analyzing accidents, which initially segments
the accident data geographically. The areas, where accident numbers are most
difficult to predict, are then examined further, as these are the areas in which
police measures are very promising. To determine the appropriate road safety
measures, we perform an analysis of the time series for individual accident
attributes and combinations of attributes. If these are cross-correlated with the
course of the accident numbers in the segment under consideration, the police
gains insight in the main accident causes and can derive measures.

In ongoing developments of our approach, we aim to improve geographic
segmentation by not rigidly specifying the size of grid cells, but by reducing
the size of cells in areas with more accidents and enlarging them in others.
This also optimizes the scoring process, as the number of accidents between
cells will no longer vary so much. Moreover, we will use the automatically
detected dependencies between accident attributes to enhance the forecasting
by performing a multivariate prediction based on AutoRegressive Integrated
Moving Average with eXogenous variables (ARIMAX).
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Chapter 10

Multivariate Forecasting of
Road Accidents based on
Geographically Separated
Data

Abstract*

As road accidents are the leading cause of death for young adults
all over the world, it is necessary for the police to evaluate the acci-
dent circumstances carefully in order to take appropriate prevention
measures. The circumstances of an accident vary in their frequency
over time and depend on the local conditions at the accident site.
An evaluation under geographical and temporal aspects is therefore
necessary. On the basis of the time series, we investigate the various
accident circumstances, which show interdependencies with each
other, and their influence on the number of accidents. Moreover, a
multivariate forecasting is used to indicate the future progression
of accidents in different geographical regions. Forecast values are
determined with a special extension of the ARIMA method. In
order to identify geographical regions of interest, we present two
different concepts for segmentation of accident data, which allow
the adaptation of police measures to local characteristics.

*Originally published as K. Meißner and J. Rieck (2021). Multivariate forecasting of
road accidents based on geographically separated data. In: Vietnam Journal of Computer
Science 8.3, pp. 433–454. The final authenticated version is available online at https:

//doi.org/10.1142/S2196888821500196.
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10.1 Introduction

10.1 Introduction

On British roads there are on average almost five fatal accidents a day. In
Germany, nearly nine fatal accidents occur daily and, in addition, around 6,300
property damages (but not personal injury) are recorded every day (Statistisches
Bundesamt (Destatis), 2019). Due to the large numbers and the increasing
trend of accidents over time, an analysis of accident data is of great importance
for local authorities, cities, and the police. The analysis provides answers to
questions such as: Where do most accidents happen? Are there geographical
differences? What are the environmental conditions for most accidents? What
conclusions can be drawn for the future of accidents from historical data?

In order to answer these questions in the field of accident analysis, we
apply an extensive prediction framework. Within the framework, a geographical
segmentation is carried out using two different concepts. Both concepts (namely
a grid-based approach and an approach based on the officially defined local
authority areas) are suitable for detecting geographical variations or anomalies.
Moreover, the two approaches provide a sensible way to identify geographical
regions, where appropriate prevention measures may not yet be activated. For
each segment defined by either of the two concepts, we generate a time series
of accidents, where the shape is determined by various influencing factors
or attributes (e. g., hour, urban or rural area, weather, and road type). An
interaction of different influencing factors leads to a behavior of the time series
which shows, e. g., a trend (long-term basic direction of a time series; upward
or downward), periodic annual fluctuations (due to seasonal effects) or regular
and irregular movements, caused by significant events. For the analysis and
forecast of time series data, the combined consideration of the time series of
the individual attributes in a multivariate forecasting is therefore an important
instrument, cf. Cheng et al. (2009). Hence, the prediction framework allows
to determine which accident circumstances in a region significantly influence
the accident numbers. As a result, prevention measures can be more precisely
adapted to the causes and circumstances of present and future accidents.

The scientific contribution of the paper is to provide a multivariate forecast-
ing of accident data, taking into account historical data of accident attributes
that influence each other. The forecasting is performed using an adapted and
adequate AutoRegressive Integrated Moving Average (ARIMA) variant. In
addition, different concepts for the geographical segmentation of data are dis-
cussed, thus providing a guideline for future studies to systematically select and
parameterize the segmentation approaches. The paper is structured as follows:
In Section 10.2, the underlying data is introduced and a literature review is
given. Section 10.3 describes the procedure of the analysis within the proposed
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framework and provides insight in the selection and parametrization of the
individual steps. Section 10.4 ends with a summary and an outlook.

10.2 Data Basis and Related Work

In this section, we first provide an overview of the accident data used (cf. Sub-
sec. 10.2.1). We then consider articles in which accident numbers are predicted
on the basis of previous accident numbers. The analysis of accidents in the
individual articles refers either to entire countries or cities or to smaller geo-
graphical separations of these. In addition, attributes or exogenous variables
are considered in some articles (cf. Subsec. 10.2.2).

10.2.1 Accident Data Basis

Our study is based on accident data from Great Britain. The decision for this
data is influenced on the one hand by the fact that Great Britain is characterized
by large cities, long country roads, sparsely populated areas, rolling hills, and
coastal roads and thus shows a high degree of heterogeneity (see the actual
accident locations indicated by black dots in Fig. 10.1 and the monthly accidents
in local authority areas, weighted by the severity, in Fig. 10.2). On the other
hand, the British road accident data is available at a very detailed level and
can be inspected publicly (Department for Transport, 2019a). The study under
consideration is based on traffic accident data from 2012 to 2017, which show
about 840,000 accidents in 72 months. Obviously, the procedure discussed
below for analyzing the data can also be applied to other regions and countries.

Accident data is usually recorded by the police. Thereby, as much infor-
mation as possible is stored so that local authorities, cities, and the police
can subsequently take appropriate measures to prevent accidents. Typically,
detailed accident circumstances are provided including time and day, condition
at accident location (e. g., road surface, weather, lighting conditions, special
hazards), and a location description (e. g., road type, speed limit, junction
control, pedestrian crossing). Personal circumstances refer to age and gender
of the persons involved, vehicle type, and a detailed description of the course
of events, usually structured in different attributes with predefined categories.
Not included in the police data are exogenous variables that can also be used
to support the analysis. This data is typically characterized by the fact that it
does not address a specific geographical position; exogenous data often refers
to certain areas. Examples are socio-demographic data such as unemployment
rate, population density, and age structure, detailed weather information in-
cluding temperature, and wind speed or data related to traffic in general, like
petrol prices. However, some of the information contained in the police data
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Figure 10.1: Numbered grid cells Figure 10.2: Local authority areas

can be considered as exogenous factors, as in particular the environmental
circumstances, such as road conditions and weather during an accident, are
recorded.

10.2.2 Literature Review

Quddus (2008) analyses data on road accidents in Great Britain, too (cf.
Subsection 10.2.1). A forecasting of future accident numbers is performed using
integer autoregressive models at different aggregation levels (e. g., years and
months, the whole of Great Britain and individual street levels etc.). In contrast
to our approach, this method does not take any accident attributes into account.
Karlis and Hermans (2012) discuss time series models for accident prediction, in
particular state-space models (flexible approaches that can be reduced to, e. g.,
ARIMA if suitable parameters are selected). A focus is given to models that
allow for disaggregate analysis, i. e. analysis on, e. g., different age categories
(young vs. elderly drivers), different genders or different road types (motorway,
regional road, and local road).

Our approach to segment accident data geographically and to examine
the accident time series for each segment in detail is inspired by the work of
Kumar and Toshniwal (2016b), who consider accident time series of 13 different
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districts in Uttarakhand, India. The resulting time series are grouped using
clustering methods in order to find similar districts. Instead of applying a
suitable prediction model, only a (simple) trend analysis is carried out for
each cluster. In a second study, the authors (Kumar and Toshniwal, 2017) use
the same approach for the geographical segmentation of accident data. This
involves identifying several accident patterns in the districts with regard to
accident severity, which must lead to different prevention measures in each
district. However, the temporal changes of the identified accident patterns
are not incorporated. Dong et al. (2016) focus on the identification of spatial
and temporal patterns in Florida. In their study, they use a Bayesian ranking
model to determine similar areas with different accident numbers over time and
different areas with similar accident trends and are thus able to find areas that
could become accident hot spots in the future. Fawcett et al. (2017) identify
accident hot spots in the city of Halle in Germany. The city is divided into small
areas (a kind of grid formation). Then, the numbers of accidents over time are
determined and a Bayesian hierarchical modeling is used for forecasting. The
authors take the traffic volume into account to identify grid cells with a higher
accident risk based on the number of vehicles passing this spot. Moreover, the
authors address the problem of regression-to-mean and are able to identify
emerging hot spots. The exogenous variables used by Fawcett et al. (2017), e. g.,
speed limit, junction, or major road, relate to the accident sites and can be
seen as stable over time for a given site. In our approach, we include accident
related information like weather conditions, time, and day.

In the area of crime analysis,we find an approach that is similar to the
framework presented in this paper. Huddleston et al. (2015) introduce a top-
down forecasting approach that considers the differences between subregions to
forecast future crime hot spots within the city of Pittsburgh. The subregions
are not defined on the basis of jurisdictional boundaries. Instead, the authors
place a fine grid over the city, measure the density of events in each grid cell,
and use a kernel density function to accurately position the hot spots (and their
offshoots) in a grid. The time series of crime events are predicted with ARIMA
and Holt-Winter, using only a single model (assuming all sub-regions have the
same trend and seasonal effects). In our approach, each sub-region is treated
differently, as we identify a suitable forecasting model for each area.

Commandeur et al. (2013) show that time series analysis methods such
as ARIMA (compared to simple linear regression methods) are efficient in
predicting future trends in road accidents. The study is based on Norwegian,
British as well as French data and take exogenous variables such as petrol price,
temperature, rainfall etc. into account. In this way, statements can be made,
such as an increase in the petrol price by 1% leads to a reduction in fatalities
or serious injuries in accidents by 0.3%. In addition, the effects of major
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safety campaigns (e. g., the introduction of safety belts) are analyzed. Other
authors also confirmed the applicability of ARIMA for accident forecasting
in different countries (e. g., Nigeria (Balogun et al., 2015), Iran (Razzaghi
et al., 2013; Yousefzadeh-Chabok et al., 2016), India (Sunny et al., 2018), and
Malaysia (Wai et al., 2019)). Ihueze and Onwurah (2018) refer to road traffic
crashes in Nigeria and develop ARIMA and AutoRegressive Integrated Moving
Average with eXogenous variables (ARIMAX) models for forecasting crash
frequencies. The results show that ARIMAX, which considers accident and
personal circumstances like over speeding, weather or brake failure, produces
a robust predictive model. Based on these various findings, we make use of
ARIMA and ARIMAX for road accident forecasts in our approach.

An earlier contribution by Meißner et al. (2020) presents a framework
for extracting interesting geographical regions as well as the most influential
attributes and attribute combinations for road accidents. The authors explain
their findings by means of a case study and show that influential attribute
combinations can be detected and adequate police measures can be derived. The
following paper extends the previous framework by proposing new segmentation
concepts and predicting the number of accidents in a multivariate forecasting
taking into account relevant attribute combinations.

10.3 Accident Analysis and Forecasting Framework

In order to provide the local police forces with detailed information on future
accident numbers and possible locations of black spots, we define a framework
consisting of several steps. The four major steps of our approach are visualized
in Fig. 10.3.

For an overview of the geographical distribution of accidents, the accident
frequencies within specific areas, and the relevant attributes, we first separate
the data into geographical segments (a). Two different concepts are presented
in Subsec. 10.3.1. The first concept is a grid-based approach, where a 10× 10
grid is laid over the map of Great Britain which also includes the islands
on the Scottish coast (cf. Fig. 10.1). The second concept is based on the
division into the officially defined local authority areas (cf. Fig. 10.2). After
the geographical segmentation, we determine the accident time series for each
segment (cf. Subsec. 10.3.2).The generated time series are then used for a
univariate forecasting of road accidents (cf. Subsec. 10.3.3). With the forecasting
result, we identify interesting geographical regions (b) for which the analysis of
attribute relationships (c) and the derivation of accident prevention measures
is performed (cf. Subsec. 10.3.4). For this purpose, the relevant attributes for
the segments are identified and attribute time series are created. There may be
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(a) Geographical Separation (b) Forecasting and Scoring

(d) Forecasting with Exogenous Variables(c) Analysis of Interesting Attributes

Xm[N]:YN
distance

Accident Data

Figure 10.3: Visual abstract of our research method
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dependencies between various attributes, some of them only become apparent in
an individual view of the attribute time series. For example, an almost constant
time series can consist of attribute time series that have opposite seasonal
effects. We make use of these relationships by regarding them as multivariate
time series and thus enhance the forecast of the number of accidents in the
interesting geographical segments (d) (cf. Subsec. 10.3.5).

10.3.1 Geographical Segmentation

The geographical segmentation of the underlying area implies that accidents are
not evenly distributed over all grid cells or local authority areas, respectively.
In rural areas, the individual accidents on the road network can be easily
distinguished, whereas in urban areas, with more than 50 inhabitants per
hectare, an accident has occurred at almost every conceivable location in the
six years under consideration. The use of geographical segments is necessary
in order to examine individually the geographical situations of accidents and
identify specific preventive measures. For example, there seems to be a lot of
slight accidents in cities, while there are relatively many fatal accidents in rural
areas with a low population structure.

A grid-based approach (first segmentation concept in Fig. 10.1) makes
it possible to identify interesting areas that a police analyst might not have
noticed due to the separation into different local jurisdictions. The grid-size in a
10× 10 grid was chosen to ensure a certain number of accidents even in sparsely
populated cells. Otherwise, slight differences in the number of accidents would
lead to large fluctuations in the time series of these cells. Due to the grid
scheme, some cells (exactly 38) are located completely in the North Sea and
are of course accident-free. Thus, we obtain 62 segments for the first concept.

The second segmentation concept provides for a classification of accident
data according to local authority areas (cf. Fig. 10.2). The British accident data
already contains a corresponding attribute indicating the responsible police
force in England and Wales. For Scottish accidents, only the respective county
is specified. For our considerations, we use the geographical accident data
from the 206 Counties and Unitary Authorities (also known as Upper Tier
Local Authorities) in Great Britain as of December 31st, 2017 (cf. Office for
National Statistics, 2020), and thus obtain 206 segments. These segments
are depicted in Fig. 10.2. In contrast to the grid-based approach, the second
approach accommodates the operating methods of the local police forces, which
are also guided by the boundaries of their local responsibilities in terms of
accident prevention measures. Moreover, the local authority areas are defined
by the number of inhabitants and therefore provide a more even distribution of
accident numbers than the grid-based concept.

195



10.3 Accident Analysis and Forecasting Framework

10.3.2 Time Series Generation

Once the segmentation has been determined, accident time series can be iden-
tified for the individual segments (i. e., grid cells or local authority areas).
Although our evaluation should not concentrate on predicting different severity
levels of accidents, the severity needs to be considered in the analysis. Therefore,
we generate a time series for each segment by quantifying the number of acci-
dents for each month and including the severity of every accident as a weight.
In this way, we ensure that the very rarely occurring accidents with a high
severity level are sufficiently considered during the analysis. Analogously to the
Belgian approach for detecting risky road segments (cf. Geurts and Wets, 2003),
we multiply the number of accidents classified as serious (i. e., with hospital
stay) by a weight of 3, while a fatal accident (i. e., with death) is adjusted with
a weight of 10. Slight personal injuries are taken into account with a weight of
1. We use a month-based scaling of the time axis, so that a sufficient number of
accidents occur in one period. A finer scaling would result in time series with
zeros if no accidents occurred. In addition, safety measures must be planned
and implemented by the police. This is usually done several months in advance,
which is why finer scaling of the time series is not necessary from a police
perspective as well. For the considered six years of data, we thereby generate
time series of length T = 72. Figure 10.3 (b) shows a resulting weighted time
series of one geographical segment.

A weighted time series can now be decomposed in order to obtain weighted
time series for individual, specific attributes. By overlaying the original time
series and the times series of attributes (e. g., for road type “single carriageway”,
fine or rainy weather), a new and combined time series is generated. On the basis
of this time series, attributes can be identified that significantly determine the
behavior of the underlying accident time series. In addition to the consideration
of individual attribute time series, the combined influence of attributes on
weighted accident data should be considered. For this purpose, we generate
time series for different attribute combinations (e. g., for fine weather and road
type ‘single carriageway’). The British accident data contains up to 18 different
attributes with varying values describing the accident circumstances, which
can be meaningfully combined to more than 5,000 attribute combinations (cf.
Meißner and Rieck, 2019). Thus, a distinction must be made between attribute
(itemset) time series that are relevant and those that are non-relevant and can
be neglected. We detect meaningful combinations by applying frequent itemset
mining to the accidents of one segment and thereby obtain frequently occurring
itemsets I consisting of several attributes (e. g., attributes i1, i2, i3).

For the grid-based segmentation, we thus generate 10× 10 = 100 severity-
weighted time series y0G , . . . , y99G with t = 1, . . . , 72 timestamps each, 38 of
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them being empty due to their location within the North Sea. The second
segmentation concept yields 206 time series y0L , . . . , y205L , one for each local
authority area. Corresponding time series for relevant itemsets are identified
for every time series yNG

, NG ∈ {0, . . . , 99} and yNL
, NL ∈ {0, . . . , 205}. Since

the number of relevant itemsets can vary, we assume that time series yNG
has

m[NG] relevant itemset time series x1[NG], . . . , xm[NG], while a time series yNL

can be connected to m[NL] relevant itemset time series x1[NL], . . . , xm[NL].

10.3.3 Forecasting and Scoring

By studying the accident numbers in a geographical segment (be it a grid-based
or a local authority area segment), it is possible to identify locations that show
a recurring course of accidents, which means that a forecast does not yield any
significant surprises. For these locations, the police can easily adjust the degree
of prevention measures to the frequency of accidents. Locations with accident
black spots (i. e., many accidents) are usually already known to the police
and are covered by appropriate measures. Segments of particular interest are
therefore those, where the behavior is not easy to anticipate. These segments or
the corresponding regions are of particular interest for the police and the local
communities, although they may not show an accident black spot. In order to
identify the “interesting” regions, a scoring procedure is introduced which rates
these segments with a high score value.

In what follows, we assume that a univariate forecast is made for each time
series using statistical methods. In preliminary studies, ARIMA has proven
to be suitable for forecasting, as the time series of the British data are either
rather constant, have a trend or follow a seasonal effect. ARIMA supports these
characteristics by an integrated season-trend-decomposition. Other statistical
methods, such as exponential smoothing, can also reflect trend and seasonality,
but were dominated by ARIMA regarding forecasting accuracy. We use the first
66 months of the univariate time series yNG

of accidents and yNL
with weighted

severity to estimate the parameters for ARIMA. Afterwards, a forecast for the
remaining 6 months is performed, allowing a comparison of the predicted and
actual accident numbers. The worse the accident numbers could be predicted,
the more “interesting” the time series is, since no pattern can be found for
the time series. Preventive measures are thus particularly difficult to apply
as it is impossible to assess whether they will be effective. In Subsec. 10.3.5,
we present methods that improve the relatively weak predictions of interesting
time series. The idea is to additionally consider itemset time series xi[NG] and
x[NL], i ∈ {1, . . . ,m}, respectively, with high and low correlation. The resulting
extra effort for a multivariate forecasting shows a great effect.
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Table 10.1: RMSE and sMAPE for ARIMA forecast (for 62 non-empty cells
obtained by grid-based segmentation)

∅ monthly
accidents

score
(bias = 10)

RMSE
ARIMA

sMAPE

mean 298.188 0.078 25.109 50.723
standard deviation 487.391 0.099 37.271 64.946
min 0.014 0.002 0.015 3.403
max 2,803.000 0.471 239.601 200.000

The scoring procedure is explained in the following by applying it to the data
segmented by the grid-based concept. For the local authority area segmentation,
we applied the identical methods and obtained comparable results. We will
indicate the differences in the individual steps. In order to determine ARIMA’s
accuracy, the Root Mean Squared Error (RMSE) is chosen. RMSE is calculated
as the square root of the average of squared differences between the predicted
and actual values (see, e. g., Hyndman and Athanasopoulos, 2019). Due to the
squaring of differences, RMSE is very sensitive to outliers, making it highly
applicable for our scoring procedure. Other known error measures, such as Mean
Absolute Scaled Error (MASE) or symmetric Mean Absolute Percentage Error
(sMAPE), were excluded by preliminary tests for determining a meaningful
score value (cf. Meißner et al., 2020). In particular, the property of MASE to
set the prediction error in relation to the naive forecast is most unsuitable for
our trendly and seasonal application. The sMAPE ∈ [0%, 200%] is also not
applicable, as it strongly emphasizes the poorly predictable outliers in the time
series of grid cells with few accidents, as illustrated in Tab. 10.1. The RMSE is
inherently not scaled, so the forecast errors for segments with many accidents
are naturally higher than the RMSE values for segments with fewer accidents.
To scale it appropriately, the RMSE value is divided by the monthly-average
accident number weighted by the severity ȳNG

= 1
T

∑︁T
t=1 yNG

(t). Moreover, we
add a bias term of b = 10 to the denominator in order to ensure that segments
with few accidents are not overweighted by the scaling. This results in the
following formula for the score of segment NG ∈ {0, . . . , 99} (cf. Tab. 10.1),
where ŷNG

(t) is the predicted number of accidents at timestamp t and T = 72:

scoreNG
=

√︄
1
6

T∑︁
t=T−6

(ŷNG
(t)− yNG

(t))2

b+ ȳNG

. (10.1)

The bias b = 10 in Eq. (10.1) was determined in several experiments, in
which the score values were compared to the average monthly observation values

198



10.3 Accident Analysis and Forecasting Framework

0

0,2

0,4

0,6

0,8

1

1,2

1,4

1,6

1,8

S
c
o
re

 v
a
lu

e

Bias = 0 Bias = 0.5 Bias = 1 Bias = 10 Bias = 100

Figure 10.4: Score values for different bias terms (grid-based segmentation)

ȳNG
. Figure 10.4 shows for some selected bias values the scores of the cells

sorted and grouped by accident severity and number of accidents. This reveals
that small bias values (e. g., b = 0, b = 0.5, b = 1) result in a high score for cells
with very few accidents and a low severity, as the prediction accuracy is very
poor due to the low number of accidents. For a bias of b = 10, significantly
concentrated score values were found in the interval [0, 0.5) (see also Tab. 10.1).
Here, cells with the highest score values can be identified for cells with a higher
monthly average ȳNG

. For larger bias values, the same cells receive a high score
value as for b = 10, but the score interval becomes too small and thus too little
distinguishable (e. g., b = 100).

Figure 10.5 visualizes the ordered score values of all 62 non-empty grid cells.
The darker a point, the more accidents occurred within the corresponding cell.
The figure shows a cutoff value for an “interesting” cell with a score of 0.3,
since a clear jump in the scores can be seen here. The thus selected eight grid
cells are indicated in Fig. 10.6. Please note that despite our scoring procedure,
cells with few accidents become visible (mainly in Scotland). These cells are
particularly interesting and need to be examined further.

The score values scoreNL
(cf. Eq. (10.1)) for the second segmentation

concept also indicate the use of a properly chosen bias b. Figure 10.7 visualizes
the ordered score values of all 206 local authority areas. As previously, the
darker a point, the more accidents in the corresponding area. Please note the
different scaling of the y-axis. The RMSE clearly prefers areas with a large
number of accidents while a very small bias value (i. e., b = 0, b = 0.5 or b = 1)
leads to a strong emphasis on areas with very few accidents. Since a bias of
b = 50 indicates a gap or jump in the highest score values (i.e., from a score of
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Figure 10.5: Score values for all non-empty grid cells (the color scale for
indicating the number of accidents is adjusted by the square root, while main-
taining the monotony)

Figure 10.6: Eight selected grid cells, with score greater than 0.3
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Figure 10.7: Score values for different bias terms for all local authority areas

more than 0.22), this bias can be considered as sensible for selecting “interesting”
local authority areas. In the following, we take a look at the time series for the
segments with the highest score values. The corresponding areas are marked in
Fig. 10.9 in white and very light grey. The highest score of 0.224 is to be found
in the English Midlands, namely in the county of Staffordshire (referenced
by id “E1000028”). Within the Greater London area, our procedure detects
four interesting boroughs (ids starting with “E09”). Another area for which
future accident numbers are difficult to predict is Rhondda Cynon Taf, a county
borough in the south of Wales (id “W060000016”). Figure 10.8 shows the time
series yNL

for the first six selected local authority areas. For all these areas,
it is clear that the last months of the time series are systematically different
from the first years, which is why ARIMA cannot predict the behavior of the
series well. For example, in the first time series, the number of accidents drops
drastically for t = 67, . . . , 72, while in the second time series a major increase in
accident numbers during these periods can be recognized. In order to enhance
the forecasting in the identified areas, we will make use of the attribute time
series xi[NL], i ∈ {1, . . . ,m}.

Figures 10.6 and 10.9 make it clear that different geographical segmentations
can lead to different results regarding the areas of interest. The grid-based
approach opens up grid cells that would not be noticed by the police (who work

201



10.3 Accident Analysis and Forecasting Framework

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●
●

●

●

●

●
●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●●

●

●
●

●

●

●

●

●
●

●

●●

●
●

●

●

●

●●

●

●

●

●

●

●●
●

●

●

●

●

●●

●

●

●
●

●

●

●

●

●

●

●

●

●

●
●

●

●
●

●●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●●

●

●

●

●

●

●

●●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●
●

●

●
●

●

●

●

●

●●

●

●

●

●
●

●
●

●

●

●●

●

●

●

●●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●
●

●
●

●

●

●

●
●

●
●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●●

●

●

●

●

●

●

●

●
●

●

●

●
●

●

●

●

●

●

●

●

W06000016 E09000013

E09000026 E09000009

E10000028 E09000011

40

60

80

100

120

60

80

100

120

140

160

40

60

80

150

200

250

40

60

80

100

120

20

40

60

Months

Se
ve

ri
ty

 w
ei

gh
te

d 
nu

m
be

r 
of

 a
cc

id
en

ts

Figure 10.8: Time series of selected
local authority areas (in order of their
score value)

Figure 10.9: Local authority ar-
eas by score

in local authority areas). In addition, local authority areas describe regions that
would not have been in focus during cell formation. In general, geographical
segmentation must always take into account how effectively accident prevention
measures can be enforced.

10.3.4 Analysis of Interesting Attributes

Once an interesting segment has been determined, it is crucial for the local
police to know which attributes of an accident have the greatest influence on the
time series of the accident numbers. Only with this knowledge can the police
plan and implement appropriate prevention measures. In Subsubsec. 10.3.4.1
we describe approaches to measure the interestingness of attributes and their
combinations to detect those having the greatest influence on the accident
numbers. Afterwards, we explain in Subsubsec. 10.3.4.2 how the interesting time
series can be selected based on the previously defined indicators. Please note
that the following formulas can be applied regardless of the chosen segmentation
concept. We therefore refrain from labeling with G (grid-based) and L (local
authority based).
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10.3.4.1 Measuring Interestingness of Attributes

To estimate the influence of an itemset time series xi[N ], i ∈ {1, . . . ,m}, we
make use of different influence indicators. First, we calculate the euclidean
distance between the time series xi[N ] and the weighted severity time series
yN . In this way, we discover whether the temporal course of the two time
series is similar. The higher the distance deucl(xi[N ], yN ), the weaker is the
influence of xi[N ] on yN . For better comparability, we also center all time series
by subtracting their mean values. The (centered) euclidean distance is defined
as in Eq. (10.2) and (10.3).

deucl(xi[N ], yN ) =

⌜⃓⃓⎷ T∑︂
t=1

(xi[N ](t)− yN (t))2 (10.2)

center deucl(xi[N ], yN ) =

⌜⃓⃓⎷ T∑︂
t=1

((xi[N ](t)− x̄i[N ])− (yN (t)− ȳN ))2 (10.3)

In order to analyze time series dependencies, one of the most widely used
approaches is to calculate the cross-covariance or cross-correlation between the
series (cf., e. g., Ihueze and Onwurah, 2018). Due to our setup, we can assume
that no causality can ever exist between a weighted severity value of a certain
month in time series yN and a previous month in time series xi[N ]. Therefore,
we only calculate the cross-correlation and the normalized cross-correlation
between the aligned time series (a high value indicates similar shapes). Please
note that the normalization is applied to scale the cross-correlation on a range
of [−1, 1]. In this way, the results of the cross-correlation are independent of
the level of accident numbers in the respective time series. As a result, the
normalization has a comparable effect as the centering for the euclidean distance.
In Eq. (10.4) and (10.5), we apply the symbol ∗ for the convolution of the given
time series vectors.

cross corr(xi[N ], yN ) =
T∑︂
t=1

xi[N ](t) ∗ yN (t) (10.4)

norm cross corr(xi[N ], yN ) =
cross corr(xi[N ], yN )√︄
T∑︁
t=1

xi[N ](t)2 ∗
T∑︁
t=1

yN (t)2

(10.5)

In Tab. 10.2, we show different values of the influence indicators (10.2) –
(10.5) for several itemset time series xi[63G] of the most interesting grid cell
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Table 10.2: Comparison of different influence measures for itemset time series
xi[63G]

Attribute Value deucl center deucl cross corr
norm

cross corr

light daylight 281 254 21,241 0.895
light other light 880 543 5112 0.322
weather fine 947 580 3423 0.146
weather rain/snow 239 225 2,2310 0.906
area urban 93 104 25,889 0.968
area rural 1,110 592 464 −0.093

road type
single
carriageway

1,063 576 1648 0.218

road type other road 148 150 24,705 0.951

NG = 63 (cf. Fig. 10.6). All four indicators depict the same trend and favor the
“urban” time series as the most influential one, followed by road type “other
road” (i. e., all road types excluding “single carriageway”). As the normalized
cross-correlation value is scaled and favors the same itemset time series, we
focus on this measure for further analysis.

10.3.4.2 Unsupervised Selection of Interesting Attribute Combina-
tions

For each determined geographical area, we perform frequent itemset mining
individually. Thereby, we ensure that we select the most common attribute
combinations. With a low minimum support value of 0.05, between 4,000
and 11,000 frequent itemsets (i. e., attribute combinations) are identified per
area. For each of those itemsets, we generate the corresponding time series
xi[N ], i ∈ {1, . . . ,m} and calculate the normalized cross-correlation. Please
note that in the following, we refer to the normalized cross-correlation as
“correlation”.

In order to select the most influential time series to include in the prediction
of the number of accidents, we have to define a cut-off value for the correlation.
We can assume that the number of time series with a very high correlation is
less than the number of time series with a medium correlation. Furthermore,
we expect that there is a larger gap in the correlation values between the
former and the latter if we order the time series according to their correlation
value. To automatically detect this gap within the ordered time series, and
thereby separate the time series with medium correlation in a dense area from
the sparsely distributed highly correlated time series, we use single linkage
hierarchical clustering (cf. Hartigan, 1981). This clustering method is known
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for its characteristic to perform so-called “chaining” of clusters. This effect
is usually not desired as a clustering result, since clusters may be joined that
contain only two very similar (i. e., similar correlation value) objects while
other objects in the cluster might be very distant to each other. Here, we use
this property to identify gaps within the ordered correlation values. When
performing hierarchical clustering, the optimal number of clusters has to be
detected. In preliminary studies, we found the SD index, proposed by Halkidi
et al. (2000), performs best for our data, since it takes the compactness and
separation of clusters into account.

Figure 10.10 (a) shows the clustering result for all attribute time series
correlations of the geographical segment with the highest score (i. e., local
authority area E10000028). Please note that we initially select the itemset time
series with the highest correlation values, as shown on the left part of the figure.
In addition, we want to demonstrate that the time series with a low correlation
are not as suitable for improving the forecasting accuracy, which is why we
select the time series with the lowest correlation values in the same way, as
indicated in Fig. 10.10 (b). By splitting the set of itemset time series into two
parts, all itemset time series are considered, but we also ensure that a sufficient
number of itemsets with high correlation are always selected, even for special
constellations of the data. We omit all time series within the largest cluster
and only select the itemset time series in the smaller clusters (cluster 1 to 5 in
the left part of the figure, and cluster 2 on the right).

10.3.5 Enhanced Multivariate Forecasting

The time series with a high and a low correlation value xi[N ], i ∈ {1, . . . ,m}
selected in the analysis of the interesting attributes (cf. Subsec. 10.3.4) are
used individually to enhance the ARIMA forecast of the number of accidents
within an area. The forecasting procedure is presented in Fig. 10.11. To include
a time series as a so-called covariate, we extend the regular ARIMA model to
a dynamic regression model (cf. Hyndman and Athanasopoulos, 2019). This
involves training a regression model that contains the time series xm[N ] as a
covariate, which is capable of considering the auto-correlation in the errors as a
regular ARIMA model.

We take the first 66 months of the time series of severity weighted number
of accidents yN , indicated by the bar with a small grid in the upper part of
Fig. 10.11. Moreover, we use the same months of time series xi[N ] as exogenous
data, presented as a bar with small dots in the lower part of Fig. 10.11, to
detect the correct parameters for the dynamic regression model. Afterwards, we
measure the forecasting accuracy by comparing the actual accident numbers yN
with the predicted numbers ŷN , indicated as a short bar with a black and white

205



10.3 Accident Analysis and Forecasting Framework

●

0.5

0.6

0.7

0.8

0.9

Attribute time series, ordered desc. by correlation

C
or

re
la

ti
on

cluster
● 1

2

3

4

5

6

Highest Correlation for area E10000028(a)

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●
●●●●●
●●●●●●
●
●●●

0.2

0.3

0.4

0.5

Attribute time series, ordered desc. by correlation

C
or

re
la

ti
on

cluster ● 1 2

Lowest Correlation for area E10000028(b)

Figure 10.10: Clustered correlation for local authority area E10000028, high
and low correlation are treated separately

check design, using RMSE as before. To be able to perform the forecasting, we
have to provide the future values starting from period t = 67 for the exogenous
variable or covariate xi[N ]. Thereby, we use predicted values for the covariate
x̂m[N ] (short bar with a large grid design), since we cannot use the actual values
of a subset of accidents to predict the number of occurrences of their superset.
In order to provide the predicted values, the correct parameters for ARIMA
must be estimated for time series xi[N ].

Considering local authority area E10000028 again. Then, Figure 10.12
depicts the forecasting error (RMSE) for time series in ascending order, with a
dark vertical bar for the time series yN of all accidents. The other bars indicate
the resulting forecasting error of the yN time series if one itemset time series
(ts) xi[N ] is used as a covariate for the adapted ARIMA model. Grey bars
indicate the RMSE results of an attribute time series xi[N ] with the highest
normalized cross correlation added to yN . A total of twelve time series (shown
in Fig. 10.10 (a)) have been included, i. e., 12 bars are visible. The two light grey
bars represent RMSE results of attribute time series with the lowest correlation
(only two time series were considered). It is easy to see that the forecasting error
is decreasing when including highly correlated time series as covariates. Please
note that we only have to include one time series as an exogenous information
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Figure 10.11: Forecasting scheme for adapted ARIMA models

and not a combination of time series, since the itemsets obtained from frequent
itemset mining already indicate the combination of attributes.

Table 10.3 shows the itemsets and the normalized cross-correlation of their
corresponding time series. They are arranged according to the RMSE values,
which arises when the itemset time series is utilized as exogenous information
to improve the forecasting model for yN (in the order of the bars in Fig. 10.11).
Obviously, the itemset “weekday, single carriageway” has the greatest impact
on the forecasting accuracy, as the RMSE value has been reduced by about 50%
in comparison to the error when applying the basic ARIMA model on yN . The
combined time series of both attribute values (weekday and road type) leads to
a greater reduction than the application of the individual attributes’ time series.
Police measures should therefore focus on single carriageways, where there is
probably more traffic on weekdays. Rush hour, in particular, can lead to an
increased number of accidents, as business commuters are often distracted by
thoughts of work or the household at these times. If we add the time series of
accidents that occurred on rural roads, we see a slight increase in the forecasting
error.
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Figure 10.12: Different forecasting errors when including exogenous time
series

Table 10.3: Forecasting accuracy after applying adapted ARIMA on local
authority area E10000028

Attribute combination RMSE
norm

cross corr

Week = weekday, Road = single carriageway 36.767 0.900
Week = weekday, Wind = none 47.818 0.924
Number of casualties = 1 48.668 0.932
Week = weekday, Wind = none, Road = s. carriageway 51.194 0.880
Number of casualties = 1, Week = weekday, Wind = none 55.907 0.886
Week = weekday 56.491 0.937
Wind = none, Road = s. carriageway 65.462 0.912
Number of casualties = 1, Wind = none 66.894 0.909
Road = s. carriageway 67.042 0.943
Number of casualties = 1, Week = weekday 67.159 0.903
Week = weekend, Light = daylight, Weather = fine, Surface = dry 68.022 0.163
Week = weekend, Light = daylight, Surface = dry 68.179 0.163
Wind = no wind 68.858 0.974
Time series of all accidents (yN) 69.864 0.000
Area = rural 73.147 0.869
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10.4 Discussion and Future Research

We have presented a procedure for analyzing past accidents and predicting future
accident numbers, which initially segments the accident data geographically.
The areas, where accident numbers are most difficult to predict, are then
examined further, as these are the areas in which police measures are very
promising. To determine the appropriate road safety measures, we perform an
analysis of the time series for individual accident attributes and combinations of
attributes. If these are cross-correlated with the course of the accident numbers
in the segment under consideration, the police gains insight in the main accident
causes and can derive measures.

For geographical segmentation, both presented concepts are well suited for
certain application scenarios. The separation according to local responsibilities
within officially defined boundaries is in line with the existing nature of policing
and the areas are already divided in a sensible way, so that there are no problems
in defining responsibilities between police forces. Grid-based segmentation, on
the other hand, is more capable of identifying accident black spots, as these
accumulations can occur across the boundaries of local authority areas. However,
the problem here is that the grid cells must be relatively large in order to obtain
a meaningful number of accidents in sparsely populated regions. To address this
problem, we plan to not rigidly specify the size, but reduce the size of cells in
areas with more accidents and enlarge it in others. In addition, we will transfer
the two segmentation concepts to other areas (e. g., Germany) and thereby
examine to what extent the parameters remain stable and which concept is
generally to be preferred in the coming years.
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Appendix A

Identifying non-intuitive
Relationships within Returns
Data of a Furniture
Online-Shop using Temporal
Data Mining

Abstract*

Along with the growth in online retailing, there is a simultane-
ous increase in the number of returned products that have to be
processed. These returns depend on various and often changing
conditions, such as the product presentation in an online-shop, the
quality of the product or of the logistics partner. Measures for
improving the returns process and reducing the corresponding costs
can thus not only be implemented on the basis of a static analy-
sis. Rather, the temporal context of return characteristics should
be studied for latent relationships that may have been previously
neglected for managing the returns process. For providing insights
into such non-intuitive relationships, we propose a data mining
framework combining frequent itemset mining, time series cluster-

*Originally published as K. Meißner et al. (2022). Identifying non-intuitive relationships
within returns data of a furniture online-shop using temporal data mining. In: Recent Chal-
lenges in Intelligent Information and Database Systems. Ed. by E. Szczerbicki et al. Singapore:
Springer Nature, pp. 299–312, reproduced with permission from Springer Nature. The final au-
thenticated version is available online at https://doi.org/10.1007/978-981-19-8234-7_24.
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A.1 Introduction

ing, forecasting, and scoring in order to detect returns characteristics
with an interesting temporal behavior.

A.1 Introduction

Nowadays, it is common for many people to buy online. Not only clothes,
shoes or household electronics are purchased in online-shops, but also furniture,
cosmetics, and food. In 2020, the growth rates of global e-commerce reached
their peak at 25.7%. This can be attributed to the closure of the stationary
retail due to the Corona pandemic (cf. eMarketer, 2021). According to Infiniti
Research Limited (2021), the online furniture market recorded a growth rate of
19.0% in 2020. For the years 2019 to 2024, the average annual growth rate is
expected to settle at around 16.0%. This high level prompts a closer look at
the online furniture market.

In online retail, customers cannot physically inspect the goods before pur-
chase, as opposed to buying on site. In the case of furniture (e. g., sofas,
cupboards, beds or cushions), this problem is intensified by the fact that only
the presentation in a furniture store illustrates to the customer the effect in his
own household. This can lead to a product purchased online being returned
to the retailer, which is aggravating for both the retailer and the customer.
The retailer incurs costs for shipping and taking back the product, while the
customer is irritated by the unsatisfactory order. Returns that are sent back
because of their characteristics, such as color, quality or size, are classified as
product-related returns. Price-related returns occur when the customer has
identified falling prices after ordering. Logistics-related returns are due to errors
during picking or delivery. Besides the aforementioned reasons, complaints arise
when purchased goods are returned within the statutory warranty period of
two years due to a defect.

As a result of the high number of returns and due to economic, ecological-
social, and legislative reasons, retailers are intensively concerned with returns.
In this context, a distinction can basically be made between two fields (cf.
Rogers et al., 2002). On the one hand, measures can be introduced with
the aim of ensuring that purchased goods are not returned and that returns
are thus actively avoided (preventive returns management). If all preventive
measures have failed, measures must be taken to ensure that incoming returns
are processed, prepared, and accounted for in the best possible way (reactive
returns management).

In the following, interesting and non-intuitive relationships in the furniture
industry shall be identified, which can be used for the selection of reactive
returns management measures. Only with the knowledge of, e. g., the number
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and frequency of returned products, the respective product characteristics,
and the knowledge of changes in returns behavior can online retailers adjust
the returns process in the warehouse. In particular, personnel and operating
resources can be deployed as needed to reduce cycle times and achieve a high
reuse rate. In Sec. A.2, the considered data analysis problem from the online
furniture market is described in detail. In addition, related literature in the
field of data analytics is presented to illustrate the need for a temporal data
mining procedure. Section A.3 introduces a framework with several carefully
coordinated analysis steps as a methodological approach to identify interesting
relationships within returns data. A case study of a German furniture online
retailer is presented in Sec. A.4 to explain the individual phases of the framework
including the selected parameters and to discuss the results. Finally, the paper
ends with an outlook in Sec. A.5.

A.2 Dataset, Goal of Analysis, and Related Work

In the online furniture market, small household products (such as table decora-
tions), but also large and heavy products (such as sofas) are returned. While
household products can be returned in a package and sent by post, the sofa
must be picked up by freight. In the second case, high costs for transport
as well as for personnel resources in the warehouse have to be considered in
particular. In order to sustainably improve the returns process, we want to
automatically uncover non-intuitive relationships in the returns data with the
help of a comprehensive data mining framework. Intuitive relationships are
known business influential features such as a product which breaks during
the delivery process and is then immediately returned. These features are
usually already documented and analyzed by the company. Thus, non-intuitive
relationships are defined as features or feature combinations that are not al-
ready known to the company. Moreover, these relationships are not stable over
time and might exhibit trends or fluctuations that make them worth tracking
for possible business impacts. Only with an exploratory approach can these
relationships be detected, since manual detection is not possible due to the
high number of possible feature combinations. The goal of our research is to
derive measures for improving the processes in reactive returns management
for the non-intuitive relationships. High costs can be saved and there is a large
potential for optimization, that remains hidden when only known relationships
are taken into account.

In our analysis, we look at the dataset of our German cooperation partner
with an international customer base who is active in the furniture e-commerce.
The data on returns from 2014 to mid-2021 is available to us. Figure A.1 shows
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Figure A.1: Monthly returns rate

the monthly returns rates, relating the number of returns to the number of
sales, of our cooperation partner. Note that the returns rate fluctuates around
the value of 10% between 2014 and 2016, and 14% between the years 2018 and
2021. Thus, the sharp increase in online sales during the Corona pandemic is
also reflected in the number of returns, as the returns rate is quite stable over
time.

In the considered returns data, attributes are reported that are of interest
for our analysis and the data mining framework. Each attribute consists of
multiple values, e. g., the attribute “Country” has the values ‘DE’, ‘CH’ or ‘US’.
An individual value is often referred to as a feature or item, which also contains
the attribute information to correctly specify the value. Thus, “Country=DE”
is a specific feature or item. The attributes used in our study (see Tab. A.1
for a listing with description and example value) were selected in consultation
with the cooperation partner’s returns department based on their applicabil-
ity for describing individual returns and deriving insights for improving the
reactive returns management process. Particularly, for the attributes “DaysOr-
derAndShipping” and “DaysShippingAndReturn”, reasonable time intervals
were chosen. Based on the 14-day right of withdrawal in Germany, the intervals
‘0–14 days’, ‘within 6 months’ and ‘greater than 6 months’ were selected.

After presenting the cooperation partner’s data and clarifying the goal of
the analysis, we provide an overview of approaches for using temporal data
mining that have already been proposed in the literature. In the approach
described by Böttcher et al. (2008) as change mining, a data mining method is
applied repeatedly, whereby a new time slice of the data set is provided to the
model each time. This makes it possible to discover changes within the data
structure as they are reflected in the model parameters. Even before the formal
introduction of change mining, Liu et al. (2001a) already applied association
rules mining repeatedly and detect interesting rules by their temporal behavior.

The idea of change mining or temporal mining respectively has been adapted
for different applications. The study by Böttcher et al. (2009) shows the
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Table A.1: Dataset description

Attribute Description Example Value

ReturnQuantity One or more products returned. Single Return

DaysOrderAndShipping Range of days between both dates. 0–14

DaysShippingAndReturn Range of days between both dates. 15–20

Country
Country from which the return was
sent.

CH

Channel
Channel through which the product
was purchased.

Online Shop (CH)

Logistics Logistics partner Swiss Post

LogisticType Parcel or freight returned. Parcel

Manufacturer Manufacturer of returned product. Fritz Hansen

PriceCategory Price category of returned product. 10–100

ProductPriceType
Distinction between retail price and
discount.

Retail price

CommodityGroupSegm. Commodity group at highest level.
Lighting
technology

CommodityGroupMaster Commodity group at a lower level. Lights

CommodityGroupMain Commodity group at a lower level. Table lamps

CommodityGroupSub Commodity group at lowest level. Table lamp

Color Color of returned product. White

Weight Weight of returned product in kg. 1

CubicMeter Product size in m3. 0.004

LeftoverQuantity
Quantity of products from order the
customer kept.

0

BackToStock Can returned products be restocked? True

SendReplacement
Was replacement sent for returned
product?

False

IsFailedShipment
Was product returned because of failed
shipment?

False

ReturnReason Reason for return. Dislike

ReturnType How was the article returned? Company postage

241



A.3 Data Mining Framework for Returns

applicability for customer segmentation in marketing. Further studies in this
type of application can be found, whereby the underlying model is often cluster
analysis with temporally changing parameters. In the field of patent analysis,
the idea of identifying emerging patterns is used to detect trends. The use case
of Shih et al. (2010) involves learning association rules on the basis of several
time slices of a patent database and determining the change in the resulting set
of rules. This allows patent trends to be identified, giving business managers
an advantage over their competitors. On Twitter, it is common to use hashtags
that describe the content of a tweet and at the same time influence its visibility.
To find suitable hashtags for a tweet, it is convenient to learn association rules
based on existing tweets, which can suggest further hashtags for a given set
of hashtags. Due to the large number of users and tweets and the constant
expansion of the hashtag database, it is necessary to constantly update the rules.
Using so-called temporal association rule mining, according to Adedoyin-Olowe
et al. (2013), not only can the rules be updated based on new data, but also
the dynamics in the rules can be derived and, as a consequence, applied in a
predictive manner.

In Meißner and Rieck (2019), a data mining framework for identifying
unknown relationships within road accident data is presented. The focus of
the paper lies on finding a suitable configuration for clustering the time series
obtained from temporal frequent itemset mining. The authors later proposed
to enhance the road accident data mining framework with a scoring procedure
in order to automatically detect interesting relationships and derive road safety
measures Meißner and Rieck (2020).

A.3 Data Mining Framework for Returns

In order to identify non-intuitive relationships within the returns data and
especially changing relationships, we use Frequent Itemset Mining (FIM). For
the identified frequent itemsets, time series are generated in order to observe the
relative frequencies of corresponding returns over time (step 1). The time series
are then clustered by using time series clustering (step 2). For each cluster, a
forecasting model can then be specified (step 3) that is suitable for all time
series within the cluster and predicts the respective values of relative frequencies
for the future. Due to the large number of predicted time series, an individual
analysis by companies in the furniture industry is not possible. Therefore, a
scoring procedure must be used to find the “most interesting” time series with
non-intuitive relationships (step 4). The highest scoring time series can then
be displayed in a dashboard (step 5). Figure A.2 shows the implemented data
mining framework for returns.
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Figure A.2: Data mining framework for identifying relationships within
returns data

Let us now take a closer look at the contents of the framework’s steps: The
FIM algorithm provides multiple itemsets, where an itemset I = {i1, . . . , im}
consists of m ∈ {1, . . . , n} elements; n is the number of features/items in
the underlying data set. A possible itemset is, e. g., {LogisticType=Parcel,
Country=DE} with m = 2. Each itemset has to be present in at least a certain
minimal percentage of all returns (i. e., a minimum support suppmin is given).
For obtaining only itemsets I that occur together with a certain probability,
we set a lower bound on the all-confidence value as in the following Eq. (A.1)
(cf. Omiecinski, 2003):

confall =
supp({i1, . . . , im})
max

j=1,...,m
{supp(ij)}

(A.1)

Please note that we cannot use the regular confidence measure introduced by
Agrawal et al. (1993), since we do not analyze association rules in our framework.
Namely, the confidence gives the conditional probability of occurrence of the
right-hand side of the association rule, given the items on the left-hand side of
the rule. Using confall, we estimate the minimum confidence that any association
rule generated from the considered itemset would have. In order to avoid that
the number of itemsets to be analyzed is not reduced too much, the values of
suppmin and confall have to be configured carefully for the data set at hand.

Frequent itemsets are determined based on the entire data set to guarantee
that the resulting feature combinations have a certain minimum frequency.
Then, the relative frequencies (i. e., relative support) of the itemsets within each
month are calculated. The use of relative values is particularly useful when
considering that the numbers of returns (and also sales) in the furniture sector
have increased significantly since the start of the Corona pandemic. By using
relative values, it is still possible to see how one feature (or a combination of
features) changes relative to all others over time. We generate a time series XI

for each itemset I, consisting of T timestamps, e. g., T = 84 for a time horizon
of 7 years. For each month t with t = 1, . . . , T within the time series, xIt can
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take a value between 0 and 1. If the features represented by I are not present
in any return in month t, xIt will be 0, while it will be 1 if all returns within
this month support the itemset. At the end of the first step, we obtain a set of
time series X .

The first step of the framework generates a large number of time series for
which we want to predict the temporal behavior. In order to determine the best
forecasting model for each time series, we use time series clustering in the
second step. For each cluster k ∈ K, we then have to find a suitable forecasting
model. Thus, the main goal of clustering is to achieve a good representation of
the data by the individual cluster centroid, as we only examine centroid time
series Xc,k (cf Eq. (A.2)), when deciding on a forecasting model for cluster k.
Typically, this results in a high degree of homogeneity within a cluster (i. e.,
compactness) and similar temporal behavior of all time series in a cluster.

A comprehensive overview of time series clustering methods is given in
Aghabozorgi et al. (2015). The authors indicate that several configurations
to adjust the clustering of time series data may be taken into account, in
particular, scaling (e. g., centering, normalizing, amplitude scaling), distance
measure (e. g., Euclidean, dynamic time warping), clustering method (e. g.,
partitional, hierarchical with single or complete linkage), and number of clusters.

In order to determine the best configuration, various validation indices can
be used to evaluate the results. Examples include indices such as Calinski-
Harabasz, Gamma or Tau (see Charrad et al., 2014, for an overview). However,
preliminary studies have shown that the goal of clustering to achieve high
homogeneity can only be achieved with an adapted validation index. The
developed ARIMA-based Mean Forecasting Error (AMFE) index shows how
well a centroid is able to predict all time series of its cluster (the index is based
on the work of Laurinec and Lucká (2018)).

For every cluster k ∈ K, the cluster’s centroid time series Xc,k is determined
by first scaling each time series (xl)t=1,...,T,l∈Xk in the set of time series X k for

cluster k. We obtain the scaled time series (x
′l)t=1,...,T,l∈Xk by applying the

scaling method of the cluster configuration under investigation. It is important
to note that when applying the AMFE validation index, we want to predict
the last h timestamps and measure the corresponding accuracy. Hence, scaling
only needs to be performed on the first T − h timestamps for each time series.
The centroid time series Xc,k is then calculated as given in Eq. (A.2) with x

′l
t

being the scaled (relative) support value of time series l at timestamp t.

Xc,k =

⎛⎝ 1

|X k|
∑︂
l∈Xk

x
′l
t

⎞⎠
t=1,...,T−h

∀ k ∈ K (A.2)
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As a predictive model, the AMFE index provides for the application of
the AutoRegressive Integrated Moving Average (ARIMA) method. The model
parameters are set automatically, according to the suggestion in Hyndman and
Khandakar (2008). The corresponding centroid time series Xc,k for a cluster k
is used as the training set and the monthly values are predicted for a forecast
horizon of length h. Assuming that the predicted values x̂lt using the centroid
time series for timestamps T − h+ 1, . . . , T are appropriate predicted values
for all time series of cluster k, we can now measure the forecast accuracy for
each time series using the Root Mean Squared Error (RMSE). To obtain the
AMFE index, we then sum the individual RMSE values over all time series and
all clusters as given in Eq. (A.3).

AMFE =
∑︂
k∈K

∑︂
l∈Xk

⌜⃓⃓⎷1

h

T∑︂
t=T−h+1

(xlt − x̂lt)
2 (A.3)

The third step of the framework is to select the best forecasting model for
each cluster. Here, four different accuracy evaluations are used to check different
aspects of the forecasting models. We again separate Xc,k into a training set
and a test set. While the training set with timestamps t = 1, . . . , T − h is used
to determine the parameters for individual forecasting models, the test set with
timestamps t = T − h+ 1, . . . , T is omitted. The first evaluation that can now

be performed is to calculate the RMSE between the prediction X̂
c,k

and the real
values of the centroidXc,k for the prediction horizon of length h. The forecasting
method that yields the smallest RMSE is appropriate. Only if two methods
are equal in their test error, the training error (RMSE for t = 1, . . . , T − h) is
also included. As a second accuracy evaluation, we perform a one-step-ahead
cross-validation for each centroid time series Xc,k according to Hyndman and
Athanasopoulos (2021). The procedure consists of a series of runs, where each
test set includes only a single timestamp τ . The associated training set contains
the timestamps smaller than τ . In each iteration, one more timestamp is added
to the training set and the test set is rolled forward by one timestamp. The
forecast accuracy is then calculated by averaging over the RMSE values of
all test sets. The third evaluation is based on the Diebold-Mariano test (cf.
Diebold and Mariano, 1995). This statistical test allows to accept or reject
the null hypothesis H0 of the forecasts of two models (models 1 and 2) being
equally accurate. Therefore, we present the forecast results of every two models
to the Diebold-Mariano test and reject the aforementioned H0 in favor of the
alternative H1, stating that model 2 is significantly less accurate than model
1, if the corresponding p < 0.05. We count the number of times model 1 is
determined more accurate to detect the statistically most accurate models. So
far, the accuracy tests have been assessed on the basis of the centroid time

245



A.3 Data Mining Framework for Returns

series. Now, we want to estimate the predictive strength of the forecasting
methods for the individual time series of a cluster. In the fourth evaluation, we
therefore proceed similarly to the AMFE index. The accuracy of every method
is identified when predicting the forecast horizon with the centroid time series
Xc,k. The prediction is then compared to the real values of the time series Xk.
In this way, |X k| RMSE values are obtained. A low average RMSE for a method
is preferred as this indicates a good predictive strength of the centroid time
series. Especially the fourth evaluation takes very long for a large number of
time series. In order to reduce the execution time, we select the most promising
forecasting methods with the first three evaluation procedures and apply the
fourth evaluation only to this subset of methods.

Since not all predicted time series can be analyzed in detail, a scoring
procedure is used in the fourth step of the framework to find the “most
interesting” time series that reveals non-intuitive relationships. For example,
an increasing trend could be identified with, e. g., noise components. The
corresponding features occur with an accelerating percentage of returns and
should therefore be investigated more closely. Another time series could show
significant fluctuations, but not induced by natural variations. A third aspect
is the forecast error caused by the centroid-based forecasting method. If the
prediction is not reliable, it may be worthwhile to submit this time series to a
person for review, as it may be assigned to an inappropriate cluster.

When the recurring behavior of the time series has changed between the
last available data period (with T as the end timestamp) and a similar period
in the forecast horizon h (starting at timestamp T + 1), then the first aspect,
i. e., scorefc change = 1

h

∑︁T+h
t=T+1 |xt−h − x̂t|, shows a high value. With h, we

also indicate the periodicity in the data (here, we assume h = 12, as we have
monthly values with a yearly periodicity). As before, x̂t is the predicted relative
support value for timestamp t.

Some time series may be subject to large fluctuations, while others tend to
be stable over time. Time series with a high complexity, i. e., the difference
between values of consecutive months is large, are harder to predict. Therefore,

these series get a higher score, i. e., scorecomplexity =
√︂∑︁T

t=2(xt−1 − xt)2. The
calculation is based on the complexity invariance distance by Batista et al.,
2011.

With scorefc error =
√︂

1
h

∑︁T
t=T−h+1 (xt − x̂t)

2 we want to identify those

time series that were not predicted well by the centroid-based forecasting (cf.
Aggarwal, 2017). Those time series might be very different from the centroid
and could have been assigned to the wrong cluster or show a very different
behavior in recent months. A scoring procedure based on the three scores is
used to identify “interesting” time series (and the corresponding combinations
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of features). The scores are summed up to one final score value by using
adjustable weights γ1, γ2, γ3 ≥ 0,

∑︁3
i=1 γi = 1, to adapt their influence on the

selection of interesting features.

scorefinal = γ1 · scorefc change+γ2 · scorecomplexity +γ3 · scorefc error

After determining the final score value for each time series, as in Eq. A.3, the
highest scoring time series are displayed in a dashboard in the last step of
the framework. With this information, furniture retailing companies can then
try to initiate reactive measures for efficient returns processing in a targeted
manner.

A.4 Results and Discussion

In this section, we now consider the returns data of our cooperation partner
in a case study. With about 300,000 returns from the years 2014 to 2020, we
obtain 5,772 frequent itemsets with a respective set of |X |= 5, 772 time series
with T = 84 timestamps each. As parameters for FIM in the first step of the
framework, we chose suppmin = 0.001 to detect also very seldom occurring
relationships, and confall = 0.05. Time series clustering in step 2 is performed
with a configuration based on normalized data, Dynamic Time Warping (cf.
Berndt and Clifford, 1994) as distance measure, and hierarchical clustering with
ward’s linkage. With 5 clusters, we receive a good representation of the data
structure, as shown in Fig. A.3. The black, dotted line indicates the cluster
centroid time series that is obtained after centering all time series within the
cluster. Therefore, the centroid time series’ mean is zero and negative values
are present. The gray area represents the standard deviation.

For forecasting, we carefully select the following forecasting methods for
each cluster (see Meißner and Rieck, 2020, 2019) using the selection method
described for step 3 in Sec. A.3. Clusters 1 and 2 use ARIMA for depicting the
increasing and decreasing trend. Here, exponential smoothing (cf. Hyndman and
Athanasopoulos, 2021) would be an alternative method when only comparing
the training and test error (first evaluation). In the cross-validation (second
evaluation), it becomes obvious that ARIMA is superior to all other methods,
which is also supported by the Diebold-Mariano test (third evaluation). For
cluster 2, the exponential smoothing is deemed equal to ARIMA in the third
evaluation, which is why the fourth evaluation is needed to clearly identify
ARIMA as the best method for both clusters 1 and 2. For cluster 3, a combined
approach of several forecasting methods (cf. Hyndman and Athanasopoulos,
2021), is chosen with a clear best result in evaluations 1 and 2. Using the
mean of forecasts from multiple forecasting methods (e. g., ARIMA, exponential

247



A.4 Results and Discussion

●●●●●●●●
●
●●●

●
●●●●●●●●●●●●●

●●●
●
●
●●●●●●●●

●
●●●●●●●●●

●●●●●●●●●●●●
●●●●●●●●●●●

●
●●●●●●●●●●●

●●●●●●●●●●
●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

Cluster 5, 1622 itemsets

Cluster 3, 872 itemsets Cluster 4, 1350 itemsets

Cluster 1, 1096 itemsets Cluster 2, 832 itemsets

0 20 40 60 80

0 20 40 60 80

0

0

0

Time

Su
pp

or
t 

(m
ea

n 
an

d 
sd

)

config: 9, num clust: 5, method: ward.D2, distance: DTW, scaling: norm

Figure A.3: Clusters’ centroid time series and standard deviation based on
centered data

smoothing, neural network, and TBATS) improves forecast accuracy. This is
particularly useful, since there appears to be hidden seasonality in cluster 3 that
a single forecasting method may not be able to capture. The näıve method, i. e.,
x̂t+1 = xt is assumed, is appropriate for the rather stable time series in cluster 4.
Cluster 5 shows a very slight increase and an unpredictable peak at the end
of the third year. With a more sophisticated neural network auto-regression
approach (cf. Hyndman and Athanasopoulos, 2021), this behavior can best be
captured, as all four evaluation methods show.

We first set the scoring weights in step 4 to (γ1, γ2, γ3) = (0.1, 0.6, 0.3) to
emphasize the obvious fluctuations within the time series, which are observed
in all clusters with varying intensity. Since the clusters all show a different
behavior, it seems sensible to adjust the scoring weights according to the
individual temporal progression. For clusters 1 and 2, special emphasis is given
on selecting time series with a stronger trend well. Therefore, γ1 is increased in
favor of γ2 and γ3. Cluster 3 contains time series that seem to fluctuate without
a clear trend. Consequently, γ2 is increased. The most simple forecasting
approach is used for cluster 4. In order to evaluate if this method leads to
larger errors, γ3 is highlighted here. The slightly larger standard deviation in
the most recent months in cluster 5 indicate that the centroid-based forecasting
might lead to higher errors for certain time series of the cluster. Moreover,
emphasis is given to the increasing trend, so that γ2 is reduced in favor of the
other two weights.

In Fig. A.4, a sample time series from each cluster selected by the scoring
procedure with adjusted weights is shown. Table A.2 demonstrates the scoring
results of the three parts, the final score achieved, and the average support
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Figure A.4: Selected interesting time series from each cluster

Table A.2: Scoring results for selected itemset from each cluster

item-
set

clus-
ter

scorefinal scorechange γ1 scorecompl. γ2 scoreerror γ3
avg.
supp

a 1 0.072 0.042 0.85 0.341 0.1 0.015 0.15 0.430
b 2 0.135 0.062 0.7 0.431 0.2 0.050 0.1 0.203
c 3 0.173 0.026 0.1 0.232 0.7 0.041 0.2 0.124
d 4 0.137 0.012 0.1 0.236 0.5 0.044 0.4 0.151
e 5 0.077 0.011 0.1 0.120 0.25 0.070 0.65 0.018

score of the itemset over all 96 months. The last column was added to help
contextualize the RMSE value reflected in the scorefc error.

Itemset a = {ReturnQuantity=Multiple Return, SendReplacement=0} from
cluster 1 shows a clear increase in the relative frequency of returns containing
more than one product. Returns with multiple products lead to a higher
workload and longer cycle times in the returns process than single-product
returns, as the incoming packages must first be checked for completeness and
the individual products may then need to be transported to different storage
locations, provided they can be transferred back to stock. The growth in
multi-product returns must be carefully integrated into the planning of the
returns process in the warehouse. In addition, there also appears to be a slight
seasonal variation in this returns feature combination, whose precise prediction
can further improve the returns process.

In contrast, a falling trend can be observed for itemset b = {DaysShipping
AndReturn=0–7, BackToStock=1, ReturnReason=Dislike} from cluster 2,
which indicates that the proportion of returns initiated by the customer directly
after delivery is decreasing. At the same time, the itemset includes the return
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reason of dislike which occurs less frequently in combination with short-term
returns. In summary, it can be deduced from the temporal behavior of the
itemset that customers generally keep products longer, return them for reasons
other than disliking them, and that these often cannot be returned to stock
either, as they have presumably suffered a loss of durability or become a war-
ranty case. With this knowledge, the staff allocation in the returns warehouse
can be matched with the shipping information, i. e., a return can nowadays be
expected more than one week after the shipping.

From itemset c = {CommodityGroupSegm.=Decoration} from cluster 3, the
furniture retailer can learn that the returns of decoration products are subject
to annual seasonal fluctuations and the share of these returns is increasing. If
the share of decoration sales is increasing as well, the behavior is not surprising.
For 2021, this commodity group has a return value, i. e., the net sales price of
the returned products, of over 1millionEuro. The increasing trend in returns
for this commodity group subsequently leads to a reduction in the expected
revenue volume, so from an operational point of view it is sensible to track this
commodity group in particular.

In cluster 4, we find itemset d = {CommodityGroupSegm.=Kitchen&Table,
BackToStock=1, ReturnReason=Dislike} which shows a time series with a
flattening curve. The fluctuation within the time series has visibly decreased
over time. This behavior can be explained with an increase in the quality of
product descriptions and a higher marketing effort. For finding measures to
enhance the returns management process, this time series is not as interesting as
the others. Still, the non-intuitive relationship uncovered here can be used in the
preventive returns management, as better product descriptions can obviously
lead to fewer returns.

Finally, itemset e = {DaysOrderAndShipping=15–179, Logistic=Freight}
from cluster 5 shows the effect of the Corona pandemic on the returns process.
Products shipped by freight are usually bulky furniture, e. g., desks, sofas or
cabinets. With the shortage of raw materials and an increasing demand for
these goods due to extended stays at home and home office, the waiting times for
these products became unusually long. The risk of customers buying the same
product from a different retailer increases and, thus, the number of returns for
the retailer with the longer waiting time. In the reactive returns management
process, this knowledge can be used to schedule the returns warehouse staff
accordingly, as the shipping date draws near.
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A.5 Summary and Outlook

We presented a multi-step framework for analyzing returns data of a furniture
online retailer. As a result, we obtained interesting and non-intuitive rela-
tionships between the returns features and could use them as indicators for
possible improvements in the reactive returns management within a furniture
company. Furthermore, we were able to quantify the monetary impact of the
findings together with the company. The non-intuitive relationships revealed
by the framework are particularly valuable here, as they might not have been
transferred into measures. Moreover, a relationship is not denoted as interesting
due to its overall frequency, but rather because of its progression over time.
Based on the findings, existing reactive measures can be evaluated and, if
necessary, adjusted considering this temporal aspect.

The results of our framework could also be used to optimize the preventive
returns management. If it is found, e. g., that certain commodity groups seem
to be more return prone in recent months, customers can be offered different
prevention measures, such as higher discounts. The framework should then be
adapted in the first step and use association rules instead of frequent itemsets
in order to obtain rules that can easily be transferred into business decisions.
Moreover, customer-based features should be included to target preventive
measures more accurately. Also, product reviews and product descriptions
could be analyzed using text mining approaches. The results can in turn be
integrated in the data mining framework in order to estimate the effect of
reviews or descriptions on the returns in the furniture retailing market. This
could then explain relationships between product description, reviews, and
returns with a possible indicator for the quality of the product description.
Returns data from retailing sectors other than furniture can also be analyzed
with the framework at hand if the attributes to be included are adapted to the
retailer’s needs.
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