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1. Introduction 
Owing to Berners-Lee’s articulation of his Semantic Web vision [BERNERS-LEE et al. 2001], 
ontologies have strongly regained research interest. Apart from their role in the Semantic Web 
where they mainly serve as knowledge sources for the semantic annotation and structuring of 
Web data, they can also support retrieval systems, for example by means of ontology based 
query expansion mechanisms. These mechanisms employ query-related terms derived from 
an ontology to reformulate the users’ queries, thereby aiming to improve retrieval 
effectiveness and to assist the users in the search process. Examining the potential of such 
ontology based query expansion mechanisms is the main research interest of this thesis. 

Query expansion is a well-researched topic in the field of Information Retrieval (IR) which 
has identified knowledge structures such as ontologies as potential sources for the generation 
of query expansion terms. While knowledge based query expansion has long been restricted 
by the limited availability of comprehensive knowledge structures, the current developments 
in the Semantic Web can help to overcome this situation. In the Semantic Web context, 
numerous domain ontologies are being modeled to annotate and semantically structure data. 
Moreover, the Semantic Web grows by transforming data from traditional data sources such 
as databases into ontological knowledge bases wherein the data is represented by Semantic 
Web standards.  

Inspired by these developments of publishing large amounts of ontologically structured data, 
this thesis assesses the potential of using a semi-automatically constructed ontological 
knowledge base for the purpose of query expansion. The effects of ontology based query 
expansion mechanisms will be investigated for a specific application domain, namely 
educational research. Accordingly, a research context ontology is constructed for this domain, 
providing a knowledge source from which query expansion terms can be derived. These terms 
support the retrieval in a bibliographic reference database, the German Education Index1 
(GEI). The thesis at hand will thus examine the effects of ontology based query expansion 
mechanisms in the GEI retrieval environment. 

For this purpose, the thesis builds on existing research from both the Semantic Web domain 
and the field of IR research. On the one hand, the technological developments from the 
Semantic Web context are leveraged to create an ontological knowledge base and to 
implement ontology-driven query expansion mechanisms. On the other hand, established 
evaluation methods from the domain of IR are applied to assess the effects of the query 
expansion mechanisms in both automatic and interactive retrieval experiments.  

Following the tradition of information science, the IR experiments focus on the role of the 
users: The results of the automatic retrieval experiments are conditional for designing 
ontology based query expansion mechanisms for the interactive experiments, and the 
expansion mechansims’ effectiveness is assessed with regard to real users and realistic 
contexts. The thesis thus adopts a pragmatic view of information which is based on [KUHLEN 

                                                 
1 http://www.fachportal-paedagogik.de/fis_bildung/index_e.html. 
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1995:42]’s definition of information as “knowledge in action2” and in context. According to 
this pragmatic postulate, information is always to be considered in context; knowledge is only 
transformed into information as soon as it becomes relevant for a user in a certain situation. 
Accordingly, the interactive experiments will examine how ontology based query expansion 
mechanisms support the users in specific problem solving contexts.  

Overall, this thesis is organized as follows to investigate the topic of ontology based query 
expansion: To begin with, chapter 2 presents basic concepts of ontologies and briefly 
describes their original role in the Semantic Web. As will be delineated, ontologies moreover 
constitute promising sources of support for IR processes. Chapter 3 therefore describes 
fundamental concepts and standards from the domain of IR research, points out how 
ontologies can support retrieval processes and gives an overview of established methods for 
evaluating IR systems. 

As indicated above, retrieval systems can be enhanced with ontology based query expansion 
mechanisms by exploiting the semantics of ontologically structured knowledge – which 
concerns the main topic of this thesis. Chapter 4 therefore presents an overview of research on 
query expansion, focusing on query expansion mechanisms that are based on corpus 
independent knowledge structures such as thesauri and ontologies. The chapter terminates 
with an overview of evaluation methods that have been applied in previous studies to assess 
the effectiveness of such knowledge based query expansion mechanisms. As will be shown, 
these mechanisms have usually been evaluated in either automatic or interactive IR 
experiments. 

While automatic IR experiments allow to systematically compare the effectiveness of 
different IR mechanisms, they cannot take the users’ influence on the search process into 
account. However, the importance of the role the users play in the search process is 
increasingly stressed in the domain of IR research, especially by the field of Interactive 
Information Retrieval (IIR) which assesses not only the search outcome but also the users’ 
search behavior. Basic concepts and studies from the field of information search behavior are 
therefore presented in chapter 5. These concepts will serve to analyze the users’ search 
behavior in the upcoming experiments of this thesis. As these are based on the GEI 
application context, the chapter moreover elaborates on the GEI’s document corpus, the 
implemented search functionalities, characteristics of its users and recent findings on their 
typical search behavior. 

Based on the state of the art in the fields of ontologies, retrieval, query expansion and 
information search behavior, delineated in chapters 2 to 5, the research interest of this thesis is 
outlined in chapter 6. It formulates five distinct research questions that specify the thesis’ 
main research interest of examining the ontology’s query expansion potential. Apart from the 
experiments being based on large-scale, genuine data (regarding both the ontology and the 
document corpus), the originality of this thesis lies in conducting both large-scale, statistically 
powerful automatic experiments and smaller-scale interactive experiments that allow for an 

                                                 
2 Own translation of the German definition of information as “Wissen in Aktion” [Kuhlen 1995:42]. 
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in-depth analysis of the users’ search sessions in an ontology based query expansion 
environment.  

To address these research interests, an experimental framework is created, consisting of an 
ontological knowledge base and a prototypical retrieval system that leverages the ontology for 
the generation of query expansion terms. Both the creation of the ontological knowledge base 
and the functionalities of the prototypical retrieval system are described in chapter 6. The 
automatic experiments presented in chapter 7 mainly serve to systematically assess the query 
expansion effects of distinct ontological relations. The interactive experiments, whose 
realization and results are presented in chapter 8, complementarily evaluate ontology based 
query expansion mechanisms in more realistic retrieval scenarios that take the users’ 
interactions into account. Accordingly, the interactive experiments allow to analyze both the 
expansion mechanisms’ effectiveness and the search behavior of users who interact with the 
ontology supported IR systems.  

The results of the two types of experiments, both the automatic and the interactive ones, are 
summarized in chapter 9, delineating how the results of this thesis add to previous research. 
Moreover, the chapter correlates this thesis’ results with findings from related research 
studies, presents ideas for further research and indicates the results’ impact on the possible 
further development of the GEI. Finally, a conclusion of the main research results is given in 
chapter 10. 
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2. Ontologies 
To specify the vocabulary which will be used in this thesis, this chapter firstly provides basic 
concepts relating to the definition and the development of ontologies (section 2.1). Secondly, 
the role of ontologies in the Semantic Web context is briefly delineated (section 2.2). As will 
be shown, the Semantic Web vision has led to the development of expressive standards and 
useful technologies for modeling and processing ontologically structured data, which are 
introduced here. 

2.1. Basic Concepts 
To begin with, a definition of the term ontologies is presented in the following section 2.1.1. 
Basic elements of ontologies are subsequently enumerated (section 2.1.2). This topic directly 
links up to the depiction of characteristics that differentiate ontologies from other knowledge 
structures (section 2.1.3). As ontologies also show varieties, for example in terms of their 
topical coverage and their levels of specificity, characteristics of different types of ontologies 
are described (section 2.1.4). Finally, a methodology for the process of modeling ontologies is 
presented (section 2.1.5). 

2.1.1. Definition of Ontologies 

As stated by [GÓMEZ-PÉREZ et al. 2004], the term ontology originates from the field of 
philosophy and has been adopted by the domain of computer science. Nonetheless, the term 
ontology has slightly different denotations in these two domains. In philosophy, the 
capitalized term Ontology denotes the study of the nature of being [MITTELSTRAß 1995], 
investigating which entities exist and how they are interrelated. Philosophers are thus engaged 
in defining a world-embracing ontology while the role of ontologies in the domain of 
computer science is more pragmatic. 

As the use of the plural form ontologies implies, the field of computer science does not aim to 
define a global ontology for describing the nature of all kinds of things that exist. Instead, 
ontologies here primarily serve to create a shared understanding of a certain domain of 
interest and to semantically structure knowledge which can then be leveraged in certain 
application contexts such as data integration or semantic search.  

This pragmatic view of ontologies is expressed in Gruber’s widely cited ontology definition, 
as well as in its extension described by [SURE and STUDER 2005], which this thesis will be 
based on: 

“An ontology is an explicit specification of a conceptualization.” [GRUBER 1995:1] 

“An ontology is an explicit, formal specification of a shared conceptualization of a 
domain of interest.” [SURE and STUDER 2005:192] 

These definitions emphasize that the modeling of ontologies allows to make knowledge 
explicit, thereby facilitating communication processes, especially between human beings and 
computers. This is enabled by the formality of ontologies and the machine-interpretability of 
standards for their representation. These characteristics also account for the leading role of 
ontologies in the domain of artificial intelligence [CHANDRASEKARAN et al. 1999]: Here, their 
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formally defined knowledge constitutes the backbone of intelligent applications and expert 
systems.  

2.1.2. Basic Elements of Ontologies 

In computer science, ontologies typically consist of a set of classes and the definition of 
relationships (relations) that exist between objects of these classes. These objects are referred 
to as instances which are sometimes also subsumed under the term ontology. However, 
[WELLER 2010:143] points out that instances are not necessarily considered as elements of 
ontologies. She explains that, to solve this impreciseness in definition, instantiated ontologies 
are often referred to as ontological knowledge bases, as stated by [NOY and MCGUINNESS 
2001:3]: 

“An ontology together with a set of individual instances of classes constitutes a 
knowledge base.”  

To distinguish between ontologies that comprise instances and those that do not in this thesis, 
the term ontology schema is used to refer only to the entirety of classes and relations, while 
the term (ontological) knowledge base is applied to refer to an instantiated ontology schema. 
For readability purposes, the specific terms ontology schema and knowledge base are only 
used if a distinction is necessary, while in general, the term ontology is used to refer to both 
ontology schemata and to ontological knowledge bases. 

An ontology schema formally models a domain of interest by defining classes of objects and 
the relationships between them. In an ontology schema that represents research contexts, the 
classes Person and Organization could for example be interlinked by the relation3 
hasAffiliation, as illustrated by the example ontology in Figure 1. This relation would refer to 
the domain of objects from the Person class and be assigned the Organization class as the 
range from which linkable objects can be derived. 

 
Figure 1: Example of an ontology 

As the hasAffiliation relation defines the relationship between two ontology objects, it is 
referred to as an object property. Alternatively, relations can also assign specific datatype 
values to ontology instances, such as integer or string values. This way, the property name 
could for example express that a certain instance of the Person class is assigned the string 
value Miller as a name, as depicted in Figure 1. These kinds of relations are therefore referred 
to as datatype properties. 

                                                 
3 Semantic relations are often also referred to as properties. In this thesis, the two terms will be used 
interchangeably. 
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Figure 1 thus exemplarily presents the basic elements of ontologies, namely classes, 
instances, object properties and datatype properties. Throughout this thesis, ontologies will be 
illustrated on the basis of the graphic elements denoted in the caption of Figure 1. 

2.1.3. Ontologies and Other Knowledge Structures 

Apart from ontologies, several other knowledge structures exist that vary in their levels of 
formalization and semantic expressiveness. In Figure 2, taxonomies, thesauri, topic maps and 
ontologies are ordered according to these criteria. For the depicted knowledge structures it can 
be stated that the higher their level of formalization, the higher is their semantic 
expressiveness. According to this model, taxonomies show the lowest level of both 
formalization and semantic expressiveness, followed by thesauri, topic maps and ontologies 
which are reported to allow for the highest levels of formalization and semantic 
expressiveness. 

 

Figure 2: Overview of knowledge structures (based on [ULLRICH et al.]) 

Taxonomy 

A taxonomy is a classification system for a certain domain. It consists of categories which are 
hierarchically ordered in a linear structure. This means that each category is assigned to 
maximally one superordinate category, thereby forming a tree structure of category 
hierarchies. Examples of taxonomies are the ODP (Open Directory Project)4 and the DDC 
(Dewey Decimal Classification) which is widely applied for the classification of library 
resources. 

Thesaurus 

Originating from the domain of information science, thesauri are controlled vocabularies 
which are usually developed for the purposes of document indexing and retrieval [BURKART 
2004:141]. Compared to taxonomies, they offer a higher level of expressiveness, allowing to 
structure the vocabulary of a certain domain not only hierarchically but by a set of predefined 
semantic relations. According to the ISO-2788 standard [ISO 1986a], thesauri typically 
comprise, but are not restricted to, equivalence relations between synonyms or quasi-

                                                 
4 http://www.dmoz.org. 
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synonyms, hierarchical relations between broader and narrower terms and associative 
relations between related terms. Moreover, the relations between compound terms and their 
term components may be respresented in a thesaurus [BURKART 2004:149]. 

Popular thesauri from the domain of education are for example the English-language ERIC 
Thesaurus5 of the Education Resources Information Center and the multilingual European 
Training Thesaurus6 which is published by the European Centre for the Development of 
Vocational Training (Cedefop). 

Topic Map 

The topic maps data model was developed to simplify the exchange of knowledge structures 
on the web, being defined in the [ISO 1986b] standard. Topic maps add a level of complexity 
to classification systems and controlled vocabularies such as thesauri and taxonomies. They 
allow to differentiate between abstract subjects, their real representations, which are referred 
to as topics, and their occurrences in documents. In this regard, they offer similar possibilities 
as ontologies which distinguish between abstract classes and their concrete instantiations, as 
explained in section 2.1.2.  

In the topic maps standard, the definition of so-called associations between topics is also 
similar to the definition of semantic relations in ontologies. Topic maps thus offer a high level 
of semantic expressiveness. Nevertheless, the topic maps standard defines only an abstract 
data model and does not specify its formal representation. The standard hence does not allow 
for drawing inferences on the represented knowledge and, in contrast to ontologies, no formal 
query languages are available for querying topic maps based knowledge representations.  

Ontology 

Compared to the aforementioned knowledge structures, ontologies offer the highest levels of 
both formalization and semantic expressiveness. As delineated in section 2.1.2, they formally 
model a domain of interest by the definition of classes and their semantic interrelations. But in 
contrast to taxonomies, the ontologies’ class structure is not necessarily linear, allowing 
classes to have more than one superclass.  

As far as relations are concerned, ontologies offer a superior level of expressiveness than 
thesauri as they are not restricted to the above listed typical thesaurus relations between terms. 
Instead, all imaginable semantic relations can be defined between all kinds of objects in an 
ontology. Although this is also possible in topic maps, ontologies are far more expressive: For 
example, relations can be defined as transitive or symmetric, which permits to infer implicit 
relationships between ontology objects. Drawing such inferences is enabled by the high level 
of formalization of ontologically structured knowledge. This is fostered by standardized 
languages for the representation of ontologies, a selection of which will be presented in 
section 2.2.1. 

                                                 
5 http://www.eric.ed.gov/ERICWebPortal/thesaurus/thesaurus.jsp. 
6 http://www.cedefop.europa.eu/etv/Upload/Information_resources/Bookshop/526/3049_en.pdf. 
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Nevertheless, [PETERS 2009:125] points out that “the term ‘ontology’ is often used 
inconsistently, or generalizingly for all structured knowledge organization systems”. For 
example, thesauri are often referred to as light-weight ontologies, especially if they exceed the 
set of typical thesaurus relations and if they are represented in a machine-readable format. To 
specify the definition of ontologies, [STOCK and STOCK 2008:256-257] recommend to use the 
term ontology for knowledge structures that fulfill the following criteria:  

 the use of a standardized ontology language 

 the applicability of inference mechanisms 

 the differentiation between classes and instances 

 the occurrence of semantic relations that exceed hierarchical relations 

According to these criteria, the representation of thesaurus and topic map structures with the 
help of formal ontology languages would thus also be subsumed under the term ontology. In 
summary, it can thus be stated that ontologies usually exceed typical thesaurus relations, often 
comprise both classes and instances and, most importantly, they are represented by means of 
formal ontology languages which allow to draw inferences on the represented knowledge. 

2.1.4. Types of Ontologies 

Ontologies can vary according to their complexity, exhaustiveness, content and structure. To 
classify the vast number of existing ontologies, a distinction can be drawn between upper-
level and domain ontologies and between deep and shallow ontologies. 

Upper-Level Ontologies versus Domain Ontologies 
While domain ontologies are usually defined to serve specific tasks in a certain application 
domain, upper-level ontologies serve more universal goals. They aim to define the world in 
terms of basic classes and relations so that other domain ontologies can build on them. To 
describe the basic elements of the world, the Descriptive Ontology for Linguistic and 
Cognitive Engineering (DOLCE) upper level ontology for example makes a top-level 
distinction between endurant and perdurant entities, qualities and abstract entities [MASOLO et 
al. 2002]. Unfortunately, none of the existing upper-level ontologies has found wide 
acceptance yet, possibly due to their complex structures whose application requires a high 
learning effort. This explains why ontology engineers tend to define domain ontologies rather 
than specifying world-embracing upper-level ontologies. 

Deep versus Shallow Ontologies 
A further distinction can be drawn between deep and shallow ontologies. According to 
[SHADBOLT et al. 2006:99], “shallow ontologies comprise relatively few unchanging terms 
that organize very large amounts of data”. This means that the ontology schema comprises 
only few classes while the number of instances assigned to these classes is huge. As an 
example for a shallow ontology, the authors cite an ontology for financial contexts where 
classes such as Customer, Account number and Overdraft organize huge amounts of instance 
data. Deep ontologies, by contrast, are much more comprehensive and fine-grained. They 
consist of a large number of classes whose interrelations can reach a high level of complexity. 
These are typically ontologies that formally define knowledge in the domains of science and 
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engineering such as the Protein Ontology [NATALE et al. 2006] and the Gene Ontology [THE 

GENE ONTOLOGY CONSORTIUM 2008] for the domains of medicine and bioinformatics 
respectively. 

2.1.5. Ontology Modeling Methodology 

[USCHOLD and KING 1995] defined a methodology which describes the stages of the ontology 
modeling process. The authors divide this process into six stages which are depicted in 
Figure 3.  

 

Figure 3: Ontology modeling methodology (based on [USCHOLD and KING 1995]) 

After identifying the purpose of the ontology (1), key classes and relations need to be 
captured (2). The next step of the modeling process comprises the coding of the captured 
ontologies in a formal representation language (3). Afterwards, reusable existing ontologies 
can be identified and integrated (4) to ideally economize the ontology development process.  

In the evaluation step (5), the ontology’s consistency and comprehensiveness have to be 
assessed. And finally, both the ontology and the modeling decisions taken should be 
documented (6), which is especially important if the ontology is to be reused by others. 

In their overview of existing methodologies for building ontologies, [FERNÁNDEZ-LÓPEZ 
1999] show that the first three stages of [USCHOLD and KING 1995]’s model appear in most of 
their surveyed methodologies. The integration, evaluation and documentation stages, by 
contrast, do not form part of all of these methodologies. Nevertheless, these stages are 
considered as important in the context of the Semantic Web which fosters the reuse and 
integration of existing ontologies [CARSTENS 2009]. For this reason, the methodology by 
[USCHOLD and KING 1995] can be considered as well-suited for the development of 
ontologies in the Semantic Web context. 

The METHONTOLOGY methodology, which [FERNÁNDEZ-LÓPEZ 1999] identify as the most 
mature one in their survey, comprises similar stages as the ones described by [USCHOLD and 
KING 1995]. It further extends their model by describing the ontology modeling process as a 
lifecycle, which stresses its dynamic nature as well as the need to maintain the ontology. 
Since this thesis pursues the primary goal of creating a static ontology as a basis for the 
conduction of retrieval experiments, it will refer to the very similar, though static, ontology 
modeling methodology described by [USCHOLD and KING 1995]. 

2.2. Ontologies in the Semantic Web 
Ontologies can be employed in a wide range of application contexts in which their formal 
semantics are leveraged. The use of ontologies ranges from the mere visualization of 
knowledge to inferencing, semantic data integration and data retrieval, and finally to the 
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semantic search support in IR applications [CARSTENS 2008], the latter being in the focus of 
this thesis.  

Furthermore, ontologies play a crucial role in the Semantic Web which, according to 
[BERNERS-LEE et al. 2001:3], is “not a separate Web but an extension of the current one, in 
which information is given well-defined meaning, better enabling computers and people to 
work in cooperation”. To realize this vision, the Semantic Web adds a semantic layer to the 
existing web. This layer semantically structures and annotates web data, which is realized 
with the help of ontologies that provide the annotation vocabulary. The realization of the 
Semantic Web vision thus fosters the development of numerous ontologies that formally 
define annotation vocabularies for different domains. Moreover, the Semantic Web 
community has developed standards, technologies and tools for representing ontologically 
structured data. These will be presented in sections 2.2.1 and 2.2.2. The chapter concludes 
with the description of Semantic Web initiatives for modeling research context-related data 
which will be relevant for the envisioned creation of a research context ontology in this thesis 
(section 2.2.3). 

2.2.1. Semantic Web Technologies 

To foster the realization of the Semantic Web vision, Semantic Web technologies have been 
developed. They form part of the Semantic Web layers which are illustrated in Figure 4. 

 

Figure 4: Semantic Web stack (based on [BERNERS-LEE et al. 2006]) 

Figure 4 shows that Uniform Resource Identifiers (URIs) make up the basic layer of the 
Semantic Web. By assigning URIs to all kinds of resources on the web, these can be 
unambiguously referred to. These resources can be any kind of objects (e.g. people, 
documents, organizations) for which a URI provides a representation, for example in the form 
of a brief textual description.  

The Resource Description Framework7 (RDF) standard allows to define statements about 
such resources in the form of an XML based syntax. But in contrast to XML, the semantics of 
RDF annotations can be formally defined. This is realizable by means of the RDF Schema8 
(RDFS) standard which can be considered as a simple ontology language. A more expressive 
alternative for formally defining the semantics of annotation vocabularies is offered by the 

                                                 
7 http://www.w3.org/TR/2004/REC-rdf-concepts-20040210. 
8 http://www.w3.org/TR/2004/REC-rdf-schema-20040210. 
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Web Ontology Language9 (OWL). Query and rule languages that complement the Semantic 
Web architecture are then applicable to the semantically structured web data, as illustrated in 
Figure 4. 

Apart from the semantic annotation and structuring of data, the Semantic Web strives for a 
web-embracing unifying logic and the application of proof and trust services which are based 
on cryptography. Nevertheless, these layers have not been realized yet, in contrast to the 
above described semantic layers RDF, RDFS, OWL and the query language SPARQL10, all of 
which will be elaborated on in more detail in the following. Ultimately, all these layers 
provide a technical basis for the development of user interfaces and applications that leverage 
the semantic structures.  

RDF 

RDF is a standard for defining statements about web resources in the form of subject-
predicate-object triples which can be serialized in an XML based syntax. Referring to the 
example ontology in Figure 1 in section 2.1.2, the fact that the Person named Miller works at 
the University of Frankfurt can be expressed in RDF as follows: 

1 <rdf:RDF 
2   xmlns:rdf=http://www.w3.org/1999/02/22-rdf-syntax-ns# 
3   xmlns:myns="http://mydomain.de/myns#"> 
4   <rdf:Description rdf:about="http://mydomain.de/myns#Miller"> 
5     <rdf:type rdf:resource="http://mydomain.de/myns#Person"/> 
6     <myns:hasAffiliation rdf:resource="http://mydomain.de/myns#Uni_Frankfurt"/> 
7   </rdf:Description> 
8 </rdf:RDF> 

Figure 5: RDF example 

In this example, the person Miller is modeled as an instance of the Person class, which is 
expressed by the rdf:type relation. This Person instance is further interlinked with the 
resource denoting the University of Frankfurt by the semantic relation hasAffiliation.  

The reference to the namespace myns denotes where the employed annotation vocabulary is 
specified. In the example in Figure 5, two namespaces are referred to in lines 2 and 3. In this 
example, these are the general RDF syntax (line 2) and the terminology defined in the myns 
namespace (line 3) which comprises for example the relation myns:hasAffiliation. In the 
referenced namespace myns, the employed terminology can be defined with the help of the 
RDFS standard. 

RDFS 

The RDFS standard allows to describe relations between classes of objects on an abstract 
level. Such ontology schemata can then be used to define RDF statements about concrete 
instances of these classes, such as in the example in Figure 5.  

                                                 
9 http://www.w3.org/TR/2004/REC-owl-features-20040210; in October 2009, the OWL Working Group 
produced a W3C recommendation for a new version of OWL, OWL 2, that adds additional features to the OWL 
standard while remaining compatible (see http://www.w3.org/TR/owl2-overview). 
10 http://www.w3.org/TR/rdf-sparql-query. 
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The following Figure 6 shows how an excerpt of the schema for the example ontology in 
Figure 1 (section 2.1.2) could be represented in RDFS. The schema defines that resources of 
the class Person can be interlinked with resources of the class Organization by the relation 
myns:hasAffiliation. In a serialized form, this simple schema would be expressed as follows: 

1 <rdf:RDF 
2   xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#" 
3   xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#"> 
4   <rdfs:Property rdf:ID="hasAffiliation"> 
5     <rdfs:domain rdf:resource="#Person"/> 
6     <rdfs:range rdf:resource="#Organization"/> 
7   </rdfs:Property> 
8 </rdf:RDF> 

Figure 6: RDFS example 

The RDFS standard enables the use of basic ontology modeling primitives. For example, both 
classes and relations can be hierarchically structured, which is realized by the definition of 
subclasses and subrelations. Another modeling primitive is the definition of domain and range 
restrictions that specify the scope of semantic relations (see section 2.1.2). In the above stated 
example in Figure 6, the relation myns:hasAffiliation is restricted to the domain Person and 
applies to the range Organization. The schema thus defines that only instances of the Person 
class can be interrelated to instances of the Organization class by this relation. 

OWL 

The OWL ontology language builds on the RDF and RDFS standards but offers a higher level 
of semantic expressiveness than RDFS for defining ontology schemata. For example, 
relations between classes, such as disjointness or sameness, can be specified in OWL. 
Moreover, cardinality restrictions are expressible and relations can be characterized more 
precisely than in RDFS, for example by defining them as symmetric, transitive or inverse. 
The latter is illustrated by the OWL example code in Figure 7 where the relation 
hasAffiliation is defined as inverse to the relation employs. Consequently, if a knowledge base 
that is based on this OWL schema comprises the RDF statement A hasAffiliation B, it can 
automatically be inferred that the statement B employs A is also true.  

1 <rdf:RDF 
2   xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#" 
3   xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#" 
4   xmlns:owl="http://www.w3.org/2002/07/owl#” 
5   xmlns:xsd="http://www.w3.org/2001/XMLSchema#"> 
6   <owl:Ontology rdf:about="http://mydomain.de/myns/ExampleOntology.owl"> 
7     <rdfs:label>Example Ontology</rdfs:label> 
8   </owl:Ontology> 
9   <owl:ObjectProperty rdf:ID="hasAffiliation"> 
10    <rdfs:range rdf:resource="#Person"/> 
11    <rdfs:domain rdf:resource="#Organization"/> 
12    <owl:inverseOf rdf:resource="#employs"/> 
13  </owl:ObjectProperty> 
14 </rdf:RDF> 

Figure 7: OWL example 
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The example code in Figure 7 illustrates that OWL builds upon the RDF and RDFS standards 
whose constructs can partly also be used in OWL documents. The OWL standard itself 
comprises three sublanguages, namely OWL Lite, OWL DL and OWL Full, ordered by their 
increasing levels of semantic expressiveness. The OWL Lite standard is least expressive but 
well-suited for the mere definition of class hierarchies. While OWL Full offers a maximum 
level of semantic expressiveness, the OWL DL sublanguage is more restricted. Nevertheless, 
these restrictions assure its decidability, its computational efficiency and the completeness of 
inferences drawn on data which is structured on the basis of an OWL DL ontology. For the 
unrestricted OWL Full standard, by contrast, no full reasoning support can be guaranteed. The 
selection of a distinct OWL sublanguage is thus dependent on the required levels of 
decisiveness and semantic expressiveness, which are antagonistic. 

SPARQL 

To access the data which is represented in the form of RDF triples in ontological knowledge 
bases, query languages like SPARQL can be employed. The SPARQL syntax is similar to that 
of the SQL query langue for relational databases as the SELECT and WHERE clauses are 
employed to query for data from an RDF graph. At the same time, SPARQL queries are 
similar to the triple-form of RDF statements, except that each subject, predicate or object in 
the SPARQL query may consist of a variable.  

Based on the example ontology presented in Figure 1 in section 2.1.2, a SPARQL query could 
for example ask for the resource which is interlinked with the Organization named University 
of Frankfurt by the myns:hasAffiliation relation. This would be expressed in the following 
SPARQL query:  

1 PREFIX myns: <http://mydomain.de/myns#> 
2 SELECT ?person 
3 WHERE 
4 { 
5   ?person myns:hasAffiliation myns:Uni_Frankfurt/> 
6 } 

Figure 8: SPARQL example query 

As a result, this SPARQL query would identify the Person named Miller from the example 
ontology in Figure 1. 

2.2.2. Semantic Web Tools 

The Semantic Web community has developed several tools for the processing of data that is 
represented in Semantic Web standards. A selection of these tools will be briefly presented in 
the following, namely the ontology editor Protégé, the reasoner Pellet and the Jena 
development framework. 

Protégé 
Protégé11 is an open source ontology editor which assists ontology engineers in the ontology 
modeling process [NOY et al. 2001]. The editor12 supports the modeling of ontologies in the 

                                                 
11 http://protege.stanford.edu. 
12 Proégé version 3.4. 
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RDF, RDFS and OWL standards. It basically offers a form based user interface for the 
definition of ontology classes and instances, as well as the relations between them. Protégé, 
which is developed at Stanford University, is widely applied in Semantic Web technology 
based research projects. Its active developers’ community has further created a large amount 
of plug-ins which extend the Protégé editor, such as ontology visualization widgets and rule 
and query language support.  

Pellet 
Pellet is an open source reasoner for ontologies which are represented in the OWL DL 
standard [PARSIA and SIRIN 2004]. It allows to assess the consistency of ontologies by 
identifying contradictory facts and by checking the satisfiability of class definitions, for 
example13.  

Jena Framework 
Jena14 is a Java based development framework for building Semantic Web applications. It 
supports both the RDF, RDFS and OWL standards and the SPARQL query language. 
Moreover, it includes a rule-based inference engine that offers reasoning support.  

2.2.3. Research Context-Related Data on the Semantic Web 

As the Semantic Web is growing, more and more semantically annotated data sets are being 
published in Semantic Web standards. For this purpose, data that originally resides in 
traditional data sources such as relational databases is often semi-automatically transformed 
into Semantic Web standards to ensure its interoperability with other data sets on the 
Semantic Web. This is encouraged by the Linked Data initiative, a term coined by [BERNERS-
LEE 2006], which fosters the publication and semantic interlinking of data sets in Semantic 
Web standards.  

While the Semantic Web originally focused on the semantic annotation of information on web 
pages, the Linked Data initiative has by now become its primary focus of interest. This can be 
explained by the fact that the annotation of information in the traditional web turned out to be 
very labor-intensive while (semi-)structured data sources are easily transferrable into 
Semantic Web standards. They thus offer a vast potential for the further growth of the 
Semantic Web. Due to this change of focus, the term Linked Data is currently often employed 
synonymously to the term Semantic Web. At present, more than 13 billion RDF triples have 
already been published as Linked Data15. 

In Germany, the Semantic Web and Linked Data initiatives have also found their way into the 
library domain. This is illustrated by the SWIB (Semantic Web in Libraries) workshop which 
was initiated by the HBZ Library Union North-Rhine Westfalia in 2009. This workshop 
brings together developers and librarians to discuss the Semantic Web’s potential for libraries. 
As libraries have expertise in the maintenance of terminological resources, they can make an 
important contribution to the Semantic Web. This is realized by the increasing transformation 
                                                 
13 http://clarkparsia.com/pellet/features. 
14 http://jena.sourceforge.net. 
15 See statistics by the SWEO Community Project: Linking Open Data on the Semantic Web: 
http://esw.w3.org/TaskForces/CommunityProjects/LinkingOpenData/DataSets/Statistics, last visited on October 
1st, 2010. 
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of library resources into Semantic Web standards. For example, the German National Library 
of Economics [NEUBERT 2009] and the GESIS Social Science Information Centre [ZAPILKO 
and SURE 2009] have published their domain thesauri in Semantic Web standards, namely the 
STW Thesaurus for Economics and the TheSoz Thesaurus for the Social Sciences. For this 
purpose, best practices for transforming thesauri into Semantic Web standards can be referred 
to [MILES 2005; ASSEM et al. 2006]. 

Moreover, the publication of data about research communities is common on the Semantic 
Web: The data is often publicly available and can serve to illustrate the potential of Semantic 
Web applications. This is also fostered by the Semantic Web community itself that has 
published the data sets of Semantic Web-related conferences as data dumps16 in Semantic 
Web standards, for example. The availability of research community-related data on the 
Semantic Web is further illustrated by semantic portals such as the AIFB17 semantic portal of 
the University of Karlsruhe18 and the information portal for the Semantic Web community 
semanticweb.org. 

Several ontologies have been developed that assist in the publishing of such research context-
related data. Amongst others, they can serve to model the relations between researchers, 
research organizations, projects and topics. This is illustrated by the following three 
ontologies that are widely applied in the Semantic Web. They will provide reference points 
for modeling a research context ontology which serves for query expansion purposes in this 
thesis.  

FOAF 
FOAF (Friend-of-a-friend)19 is an ontology vocabulary for the representation of person-
related data. It is widely applied to publish personal profile data on the Semantic Web. 
Person-related data can for example be described by relations such as foaf:name and 
foaf:mbox while interpersonal relationships are expressible by the foaf:knows relation. 
Furthermore, topic interests (foaf:topic_interest), current projects (foaf:currentProject) and 
publications (foaf:publications) can be described with the help of the FOAF vocabulary. 

SWRC 
The SWRC (Semantic Web for Research Communities) ontology serves for the representation 
of research community-related data [SURE et al. 2005]. It is modeled around the main classes 
swrc:Project, swrc:Topic, swrc:Event, swrc:Organization, swrc:Person and 
swrc:Publication. This ontology thus models classes and relations which can be used for 
defining a research context ontology for the domain of educational research. The SWRC 
ontology is for example applied in the Semantic Web standards based AIFB portal and was 
used in the Semantic Knowledge Technologies (SEKT)20 European research project. 

                                                 
16 Available at http://data.semanticweb.org/dumps. 
17 Institute of Applied Informatics and Formal Description Methods at the Karlsruhe Institute of Technology. 
18 http://www.aifb.uni-karlsruhe.de/english. 
19 http://xmlns.com/foaf/spec. 
20 http://www.sekt-project.com. 
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SKOS 
The SKOS21 (Simple Knowledge Organization System) vocabulary has been developed to 
simplify and standardize the transformation of lexical resources such as thesauri into 
Semantic Web standards. In SKOS, thesaurus terms are represented as instances of the class 
skos:Concept. Typical thesaurus relations between these instances can be described by 
semantic relations such as skos:broader, skos:narrower and skos:related. Furthermore, label 
relations allow to assign different lexicalizations to the Concept instances - a preferred label 
(skos:prefLabel) and one or more alternative labels (skos:altLabel). SKOS is widely applied 
to publish thesauri in Semantic Web standards such as the above mentioned STW and TheSoz 
thesauri and the UK Archival Thesaurus22 (UKAT). 

                                                 
21 http://www.w3.org/TR/2009/REC-skos-reference-20090818. 
22 http://www.ukat.org.uk/downloads/data.php. 
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3. Retrieval 
This chapter presents basic concepts from the field of Information Retrieval (IR) (section 3.1). 
Moreover, it gives an overview of established standards and measures for the evaluation of IR 
systems (section 3.2), taking the particularities of both automatic and interactive IR 
experiments into account.  

3.1. Information Retrieval 
This section firstly gives a definition of the term information retrieval (section 3.1.1) and 
explains its delimitation from data retrieval (section 3.1.2). Secondly, the section points out 
how ontologies can support IR processes (section 3.1.3). Thirdly, a distinction between 
traditional and interactive IR models is drawn (section 3.1.4).  

3.1.1. Definition of Information Retrieval 

Information retrieval pursues the goal of representing and storing information objects in a 
way that allows users to easily access the information that satisfies their respective 
information needs. IR systems thus support the users in accessing information that is relevant 
for them in a specific context. This is also expressed in the following definition by [BAEZA-
YATES and RIBEIRO-NETO 1999:1]: 

“Information Retrieval (IR) deals with the representation, storage, organization of, and 
access to information items. The representation and organization of the information 
items should provide the user with easy access to the information in which he is 
interested.” 

In the traditional IR model depicted in Figure 9, a retrieval system represents information 
objects in a way that enables their easy storage and access (1). If a user sends a query to the 
system (2), the query is transformed into an internal representation of his information need. 
Afterwards, this need is matched with the internal representations of the stored information 
objects in the IR system (3). The information objects that are identified as matching the 
information need are then presented to the user (4). In this traditional IR model, the IR 
process is thus considered as a matching between the user’s information need, represented by 
a query formulation, and the system-internal representations of information objects [SALTON 
and MCGILL 1983a:11]. 

 

Figure 9: Information retrieval model (based on [FERBER 2003]) 
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Although IR systems are not restricted to the processing of textual information, many systems 
focus on text retrieval. This also applies to this thesis. For this reason, the information objects 
will in the following be referred to as documents. While documents are usually semi-
structured, IR systems can also deal with unstructured information objects such as images and 
multimedia objects.  

In IR systems, information objects are internally represented by index terms that depict their 
contents. These index terms are either derived from a controlled vocabulary or, in the case of 
text retrieval systems, from the documents’ contents. In text retrieval systems, the outcome of 
this indexing phase is usually an inverted file that stores information about term occurrences 
in documents, often complemented by term weights. These weights express a term’s 
significance for describing a document’s contents. For this purpose, a term’s frequency of 
occurrence in the document can be calculated. The more sophisticated term frequency-
inverted document frequency (TF-IDF) weighting scheme further takes into account how 
many documents in the entire document collection comprise the term. The smaller the number 
of documents in which a term appears and the higher its occurrence rate within a single 
document, the higher the index term’s weight which is assigned to the respective document. 

In the widely applied Vector Space Model, first implemented in the SMART retrieval system 
[SALTON 1971], information objects are represented as vectors of weighted index terms. The 
user queries are also represented as vectors in this model. To identify documents that fulfill 
the user’s information need, the similarity between document and query vectors can then be 
calculated. For this purpose, similarity functions such as the Cosine Measure or the Jaccard 
Coefficient are applicable. The matches between the expressed information needs and the 
system-internal representations of information objects are thus only partial, allowing to 
generate ranked result lists as the outcome of the retrieval process. 

This is also the case in IR systems that are based on the probabilistic retrieval model. Here, 
the querying process is considered as “a process of specifying the properties of an ideal 
answer set” [BAEZA-YATES and RIBEIRO-NETO 1999:31]. The identification of the ideal set of 
documents takes place in interaction with the users who, for example, provide feedback on the 
relevance of result documents. Based on such feedback, the description of the ideal document 
set, that is the query formulation, can be optimized. By estimating the probability of the 
documents’ relevance, ranked result lists are then generated, like in the Vector Space Model. 
Overall, it can thus be stated that this vagueness in the matching process is characteristic for 
IR systems. 

Another level of vagueness concerns the representation of the user’s information need. IR 
systems deal with situations where the users do not have a well-defined idea of the 
information they are searching for. In many cases, the users are unaware of the nature of the 
answer and cannot be sure whether or not the system contains an answer to their information 
need at all. The users are thus challenged by the task to express their vague information needs 
in the form of search queries that are sent to an IR system. Consequently, the information 
needs are often incompletely defined and have to be interpreted by the IR system. Moreover, 
the users’ information needs can evolve or change during the search process. Multiple query 
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reformulations may thus be necessary to satisfy the information needs in a dialogue with the 
IR system.  

Such vague information needs arise for example in scientific retrieval contexts. They often 
require the researcher to get an overview of a certain research topic or to gather background 
information for a scientific piece of writing. In these situations, the expected search outcome 
is usually unknown and the IR system user can only vaguely express his information need. 
This is especially the case if the research field is new to the researcher who may not be 
familiar with the respective terminology. If a research field is newly emerging, the 
terminology may not even have been consolidated yet within the research community, which 
further aggravates the search process.  

In such situations, the IR system can offer the user support in the query formulation stage. 
Alternatively, the system can take terminological divergences into account when user queries 
are processed and matched to the representation of information objects. The effectiveness of 
an IR system is thus strongly dependent on the way information needs are formulated, 
internally represented and matched with information objects.  

3.1.2. Information Retrieval versus Data Retrieval 

In contrast to information retrieval, data retrieval deals with queries that can be precisely 
defined and for which exact matches are expected [VAN RIJSBERGEN 1979]. For instance, this 
is the case if a database is queried for factual information. For this purpose, formal query 
languages are employed. Such a fact search can for example query a database for a list of 
people that have a certain age.  

The items which are stored in the database either match the query or not while partial matches 
do not exist. The result set in a data retrieval scenario thus relies on an exact match and the 
result list consists of unranked items that match the formal query. In IR systems, by contrast, 
the partially matching items can be ordered by their relevance to the query, as explained in 
section 3.1.1. IR systems thus rely on a probabilistic model whereas the underlying model of 
data retrieval systems is deterministic. 

While IR systems process natural language queries, queries to data retrieval systems are 
usually expressed in artificial languages. The latter are therefore considered to formally define 
the information need in its completeness whereas queries in IR systems are only expected to 
represent the user’s information need incompletely (see section 3.1.1). In IR systems, the need 
to interpret natural language queries thus only allows for partial matches while data retrieval 
systems deliver exact matches.  

The above mentioned main criteria for distinguishing IR systems from data retrieval systems 
are summarized in Table 1 which is based on [VAN RIJSBERGEN 1979]. 
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IncompleteCompleteQuery specification

RelevantMatchingItems wanted

ProbabilisticDeterministicModel

NaturalArtificialQuery language

Partial match, best matchExact matchMatching

Information RetrievalData Retrieval

IncompleteCompleteQuery specification

RelevantMatchingItems wanted

ProbabilisticDeterministicModel

NaturalArtificialQuery language

Partial match, best matchExact matchMatching

Information RetrievalData Retrieval 

Table 1: Data retrieval versus information retrieval (excerpt from a table by [VAN RIJSBERGEN 1979]) 

Boolean Retrieval 

The Boolean Retrieval Model can be applied in both data and information retrieval systems. It 
relies on the use of the Boolean operators AND, OR and NOT for combining query terms. This 
Boolean syntax serves as a binary decision criterion for identifying which information objects 
adhere to the set of relevant items for a given query and which do not. In retrieval scenarios, 
information objects can thus be assigned to the two disjunct unranked sets of relevant and 
non-relevant items.  

The Boolean Model is thus predominantly applied for data retrieval and implemented in many 
formal query languages like SQL. Moreover, the implementation of the Boolean Model is 
very common in document database systems, i.e. IR systems [BAEZA-YATES and RIBEIRO-
NETO 1999:26]. This can be explained as follows: As document databases often allow the 
search on metadata documents that comprise only small amounts of free-text, they lack a 
prerequisite for the successful implementation of the Vector Space Model (see section 3.1.1).  

Similarly, the Boolean Model is often implemented for the search on metadata documents in 
digital library environments. This is due to the fact that these types of documents comprise 
only small amounts of free text, thus lacking a prerequisite for the successful implementation 
of the Vector Space Model (see section 3.1.1).  

However, [COOPER 1988] states that retrieval system users in Boolean search environments 
often confuse the definitions of the AND and OR operators which in these contexts deviate 
from the terms’ meanings in everyday language. Moreover, [COOPER 1988] notes that the 
Boolean retrieval model is very susceptible to empty result sets which are likely to occur if 
many terms are combined by the AND operator. In the contrary case of formulating queries 
with only a few facets, very large result sets are often induced. These characteristics are 
related to the fact that the Boolean retrieval model relies on an exact match mechanism and 
does not allow for weighting query terms. For the same reason, ranking mechanisms cannot 
be applied on the basis of the Boolean retrieval model. 

Lucene Search Engine Framework 

To overcome the restrictions caused by the underlying exact match mechanism, the Boolean 
Model can be combined with IR models that rely on probabilistic functions and implement 
partial matching algorithms. The latter type of combination is for example realized in the 
Lucene23 open source search engine framework. Its ranking mechanism combines the Boolean 
retrieval model with the Vector Space Model [THE APACHE SOFTWARE FOUNDATION 2006]. 

                                                 
23 http://lucene.apache.org. 
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Firstly, a query’s Boolean syntax is interpreted in order to identify the set of relevant 
documents. Secondly, the Vector Space Model is applied to rank the documents by 
calculating similarity measures between both query and document vectors. For this purpose, 
term weights are determined based on the TF-IDF measure (see section 3.1.1). Accordingly, 
term frequencies and inverse document frequencies have a strong impact on the ranking. For 
example, if one query term occurs in a few documents only while another query term is 
contained in many documents, the former documents are ranked higher because the first term 
is believed to have a higher discrimination value. Moreover, documents that contain both 
query terms would be ranked higher than those in which only one of the terms occurs. 

The combination of the Boolean and Vector Space Models in the Lucene’s standard ranking 
mechanism enables the use of an expressive formal query syntax while at the same time 
allowing for  the generation of ranked result lists. 

3.1.3. Ontology Supported Retrieval 

Ontologies can be used in both data and information retrieval scenarios. For example, 
querying an ontological knowledge base for distinct ontology objects with the help of formal 
querying languages is a data retrieval method. By contrast, using ontologies and ontological 
knowledge bases to support the retrieval of full texts is an information retrieval method. A 
distinction can thus be drawn between data retrieval on ontological knowledge bases and 
ontology supported information retrieval. In this thesis, the focus lies on the latter application 
area - ontology supported information retrieval. Here, an ontology can be used to support 
different stages of the information retrieval process which were illustrated in Figure 9 in 
section 3.1.1. 

At the indexing stage, the concept terms of an ontology can for example serve as a controlled 
indexing vocabulary. In this case, the ontology’s semantics can be taken into account when a 
user’s query is mapped to the ontology based document representations. Similarly, ambiguous 
query terms can be disambiguated at the query processing stage by automatically expanding 
user queries with ontology derived context information. This was for example realized by 
[PAN et al. 2009] who applied ontology based expansion mechanisms for reducing ambiguous 
queries in folksonomy search.  

Queries can also be automatically expanded with semantically related terms to enhance their 
recall, as will be elaborated on in detail in section 4.4.3. Overall, the ontology can thus serve 
to increase either the exactness or the comprehensiveness of the matching process in IR 
systems which matches representations of users’ information needs to those of information 
objects (see section 3.1.1). 

Alternatively, an ontology can be used in the query formulation stage. For example, the user 
can be offered a browseable or queryable ontology from which to select query terms. In 
subsequent query reformulation steps, the ontology can further serve to generate query term 
suggestions, interactive query expansion terms or suggestions for the disambiguation of query 
terms. 
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A comprehensive ontology based information retrieval model is described by [VALLET and 
FERNÁNDEZ 2005; CASTELLS et al. 2007]. In this model, an ontology is used for indexing, 
query interpretation and query expansion purposes, which is achieved by annotating text 
documents with ontology instances. These index terms are weighted based on an adaptation of 
the Vector Space Model which determines TF-IDF values for the ontology based index terms 
(see section 3.1.1). By calculating the semantic similarity between queries and documents in 
combination with traditional keyword based similarity algorithms, the result documents can 
then be ranked. In the query interpretation phase, the ontology’s structured semantics can 
further be taken into account by transforming keyword queries into structured semantic 
queries. Here, reasoning mechanisms are applied which are partly similar to query expansion 
approaches: For example, implicit query expansion methods are implemented based on class 
hierarchies and rules. In an example given by the authors, a query for the term players would 
be expanded with instances of the ontology class Players. This ontology based expansion 
strategy would thus lead to an increase in the comprehensiveness of the result list. 

[TOMASSEN 2008] presents another method of indexing documents with ontology vocabulary 
based on the Vector Space Model. In his approach, a feature vector is calculated for each 
concept term from the ontology, based on the term’s occurrences in the document corpus. 
This way, the index terms derived from the ontology are adapted to the domain terminology.  

Further approaches for using ontologies in both the indexing and retrieval phases are for 
example presented by [KÖHLER et al. 2006] and [KIRYAKOV et al. 2005]. Their works 
illustrate that ontology based indexing is a research topic of its own. As this thesis focuses on 
the topic of ontology based query expansion, the field of ontology based indexing will not be 
discussed in detail here. 

All of the above presented approaches illustrate how ontologically structured knowledge can 
be leveraged to support information retrieval processes. In the Semantic Web context (see 
section 2.2), similar developments can be observed, as will be exemplified by several retrieval 
applications. These all present the users of retrieval systems ontologically structured data in 
the query formulation stage. In these retrieval applications, the ontologically structured data 
takes the form of either search suggestions or query-related context information. 

For example, Google experiments with the enhancement of text search results with structured 
data. Their approach of integrating Semantic Web data into the presentation of search results 
is called rich snippets. In the Google webmaster tools portal24 it is explained that this data is 
extracted from web pages that integrate structured data in microformats or in the RDFa 
format, a standard for annotating data in HTML documents according to the RDF standard 
(see section 2.2.1). An example of a rich snippet is presented in Figure 10. It shows how the 
search result for a person search is augmented with context-related structured data – the 
person’s location and occupation. 

                                                 
24 http://www.google.com/support/webmasters/bin/topic.py?topic=21997. 



 

 23

 

Figure 10: Example for a rich snippet with person information by Google25 

These recent Semantic Web developments are similar to a retrieval approach described by 
[GUHA et al. 2003:705]. They developed a semantic retrieval system that pursued the goal “to 
augment traditional search results with data pulled from the Semantic Web”. Structured data 
about people, activities, working groups, documents and news was gathered from different 
sources and partly transformed into Semantic Web standards. This data was organized in an 
ontological knowledge base and served as background knowledge for augmenting traditional 
keyword search results. The implementation used the Google search engine to generate 
traditional text search results. Queries were sent both to Google and the knowledge base 
where they were mapped to ontology objects. Finally, the users received ranked Google 
results and query-related structured data that could be navigated in parallel. 

[WAITELONIS et al. 2010] describe a similar approach of augmenting an IR system with 
structured data. In an academic video retrieval system, the search results are augmented with 
linked data (see section 2.2.3). This can be used for exploring query-related context 
information. In an example given by [WAITELONIS and SACK 2009], a user searches for a 
certain video speaker. In this case, the retrieval system would for example generate a list of 
people that have inspired the speaker in the video and present the list along with the search 
results. 

These applications show that researchers have begun to exploit the increasing amount of 
semantically annotated Semantic Web data. They further illustrate that this data cannot only 
be leveraged in data retrieval applications but that it can also support information retrieval 
systems (see section 3.1.2). In the above presented applications, ontologically structured 
Semantic Web data is primarily used to provide users with query-related background 
information. Apart from that, the data can also be useful in the query formulation stage to 
assist users in expanding or specifying their queries. This application scenario belongs to the 
research field of ontology based interactive query expansion. While the following section 
3.1.4 firstly delineates the particularities of interactive IR systems as compared to automatic 
IR systems, a comprehensive overview of the state of the art in the field of knowledge based 
query expansion, of which ontology based query expansion forms part, will be given in 
section 4.4. 

3.1.4. Traditional versus Interactive Information Retrieval Models 

In the traditional IR model (see section 3.1.1), IR algorithms pursue the goal of identifying 
documents that match the user’s information need based on the query formulation. Many 
developments in IR research strive to automate this search process as far as possible so that 
ideally, the user does not need to further interact with the system to receive the desired results. 
However, the standard model of IR has several drawbacks which have, amongst others, been 

                                                 
25 Example from http://www.google.com/support/webmasters/bin/answer.py?answer=146646. 
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criticized by [BELKIN 1993]. The author points out that the model assumes the user’s 
information need to be static and well-known, while research has shown that the user might 
find it difficult to specify this need, and it may only emerge throughout the search process. 
Amongst others, [BELKIN 1993] moreover criticizes that the traditional IR model does not 
represent the users’ interactions with texts. 

While the traditional IR model thus does not take the users’ interactions with the IR systems 
into account, it instead focuses on optimizing the retrieval process as far as possible so that, 
ideally, interactions are not necessary. But, as explained by [BELKIN and VICKERY 1985:1], a 
shift in emphasis in IR took place, namely  

“from the study of document or text representations and associated search techniques, 
to study of the users of IR systems, characteristics of the questions or problems which 
they bring to them, and interactions of users with intermediaries and with other aspects 
of the IR mechanism, including evaluations of its success”. 

Accordingly, research in IR is not further restricted to optimizing automatic search processes, 
but strives to understand and explain the user’s entire information search process. According 
to [BELKIN and VICKERY 1985:1], interactions with IR systems take place in situations where 

“a person with some problem or goal, decides that her or his state of knowledge is 
insufficient or inadequate for accomplishing the goal. She or he therefore has recourse 
to some knowledge resource or database, which may be able to provide information 
appropriate to the person’s situation. The person’s access to this resource is through 
some intermediary mechanism whose role is to help the user to obtain an appropriate 
response.” 

This definition deviates from the traditional IR perspective (see section 3.1.1) in taking a 
more holistic view on the retrieval process. While traditionally, IR models describe the 
retrieval process as the matching between user queries and document representations, the 
above listed statement stresses the role of the users in the search process. Moreover, it takes 
the users’ interactions with IR systems into account. In this view, it is thus not taken for 
granted that all retrieval processes can be fully automated. Instead, the assumed role of IR 
systems consists in supporting the users in their pursuit of retrieval goals. As stated by [BATES 
1990], IR systems should support users in autonomously directing and optimizing their 
searches. She presents different levels of system involvement, opting for the development of 
systems that interactively assist the users in strategic search choices. 

The necessity to reformulate queries may either be due to the fact that the user’s information 
need is only vaguely defined at the beginning of the search (see section 3.1.1) or that the user 
is not able to express the information need in an adequate query. Furthermore, the interactive 
query reformulation process may be influenced by the number of results that the previous 
query has delivered. While an empty result set demands for the formulation of a new query, a 
long result list may require the query to be specified. Moreover, the documents of the result 
list may inspire the user to define new queries or to reformulate the initial query.  
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Taking the fact into account that not all IR processes can be successfully automated, 
researchers started to formalize interactive retrieval processes in the 1990s by defining 
interactive IR models [Xie 2008:183]. According to [Xie 2008], the most cited of these 
models are the cognitive model by [Ingwersen 1992], the episode model of interaction with 
text defined by [Belkin 1993] and the stratified interaction model formulated by [Saracevic 
1997]. 

Based on [INGWERSEN 1992]’s cognitive model, [INGWERSEN and JÄRVELIN 2005] defined the 
model of interactive information-seeking, retrieval and behavioral processes. It stresses the 
central role of one or more cognitive actors which are central to the model. These cognitive 
actors interact with organizational, social and cultural contexts and with information systems 
and objects, the latter types of interactions being enabled by respective interfaces. This 
holistic model thus integrates both the traditional system-centered perspective on IR processes 
and the user-centered perspective, describing the users’ cognitive interactions with various 
contexts. 

In his episode model of interaction, [BELKIN 1993:58] also stresses the role of the user whom 
he describes as “the central component in the system”. He explains that IR systems merely 
support users in the context of their information-seeking behaviors, for example to satisfy an 
anomalous state of knowledge [BELKIN 1980]. Unlike the traditional IR model, the episode 
model of interaction is based on the assumption that information needs are not static and that 
interactions with the retrieval system influence the information-seeking-process and the 
initially anomalous state of knowledge [BELKIN 1993:59]. Central to [BELKIN 1993]’s model 
are the users’ interaction processes with text. He later extends this point of view, describing 
“IR systems as systems for supporting people’s interactions with information” [BELKIN et al. 
1995:1].  

Similarly, [SARACEVIC 1997] stresses the importance of interactive processes which are not 
represented in the traditional IR model. He thus developed a stratified model of IR interaction 
in which the interaction is considered as “a dialogue between the participants – user and 
computer – through an interface […]” [SARACEVIC 1997:316]. More specifically, the author 
points out that different levels of these actors interact, namely cognitive, affective and 
situational levels on the user side and engineering, processing and content levels on the 
system side.  

The above described interactive IR models have in common that they all take evolving 
information needs into account. According to these models, information needs are thus not 
necessarily expected to be expressible in a single query: Instead, the interactive system can 
assist the users in reformulating their queries. Several query reformulation steps may be 
required to finally satisfy a user’s (emerging) information need. The interactive support of 
these reformulation processes, for example by providing term suggestions, is a core research 
area of interactive information retrieval [RUTHVEN 2008:53].  

Overall, the above presented interactive IR models thus all stress the role of users and their 
interactions as central components of IR processes. Instead of taking an isolated system-
centered perspective like the traditional IR model (see section 3.1.1), the interactive IR 
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models define conceptual frameworks that permit a holistic viewpoint of IR processes. 
Moreover, the interactive models stress the point that not all search activities can be 
effectively optimized and automated.  

3.2. Evaluation of Information Retrieval Systems 
This chapter gives an overview of general test design criteria for the evaluation of IR systems 
(section 3.2.1) before drawing a distinction between two types of experiments that are 
applicable to evaluate IR systems: automatic and interactive retrieval experiments (section 
3.2.2). The concluding sections present evaluation initiatives (section 3.2.3), as well as 
evaluation measures (section 3.2.4) for both types of IR experiments.  

3.2.1. Design of Retrieval Experiments 

The effectiveness of IR systems can either be assessed in real-life situations or in laboratory 
settings. Although real-life settings allow to evaluate a system in non-artificial situations, it 
has to be noted that this method is very time-consuming. Furthermore, in this kind of setting, 
the retrieval processes are neither repeatable nor are they comparable. It is thus difficult to 
employ real-life settings when a systematic evaluation and comparison of IR systems is 
envisioned. 

Laboratory environments, by contrast, provide closed settings for the execution of formal IR 
experiments. They offer two main advantages over real-life settings, namely the repeatability 
and scalability of the conducted studies. Owing to the controllability of laboratory settings, 
retrieval experiments can be easily repeated. Furthermore, they are less time-consuming than 
studies in real-life settings. These factors explain why laboratory experiments are more 
popular than real-life studies in the field of IR research. 

[TAGUE-SUTCLIFFE 1992:469] gives an overview of the variables that typically play a role in 
retrieval experiments, relating to the following components of IR processes: the document 
collection, the information representation in the IR system, the users, the queries, the search 
intermediaries, the retrieval process and the retrieval evaluation. Moreover, he delineates how 
these variables can be operationalized. For example, document collections can be described in 
terms of their size, users can be categorized by their profession and queries can be measured 
as to their length. As soon as variables are operationalized, they can be experimentally 
manipulated and measured. Experimentally manipulated variables are referred to as 
independent variables whose effect on dependent variables is measured.  

The evaluation of IR systems usually serves either the purpose of comparing two or more 
different systems or of assessing how the modification of distinct system components affects 
a system’s effectiveness [SALTON and MCGILL 1983a:168]. In IR experiments, different 
systems or system configurations thus usually constitute the independent variables whose 
effect on dependent variables, describing the search outcome, is measured [KELLY 2009a:45]. 
Moreover, a stable document collection usually serves as an independent variable in IR 
experiments. This can be either real or designed specifically for test purposes.  

Apart from test collections, the conduction of IR experiments requires a set of test topics that 
define information needs. Moreover, topic-specific sets of relevant documents have to be 
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identified. On this basis, systems can be compared as to their effectiveness in accomplishing a 
set of retrieval topics. 

3.2.2. Automatic versus Interactive Retrieval Experiments 

In IR system evaluation, a basic distinction can be drawn between automatic retrieval 
experiments that are realized without users and interactive experiments where users take part.  

Automatic Retrieval Experiments 

Retrieval systems are often evaluated in automatic retrieval experiments. They usually 
compare IR systems regarding their ability to deliver ranked lists of relevant documents for 
predefined test queries. This type of research primarily focuses on the evaluation of system 
performance, often assessing the effectiveness of distinct IR system components such as 
matching and ranking algorithms [DUMAIS and BELKIN 2005:124].  

The Cranfield experiments, the first laboratory IR system tests [CLEVERDON 1967], have 
introduced a high level of standardization in automatic retrieval experiments based on the use 
of test collections. For this reason, the use of test collections is often referred to as the 
Cranfield paradigm [VOORHEES 2002].  

Automatic IR experiments have the advantage that they can be fully automated and that huge 
amounts of test queries can be processed which makes them statistically powerful. Moreover, 
the strongly controlled design of automatic experiments enables comparisons between IR 
systems regarding their effectiveness. 

Nevertheless, automatic experiments suffer from a lack of realism. On the one hand, this is 
due to the fact that the experiments are realized in the absence of users. On the other hand, the 
experiments rely on predefined single-step queries that may be criticized for their artificiality. 
Accordingly, possible interactions with retrieval systems and their impacts on retrieval 
effectiveness are not taken into account in this type of experiments that are based on the 
traditional IR model (see section 3.1.1). 

Interactive Retrieval Experiments 

Interactive retrieval experiments strive to overcome the lack of realism which may be 
criticized in automatic experiments. In the past decades, they have attracted much interest in 
the IR research community [RUTHVEN 2008]. They are promoted by the stream of Interactive 
Information Retrieval (IIR) research that studies the way users interact with IR systems (see 
section 3.1.4). The evaluation of interactive retrieval functionalities adds a new level of 
complexity to the retrieval experiments, as compared to automatic experiments, because the 
user’s interaction behavior is not predictable. The decision whether to conduct automatic or 
interactive experiments thus depends on a preference for either maximal control of 
experimental variables or for a maximum level of realism in the experiments, as expressed by 
[ROBERTSON and HANCOCK-BEAULIEU 1992:460]: 
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“the conflict between laboratory and operational experiments is essentially a conflict 
between, on the one hand, control over experimental variables, observability, and 
repeatability, and on the other hand, realism”. 

Compared to the evaluation of automatic retrieval systems, the assessment of interactive 
systems implicates several additional challenges, user based evaluations often being more 
time- and labor-intensive than automatic experiments. For this reason, the number of search 
topics in interactive experiments is usually more restricted than in automatic experiments. 
Moreover, it has to be noted that an IR system’s impact on retrieval effectiveness is often 
difficult to isolate in interactive experiments, due to the variety of possible influencing 
factors. For example, the performance of interactive systems does not only depend on the 
systems themselves but also on the nature of the search topics (e.g. their complexity and 
difficulty) and on individual user characteristics (e.g. their topic expertise and their searching 
skills). Accordingly, statistically significant effects have proven hard to detect in interactive 
experiments. On the one hand, this may be attributable to the above stated interaction effects 
between searchers, topics and systems. On the other hand, this is possibly due to the often 
restricted numbers of topics and subjects that usually form part of interactive experiments.  

Like in automatic IR experiments, experimental IR system versions, implementing for 
example new retrieval functionalities or algorithms, are often compared to a baseline system 
version in interactive IR experiments [KELLY 2009a:47]. As the baseline system usually 
presents the status quo of a retrieval system, the subjects working with this system version 
constitute an experimental control group. 

To eliminate the risk of bias in interactive experiments, standard experimental test designs are 
applicable [TAGUE-SUTCLIFFE 1992:478]. Basically, a distinction can be drawn between 
between-subjects designs and within-subject designs [KELLY 2009a:50], hereafter referred to 
as between-groups designs and within-groups designs respectively. According to the latter 
design, each subject experiences all levels of the independent variable, most commonly the 
retrieval system versions. In the between-groups design, by contrast, each subject only 
experiences one level of this variable.  

The within-groups design eliminates the inter-individual variability between testing 
conditions because the same subjects are tested under various conditions. In the between-
groups design, by contrast, the elimination of bias is strived for by randomly assigning users 
to different groups, each of which works with only one system version. This way, inter-
individual differences are assumed to be balanced.  

The main advantage of the within-groups design is its allowance for direct system 
comparisons [KELLY 2009b:50-51]. However, this design may suffer from training effects. 
When subsequently working with different system versions, the subjects may for example get 
focused on the usage of certain functionalities in one system version which might influence 
their search behavior in the other system versions. 

Moreover, the within-groups design requires the definitions of retrieval topics to be 
comparable in terms of both difficulty and specificity because each subject accomplishes 
different subsets of topics in the different system versions. If the similarity of the test topics’ 
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difficulty and specificity cannot be guaranteed, the between-groups design is thus preferable. 
It takes variations between topics into account and allows for a topic-specific analysis of the 
systems’ retrieval effectiveness 

Apart from that, experiments following the between-groups design can be repeated as often as 
desired. If new retrieval system versions are developed, they can be subsequently tested with 
new groups of subjects while the test results’ comparability with the results of previous 
experiments is guaranteed. In the within-groups design, by contrast, a new system version can 
only be evaluated if the subjects of the previous tests can be recruited again which, in 
practice, is usually not feasible.  

Table 2 again summarizes the above described advantages and shortcomings of the two types 
of experimental designs.  

 Within-groups design Between-groups design 
Advantages  No inter-individual variability between the 

testing conditions 
 Comparatively small sample sizes are 

needed 
 Direct system comparisons are possible 

 Inter-individual differences are balanced 
by the randomized assignment to testing 
conditions 
 Analyses at the topic-level are possible 
 Training effects do not occur 
 Experiments can easily be extended with 

different subjects 

Disadvantages  Variations between queries may bias 
results 
 Training effects may bias results 
 Extensions of the experiments require the 

same subjects 

 Slightly bigger sample sizes are needed 
 Direct system comparisons are not 

possible 

Table 2: Within-groups design versus between-groups design 

Although the evaluation methodology for interactive retrieval systems has been refined 
throughout the past years, “effective ways of testing methods to support user interactions with 
retrieval systems continues to be an open problem”, according to [VOORHEES and HARMAN 
2005:15]. While automatic retrieval systems have been extensively studied and evaluation 
methods have been optimized, this is far less the case for interactive IR systems. Nonetheless, 
IR system evaluation initiatives such as the Text Retrieval Conferences (TREC) show that the 
focus on such user-centered evaluations has also found its way into the design of laboratory 
IR experiments which increasingly incorporate the study of user interactions. 

3.2.3. The TREC Initiative 

The TREC series of IR system evaluation is organized by the National Institute of Standards 
and Technology (NIST) and it started in 1992. Strongly influenced by the Cranfield 
experiments (see section 3.2.2), the initial TREC test design was restricted to the evaluation 
of automatic retrieval systems [VOORHEES and HARMAN 2005]. Over time, more specific 
evaluation tracks were realized. For example a distinct track was dedicated to the evaluation 
of interactive retrieval systems, thus stressing the importance of the user’s role in the search 
process. This section starts with describing the framework of the early TREC conferences, 
then points out the particularities of the TREC Interactive Tracks and, to conclude, briefly 
touches on the TREC Robust Track and the Million Query Track whose results will be 
referred to in the experimental design in this thesis. While the Robust Track acknowledges the 
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variability in topic difficulty, the Million Query Track attests a trend towards so-called flat 
relevance judgments in retrieval experiments.  

Early TREC Conferences 

According to [HARMAN 2005], the TREC collection is the most widely applied test collection 
for the standardized evaluation of IR systems. This large test collection allows to 
systematically compare the effectiveness of different retrieval methods and systems. The first 
TREC conferences focused on ad hoc tasks, in which accurate and complete result lists for 50 
topics had to be retrieved, and on routing tasks, where streams of documents had to be 
searched.  

In the TREC evaluations, different research groups usually compare the effectiveness of their 
retrieval systems. To enable these comparisons, the research groups are provided with search 
topics in natural language, expressing information needs for which relevant documents have 
to be retrieved. Furthermore, sets of relevant documents for each topic are identified. These 
serve as a ground truth for assessing the effectiveness of the participants’ competing IR 
systems. For this purpose, average values of retrieval effectiveness measures are usually 
calculated across topics. 

Although it would be ideal to assign relevance assessments to the entirety of documents in the 
test corpus, this is hardly feasible for very large collections. In TREC, the pooling method, as 
first suggested by [SPARCK JONES and VAN RIJSBERGEN 1975], has commonly been applied to 
overcome this problem of restricted resources [HARMAN 1993]. According to this method, the 
top-ranked result documents which are delivered by the different retrieval systems are merged 
for each topic. For these subsets of result documents, relevance assessments are then realized. 
On this basis, the effectiveness of the different IR systems can be compared. However, 
[TAGUE-SUTCLIFFE 1992:474] remarks that figures of retrieval effectiveness which are based 
on this pooling method rather give information about relative than absolute retrieval 
effectiveness. 

Since consistency is strived for when relevance judgments are applied to the result 
documents, each retrieval topic is usually assigned to a separate assessor in the TREC 
experiments. Although the judgments may still vary between assessors, due to individual 
tendencies to judge the documents either leniently or strictly, [HARMAN 2005] states that these 
variations are realistic and should therefore form part of the experiments.  

To ensure the expressiveness of the experiments, the judgments have only to be as consistent 
as to allow for the comparison of the systems’ effectiveness. This is shown by [VOORHEES 
1998] who uses different subsets of relevance judgments from the TREC-4 collection to 
compare the effectiveness of several retrieval systems. Although the values of the retrieval 
effectiveness measures vary if different subsets of relevance judgments are applied, the 
effectiveness based ranking of the systems remains stable, independently from the employed 
subsets of relevance judgments. IR systems can thus be compared on the basis of their relative 
effectiveness.  
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The TREC Interactive Track 

The inclusion of an Interactive Track in the TREC conferences, running from 1994-2003, 
illustrates a shift in information retrieval research from system-oriented evaluations to more 
user-centered ones. During these Interactive Tracks, many experiences on the evaluation of 
interactive systems were gathered.  

Table 3 gives an overview of the reports on the last TREC Interactive Tracks. Starting from 
TREC-9 in 2001, the track’s guidelines, as described in the respective overview articles, are 
summarized. These refer to the types of retrieval tasks and the numbers of topics, time 
restrictions for the accomplishment of the tasks, the numbers of users, the overall test design, 
the data collection methods, the types of evaluation measures, the application of significance 
tests and the method for assigning relevance judgments. To illustrate the application of the 
final agreed upon evaluation standards in the Interactive Track, Table 3 exemplarily denotes 
how the participating groups of the last tracks (TREC-11 and TREC-12) implemented these 
criteria. For this purpose, Table 3 focuses on delineating the evaluation methodology applied 
in the TREC Interactive Tracks. This way, the process of developing evaluation standards for 
interactive retrieval systems can be chronologically reconstructed. 
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Sign: Application of significance tests 
Id Study Tasks, topics Time  Users Test design Data collection methods Measures Sign. Relevance judgments 

1 TREC-9 
Overview: 
[HERSH and 
OVER 2001b] 

8 topics per 
user 

Fact-finding 
tasks 

Max. 5 
minutes per 
topic 

Minimum of 16 
users 

1 group of users 

2 system versions 

Within-groups design 

Pre-questionnaire 

Post-task questionnaire 

Post-system questionnaire 

Post-questionnaire 

--- --- Pooling across the 
participating sites 

2 TREC-10 
Overview: 
[HERSH and 
OVER 2001c] 

4 topics per 
user 

Defineable 
by 
participating 
sites 

Target number: 24 Determinable by the participating 
sites 

Each searcher carries out 4 topics 

Observational studies --- --- Determinable by the 
participating sites 

3 TREC-11 
Overview: 
[HERSH 2002]:  

8 topics per 
user 

Question 
answering 
using web data

Min. 10 
minutes per 
topic 

Minimum of 16 
users  

1 group of users 

2 system versions 

Within-groups design 

Controlled laboratory experiments Retrieval effectiveness 

Retrieval efficiency  

User satisfaction 

--- Determinable by 
participating sites 

4 TREC-11 
Report: 
[CRASWELL et 
al. 2002] 

8 topics per 
user 

Question 
answering 
using web data

Users were 
encouraged 
to complete 
each topic in 
10 minutes 

16  1 group of users 

2 system versions 

Within-groups design 

Pre-search questionnaire 

Example topic 

Questionnaire about topic familiarity 

Post-system questionnaire 

Transaction logs 

Screen recordings 

Post-questionnaire 

Retrieval effectiveness 

User effort 

User satisfaction 

Yes Not specified 

5 TREC-11 
Report: [HERSH 
et al. 2003] 

8 topics per 
user 

Question 
answering 
using web data

Not 
specified 

16 1 group of users 

1 system version 

Pre-questionnaire 

Paper-folding test for measuring the 
spatial visualization trait 

Pre-searching answer and certainty 

Post-searching answer and certainty 

Post-questionnaire 

Questionnaire for user interface 
satisfaction (QUIS) 

Visualization score  

Score for pre-searching answer 

Score for post-searching answer

Questionnaire for user interface 
satisfaction (QUIS) score 

Yes 1 student assessed the 
relevance of the result 
documents  

6 TREC-11 
Report: 
[BELKIN et al. 
2003a] 

8 topics per 
user 

Question 
answering 
using web data

Max. 10 
minutes per 
topic 

32 For the comparison of the different 
interfaces: 
1 group of users 
2 system versions 
Within-groups design 

For the comparison of the different 
query elicitation methods: 
2 groups of users 
2 system versions 
Between-groups design 

Pre-questionnaire 

System demonstration 

Questions about topical knowledge 

Think aloud 

Video recording 

Post-task questionnaire 

Post-system questionnaire 

Exit interview 

Number of saved documents 

User satisfaction 

Query length 

Correctness and completeness of 
answers 

Yes Cross-site pooling 
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Id Study Tasks, topics Time  Users Test design Data collection methods Measures Sign. Relevance judgments 

7 TREC-11 
Report: 
[NEWBY 2002] 

--- --- --- Not completed --- --- --- --- 

8 TREC-11 
Report: [TOMS 
et al. 2002] 

8 topics per 
user 

Question 
answering 
using web data 

Not 
specified 

24 4 topics are randomly assigned to 
each participant 

The topics are evenly divided 
between the two interfaces 

Pre-questionnaire 

Pre-task questionnaire 

Post-task questionnaire 

Transaction logs 

Post-questionnaire 

Completeness of the topic Yes Relevance is assessed 
by an independent 
expert 

9 TREC-11 
Report: [OSDIN 
et al. 2002] 

8 topics per 
user 

Question 
answering 
using web data

Max. 10 
minutes per 
topic 

16 1 group of users 

2 system versions 

Within-groups design 

Post-task questionnaire 

Transaction logs 

Time for task completion 

User satisfaction 

Yes --- 

10 TREC-12 
Overview: 
[CRASWELL 
and HAWKING 
2003] 

8 topics per 
user 

Topic 
distillation 
tasks 

--- 16 1 group of users 

2 system versions 

Within-groups design 

Controlled laboratory experiments --- --- NIST assessors judged 
the relevance, depth, 
coverage and repetition 
of the result documents  

11 TREC-12 
Report: 
[CRASWELL et 
al. 2003] 

8 topics per 
user 

Topic 
distillation 
tasks  

Max. 10 
minutes per 
topic  

16  1 group of users 

2 system versions 

Within-groups design 

Fixed queries for all topics 

Pre-questionnaire 

Example search 

Questionnaire about topic familiarity 

Post-system questionnaire 

Post-questionnaire 

Relevance, depth, coverage, 
repetition and precision of the 
saved documents 

Searcher effort 

Subjective measures (search 
experience, usability) 

Yes NIST assessors judged 
the relevance, depth, 
coverage and repetition 
of the result documents  

12 TREC-12 
Report: 
[BELKIN et al. 
2003b] 

8 topics per 
user 

Topic 
distillation 
tasks  

--- 16 1 group of users 

2 system versions 

Within-groups design 

Post-questionnaire 

Exit interview 

Coverage 

Overlap 

Time for task completion 

Number of query iterations 

Number of documents seen, 
selected and viewed 

Number of saved and kept 
documents 

Yes NIST assessors judged 
the relevance, depth, 
coverage and repetition 
of the result documents  

Table 3: Overview of evaluation methods in the TREC Interactive Tracks’ studies 
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The TREC Interactive Track was first realized in 1994 and last ran as a subtrack of the TREC 
Web Track in 2003. Both [DUMAIS and BELKIN 2005] and [OVER 2001] report on how the 
experimental design of the Interactive Tracks developed throughout the years. 

For example, different types of retrieval task definitions were used. While test users in the 
TREC-4 Interactive Track were instructed to retrieve as many topically relevant documents as 
possible in a certain time frame, aspectual recall tasks were initially formulated in TREC-5 
[DUMAIS and BELKIN 2005:132-133]. They requested the users to collect documents which 
discussed as many different aspects of a topic as possible, also under a time constraint. In 
TREC-9, fact-finding tasks were employed requiring users to retrieve documents that 
comprised a certain fact. TREC-12 used human distillation tasks where resource lists of 
documents on broad topics had to be compiled by the users. 

The above described development of the task definitions in the TREC Interactive Tracks 
illustrates that their evaluation focus shifted from a system-centered perspective to a more 
realistic and user-oriented one. Nevertheless, the tracks showed that this goal could only be 
realized at the expense of a decreased level of generalizability of the results. For example, the 
aspired number of 50 search topics in TREC-3 was reduced in the following years, resulting 
in the assessment of topics topics in the latest Interactive Tracks. 

In 2001, the TREC-9 Interactive Track focused on the exploratory analysis of search behavior 
in interactive retrieval systems. Its goal was to gain a deep understanding of the search 
process and the obtained search results. For this purpose, the defined test setting required at 
least 16 users who worked on fact-finding tasks under a time constraint of maximally five 
minutes, as depicted in Table 3. System comparisons were realized by a within-groups design 
(see section 3.2.2). Additional information was gathered in pre- and post-search 
questionnaires, post-task questionnaires and post-system questionnaires. The pooling method 
was applied to generate relevance assessments for the documents that had been collected by 
the test users at the different participating test sites. 

Based on the experiences gathered in TREC-9, recommendations for the experimental design 
in the subsequent Interactive Tracks were formulated. They suggested the use of live Web 
data, the definition of cover stories for the retrieval topics and the application of metrics based 
system comparisons in addition to the observational studies. 

A more realistic search environment was thus realized in the following year. In TREC-10, the 
participating groups were allowed to use publicly available retrieval systems and data for the 
experiments, as can be seen in Table 3. The evaluations were meant to serve for the 
formulation of hypotheses which could be tested in the following year. For this purpose, 
observational studies were once more the method of choice. 

As a result of the observational studies in TREC-10, the participating groups thus defined 
hypotheses that could be tested in controlled experiments in TREC-11. For the first time, 
cross-site comparisons were possible owing to a common test design across the participating 
test sites. For this purpose, a common document collection and a common search engine 
index had been made available, which was used by most of the participating groups. 
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Furthermore, the same eight predefined topics for a question answering task were applied by 
all groups, as depicted in Table 3. These topics were worked on by a minimum of 16 users 
who were granted at least ten minutes’ time per topic. Moreover, the experimental design 
allowed for a comparison of two retrieval system variants – an experimental and a baseline 
system. This comparison was to be realized in a within-groups design. 

As can be seen in Table 3, the participating groups applied a variety of metrics to compare the 
effectiveness of their respective experimental interactive systems with that of a baseline 
system. They thus followed the requirements formulated as a result of the TREC-9 Interactive 
Track. The search effectiveness was usually assessed in terms of the number of saved relevant 
documents. Some studies further evaluated the retrieval systems’ search efficiency, for 
example in terms of the time needed for task completion. To test their research hypotheses, all 
groups applied statistical significance tests. Their importance was especially stressed by 
[HERSH et al. 2003] in their participant report for TREC-11. Additionally to these objective 
evaluation measures, subjective information about the users’ satisfaction was gathered in 
several studies.  

Table 3 further illustrates that the relevance judgments in TREC-11 were generated site-
internally. No pooling across sites was applied yet. But this was realized in the following year 
where the judgments were centrally conducted by NIST assessors. The experimental design 
basically remained stable as compared to the previous year. Only the type of retrieval tasks 
was changed from question answering tasks to topic distillation tasks where users had to 
identify lists of key resources for a given topic.  

As stated by [DUMAIS and BELKIN 2005:146], a fundamental result of the TREC Interactive 
Track has been “the development of a standard methodology for studying interactive IR and 
comparing the performance of interactive IR systems”. The above described final test design 
which is based on nine years of experience in the TREC Interactive Track can thus be 
considered as a guideline for the evaluation of interactive retrieval systems. Firstly, an 
experimental test design has been established, namely the comparison of experimental and 
baseline systems in a within-groups design. Secondly, target numbers for retrieval topics and 
test users have solidified throughout the years, resulting in a minimum of 16 users that work 
on at least four retrieval topics per system version. Thirdly, the complementarity between 
observational studies and the application of quantitative evaluation measures in formal 
experiments has been demonstrated. And finally, the importance of statistical significance 
tests for the interpretation of results has been stressed. 

Moreover, the TREC Interactive Track illustrated the complexity of interactive search 
contexts. The interaction effects between searchers, topics and systems made it difficult to 
compare different interactive retrieval systems [DUMAIS and BELKIN 2005:124], especially 
across sites, which had been the original goal of the TREC evaluation series (see 3.2.3). 
Possibly due to these interaction effects, significant effects were seldomly achieved in this 
type of experiments. Accordingly, [DUMAIS and BELKIN 2005:146] conclude that many 
effects “have been small, variable and often not significant statistically”.  
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[HERSH and OVER 2001a] further note that the studies in the TREC Interactive Tracks have 
drawbacks which are related to the artificiality of the experimental settings, such as the small 
numbers of topics and restricted sample sizes. In addition, [XIE 2008:175] remarks that the 
studies’ subjects were often not recruited from real users. Nonetheless, [HERSH and OVER 
2001a:366] resume that the studies conducted in the TREC Interactive Track “bridge the 
world of ‘user-oriented’ and ‘system-oriented’ IR, providing an entry point to understanding 
how effectively users can meet their information needs with IR systems“. 
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The TREC Robust Track 

As stated above, the TREC evaluations usually calculate average figures of retrieval 
effectiveness across topics to compare different retrieval systems. However, [BUCKLEY 2004] 
points out that the variability between topics runs the risk of exceeding that between systems.  

Against this backdrop, a new TREC track was initiated in 2003, the TREC Robust Track. It is 
based on the assumption that it is more important for users to receive reasonable search 
results for each topic than to achieve the best average results across topics [VOORHEES 2003]. 
Accordingly, the TREC Robust Track focuses on the effectiveness of individual topics, 
putting special emphasis on poorly performing topics. For this purpose, the GMAP measure 
was established: Instead of determining mean average values across topics, it calculates a 
geometric mean which emphasizes poorly performing topics. 

As a result of the three-year running track, [VOORHEES 2005] concludes that optimizing 
systems according to average figures tends to degrade the effectiveness for poorly performing 
topics even further. Similarly, [MANDL 2006] states that the robustness of a retrieval system 
can only be enhanced by optimizing the dealing with difficult topics.  

On the one hand, the Robust Track thus stresses the point that retrieval system effectiveness 
may vary importantly between topics. On the other hand, research in the context of this track 
revealed that it is worth while to emphasize difficult topics when optimizing and comparing 
the effectiveness of retrieval systems.  

The TREC Million Query Track 

The TREC Million Query Track which ran between 2007 and 2009 took up a discussion 
about strategies for economizing the process of intellectually assigning relevance judgments. 
As these assignments are highly resource intensive and hence costly, several researchers lately 
investigated how the available resources can be optimally employed. Basically, limitation of 
resources requires a choice between one of the following two options, i.e. to either judge all 
documents in a corpus regarding their relevance to only a few topics or to assign incomplete 
relevance judgments for a high amount of topics. These two strategies are referred to as deep 
and flat relevance judgments respectively. 

As described in [CARTERETTE et al. 2009], the Million Query Track was dedicated to 
assessing the reliability of methods for evaluating retrieval systems based on a minimal set of 
intellectual relevance judgments, though with high confidence. The track hypothesized that a 
“test collection built from very many very incompletely judged topics is a better tool than a 
collection built using traditional TREC pooling”26. Although the overview article on the 
Million Query Track by [CARTERETTE et al. 2009] gives evidence that flat relevance 
assignments are more reliable than deep ones, [MANDL 2010:346] stresses that the discussion 
about the preference of either deep or flat relevance judgments is not yet finished. However, 
these developments in the Million Query Track indicate a trend towards rather evaluating 

                                                 
26 See overview of TREC Tracks: http://trec.nist.gov/tracks.html. 
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high numbers of topics incompletely than completely judging a corpus’ relevance regarding a 
small number of topics.  

3.2.4. Evaluation Measures 

Automatic and interactive retrieval experiments require the application of different evaluation 
measures. Therefore, a selection of established measures for both types of experiments is 
presented below.  

Evaluation Measures for Automatic Retrieval Experiments 

Optimally, an IR system should be able to retrieve all relevant documents and to withhold all 
irrelevant documents for a given query but this is only an ideal conception. In practice, the 
following four sets of documents can thus be distinguished – relevant documents which are 
retrieved, relevant documents which are not retrieved, irrelevant documents which are 
mistakenly retrieved and irrelevant documents which are withheld. To assess a retrieval 
system’s effectiveness in accomplishing a retrieval task, the test collection can be thus divided 
into four distinct sets of documents that are shown in Figure 11.  

 

Figure 11: Document sets in IR (based on [SALTON and MCGILL 1983b]) 

Recall and precision are the standard measures for assessing the effectiveness of IR systems 
[SALTON and MCGILL 1983b]. Their calculation is based on the document sets presented in 
Figure 11. While the precision expresses a systems’ ability to withhold irrelevant documents, 
the recall value quantifies a system’s ability to deliver relevant documents.  

Recall 
The recall measure provides information about the coverage of a search, expressing the ratio 
between the relevant documents that are retrieved and those that are not retrieved. The 
possible recall values cover a range between zero and the optimal value of one which 
expresses that all relevant documents have been retrieved. Let a be the number of relevant 
documents retrieved whereas c expresses the amount of additional relevant documents in the 
corpus, then the recall measure r can be calculated by Formula (1). 
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Precision 
While the recall measure does not provide information about the amount of irrelevant 
documents that were retrieved, this so-called ballast is taken into account in the precision 
measure. It informs about the accurateness of a search by computing the fraction of relevant 
documents in the total amount of retrieved documents. Let a again be the number of relevant 
documents retrieved while b denotes the number of irrelevant documents that were retrieved. 
Then the precision measure p can be calculated by Formula (2). 

 (2) 

Optimally, an IR system should produce both high recall and high precision values. But in 
practice, high recall values often go along with low precision values. This interdependency is 
illustrated by Figure 12. It presents a typical recall and precision curve which displays 
average precision values for distinct recall intervals. 

 

Figure 12: Typical recall precision curve based on average values (based on [SALTON and MCGILL 1983b]) 

Figure 12 illustrates that the higher the recall level is, the lower the average precision value 
tends to be. Specialized queries, usually achieving high precision values, are thus often 
inducing low recall values. Broad queries, by contrast, tend to induce the opposite effect. 
They lead to high recall values that usually go along with low precision values. A retrieval 
system can thus be optimized to best support either high-precision or high-recall queries. 

In general, users will be interested in achieving both high recall and high precision values. 
They desire to receive a high amount of relevant documents while accepting only a small 
amount of irrelevant documents. Hence, combined measures have been developed that take 
both of these requirements into account. According to [WOMSER-HACKER 2004:229-230], 
such single-figure measures have proven themselves for evaluating the retrieval effectiveness 
in Boolean environments.  
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F-Measure 
The F-measure presented by [VAN RIJSBERGEN 1979] is such a combined measure. It allows 
to emphasize the impact of either the precision or the recall values to assess a retrieval 
system’s effectiveness based on a set of test queries. Formula (3) defines the calculation of the 
F-measure based on the precision value P and the recall value R for a given test query. To 
emphasize the impact of the precision value in the F-measure, the parameter β has to be 
assigned a value < 1 while a value > 1 attributes more weight to the recall value. 

 (3)

 

If the parameter β is assigned the value 1, equal weights are assigned to the recall and 
precision values. This leads to the simplified Formula (4) for the F-measure. 

 (4)
 

Although recall, precision and the F-measure are widely applied measures in information 
retrieval experiments, they have one major shortcoming regarding their inability to take the 
ranking of the result documents into account. As this is especially important to fairly assess 
the effectiveness of ranked retrieval systems, additional evaluation measures have been 
developed such as the MAP measure, the precision@k and the R-precision measures. 

MAP  
The Mean Average Precision (MAP) measure takes the precision figures at different recall 
levels into account to calculate an average precision value for a query. For each rank of the 
result list that lists a relevant document, the respective precision value is calculated, allowing 
to determine the average precision scores at all recall levels. The single-figure measure MAP 
expresses a system’s mean precision score across all recall levels over a set of queries. It is 
reported to be a well discriminating and stable measure for assessing a retrieval sytem’s 
effectiveness [MANNING et al. 2008a]. Nevertheless, MAP scores tend to vary extremely 
between topics, due to their varying numbers of relevant documents. 

Precision@k 
While the MAP measure takes the precision values at all recall levels into account, the lower 
levels are not necessarily of practical interest for retrieval system users. The calculation of the 
precision@k measure is therefore confined to the result documents up to a certain rank in the 
result list. For example, the precision@10 measure is based on the first 10 result documents. 
Similarly, the precision@20 measure takes the first 20 result documents into account. For 
these top ranked documents, the precision value is calculated. Consequently, the 
precision@10 measure expresses the fraction of relevant documents among the 10 top ranked 
documents in the result list. As the precision@k measure is not very stable, [BUCKLEY and 
VOORHEES 2000] recommend to use at least 100 test queries in retrieval experiments to 
calculate an average precision@k figure. Furthermore, it has to be stated that this measure is 
not well-suited to average across topics because the total number of relevant documents has a 
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strong influence on the precision@k value. For example, a topic with a high number of 
relevant documents will more easily achieve good precision@10 scores than a topic for which 
only few relevant documents exist.  

R-Precision 
The R-precision measure takes the above stated shortcoming of the precision@k measure into 
account by including the total number of relevant documents rel in the calculation. This is 
achieved by determining the precision at the rank level rel. Although the R-precision measure 
only expresses a value for one specific point in the recall-precision curve (see above), it is 
reported to correlate highly with the more comprehensive MAP measure [ASLAM and YILMAZ 
2005], [BUCKLEY and VOORHEES 2000]. This is further supported by [BUCKLEY and 
VOORHEES 2005:61] who describe how NIST used the TREC-7 automatic ad hoc results to 
determine the correlations between different evaluation measures. As a very high correlation 
was reported to exist between the R-precision and MAP measures, the authors conclude that 
R-precision can be designated as an overall system performance measure. Only if few 
relevant documents exist, the discriminatory power of the R-precision measure is low, as 
reported by [ASLAM and YILMAZ 2005]. For example, if a document collection contains five 
relevant documents, only six distinct R-precision values can be achieved. In this example, 
many systems would thus possibly achieve identical R-precision values in system 
comparisons.  

Although the above presented evaluation measures can be used to assess an IR system’s 
effectiveness in both automatic and interactive experiments, they are predominantly applied in 
automatic retrieval experiments. Evaluation methods and measures that take the particularities 
of interactive retrieval environments into account are presented as follows. 

Evaluation Measures for Interactive Retrieval Experiments 

As delineated in section 3.1.4, users often have to accomplish retrieval tasks in a predefined 
time frame in interactive retrieval experiments. To assess the user’s success in accomplishing 
a retrieval task with the help of a certain IR system, the above described recall and precision 
measures are applicable with minor adjustments to the interactive experimental design.  

In analogy to the definition of the original recall measure, [LAMM et al. 2010] coined the term 
user recall, inspired by [AL-MASKARI et al. 2006] who refer to the users’ recall  in the 
context of interactive experiments. Similarly both [AL-MASKARI et al. 2006] and [LAMM et al. 
2010] employed a variation of the precision measure, namely user precision, for evaluation 
purposes in interactive contexts, whose calculation will be explained below.  

User Recall 
The user recall measure denotes the fraction of relevant documents that users identify in a 
certain timeframe. In contrast to the original recall measure, user recall does not consider the 
set of documents retrieved by the system but the set of documents which is collected by the 
IR system’s user. In a predefined timeframe, the user may issue several queries to assemble a 
set of documents which are considered to be relevant for the search topic. The user recall 
measure thus expresses the relation between the number of collected relevant documents in a 
timeframe and the total amount of relevant documents in the collection. This measure is often 
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applied in interactive retrieval experiments where users accomplish recall-oriented tasks. For 
example, it is used in the TREC experiments of the Interactive Tracks where it is simply 
referred to as recall [DUMAIS and BELKIN 2005]. 

User Precision 
Similarly to the recall measure, the precision measure can be adapted to interactive contexts: 
In the user precision measure, the number of relevant documents collected by the user is 
divided by the total number of collected documents.  

Aspectual Recall 
A special type of interactive tasks, aspectual tasks, requires a different adaptation of the recall 
measure. As delineated in section 3.2.3, aspectual tasks (also called instance recall tasks) were 
introduced in TREC-5: They instruct the user to collect documents that discuss as many 
different aspects of a topic as possible. The aspectual recall measure ar expresses how many 
of the existing aspects of a topic are covered by the user’s set of collected documents, as 
expressed in Formula (5). Here a designates the number of relevant documents with unique 
relevant aspects retrieved whereas c expresses the number of unique documents with 
additional relevant aspects in the corpus. 

 (5)

 

Aspectual Precision 
Similarly to aspectual recall, the aspectual precision measure ap assesses how many of the 
collected documents contain information on distinct aspects in aspectual tasks. This is 
expressed in Formula (6) where a designates the number of documents with unique relevant 
aspects retrieved while b expresses the number of documents without relevant or with 
duplicate relevant aspects that were retrieved. 

 (6)

 

Pre-Click Confidence 
The pre-click confidence measure defined by [RESNICK and LERGIER 2003] expresses the 
users’ confidence that a selected document matches their expectations. In retrieval systems 
with a document collection functionality, this measure can be determined by calculating the 
fraction of opened documents that are actually saved by the users. The pre-click confidence 
measures thus take the fact into account that the user does not necessarily consider all opened 
documents to be relevant. Inspired by this measure, [LAMM et al. 2010] defined a pre-click-
precision measure, expressing the fraction of documents which are correctly identified as 
relevant in the total number of opened documents.  

Search Effort 
When delineating challenges to traditional IR evaluation methods, [JÄRVELIN 2009] claims 
for a more holistic view on information retrieval that not only focuses on the quality of 
retrieval results but also considers the user’s search effort. According to him, new metrics 
have to be developed for experiments that include users. These should for example take both 



 

 43

the search process and outcome, as well as search effort into account. More specifically, he 
claims for a cost/benefit model of interactive IR that amongst other factors, for example takes 
the search key generation cost into account.  

[AZZOPARDI 2009] also stresses the aspect of search effort in the context of IR system 
evaluation, especially the interplay between search effectiveness and search effort. Adapting 
the Principle of Least Effort [ZIPF 1949] to the retrieval process, [AZZOPARDI 2009:557] 
points out that “[…] in communicating with the IR system, the user wants to expend 
minimum effort in explaining their information need to the system; whereas the system wants 
to expend minimum effort in interpreting the query in order to return relevant documents”. 
Against this background, [AZZOPARDI 2009] interprets the numbers of the users’ entered 
query terms as their effort and experimentally identifies the numbers for which the marginal 
performance of the retrieval system is maximized. This means that at one point, additional 
input in terms of the number of query terms does not induce proportionally additional 
increases in output, that is retrieval effectiveness. His experiments on the basis of best match 
retrieval algorithms identified a query length between two to five terms to maximize the 
marginal performance. While it remains to be tested whether the results are transferrable to 
other retrieval environments, the study stresses the importance of taking user search effort 
into account when evaluating IR systems.  

Indicators of the Search Process 
Furthermore, [JÄRVELIN 2009] explains that it is important to understand the users’ search 
strategies. In interactive retrieval experiments, the above listed quantitative and objective 
retrieval effectiveness measures are thus often augmented with data that sheds light on the 
users’ search behavior, as well as on their search experience and satisfaction. For example, the 
users’ search behavior can be quantitatively described by search process statistics. These 
figures can relate to the number of issued queries, the average query length, the average 
number of query facets, the number of query reformulation steps or the usage rate of certain 
search functionalities. Such figures can offer valuable clues to the way users interact with a 
retrieval system. 

To gather complementary data about the users’ perceived search success and their satisfaction 
with the retrieval system, additional subjective data can be obtained. For example, interviews 
deliver qualitative data about the user’s search experience. Questionnaires can serve to collect 
both quantitative and qualitative data. For example, the answers to rating questions are 
quantifiable while open questions on the overall search experience can be qualitatively 
analyzed. 

In interactive retrieval experiments, such search statistics and subjective user judgments can 
serve to interpret the experimental results which are expressed in terms of quantitative and 
objective retrieval effectiveness measures like recall and precision. According to [PETRELLI 
2008:36], a complete picture of interactive retrieval scenarios can be gained  

 “[…] if the range of data collected is rich in both objective (e.g. completion time, 
number of queries and terms) and subjective data (e.g. users’ opinion), and if this range 
of data is analysed quantitatively as well as qualitatively”. 
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Interactive retrieval experiments should thus combine the analysis of qualitative and 
quantitative as well as subjective and objective data to gain a deep understanding of the whole 
search process. 

IR System Evaluation in Automatic and Interactive Retrieval Experiments 

Interestingly, automatic and interactive retrieval experiments do not always yield the same 
results in terms of system effectiveness. Even in cases where the superiority of distinct 
retrieval functionalities had been proven in automatic experiments, the effects were not 
necessarily reproducible in more realistic interactive experiments. This led [HERSH et al. 
2000] to the conclusion that improvements in system performance which are demonstrated in 
automatic experiments do not necessarily lead to better performance in interactive 
experiments with real users. Against this background, the authors stress the importance of 
user studies which, in their opinion, should complement automatic retrieval experiments.  

If user experiments are merely simulated, this may bias the results on system effectiveness, 
which was for example demonstrated by [MAGENNIS and RIJSBERGEN 1997]’s experiments. 
The authors showed that simulated user studies run the risk of over- estimating the users’ 
search expertise. In their experiments with simulated users, an interactive query expansion 
system partly outperformed an automatic expansion system. However, in the subsequent 
interactive experiments, inexperienced real users did not necessarily reach the performance 
level of the simulated users. In these experiments, the differences in results between 
automatic and interactive experiments were thus due to the unexpectedly low performance of 
several of the real users.  

However, users may also have a contrary impact on the evaluation of retrieval systems in the 
sense that they are able to counterbalance drawbacks of objectively poorer system versions. 
This makes it difficult to demonstrate an interactive system’s assumed superiority over other 
system versions. For example, [SMITH and KANTOR 2008] showed that users are able to adapt 
to poor retrieval systems so that their task performance reaches the same level as that of users 
working with a more effective system. Similar findings are reported by [TURPIN and SCHOLER 
2006] and [TURPIN and HERSH 2001]. In the latter study, two system versions were compared, 
i.e. a baseline system and a system version with an improved ranking mechanism. Despite the 
system versions’ objective differences, both systems’ user groups performed equally well. 
The authors presume that this may be due to the users’ ability to find and select documents on 
lower ranks. They thus conclude that the missing gains in performance by interactive systems 
may be explainable by the document scanning behavior of the users. However, the two groups 
showed a difference in search behavior: The users of the baseline system had to issue more 
queries to accomplish the tasks than the other groups. This can be interpreted as an increased 
effort which had to be made by the users of the baseline system. 

These findings suggest that there is a gap between theoretical system effectiveness and the 
users’ actual effectiveness when interacting with the retrieval systems, due to the impact of 
human task performance. These findings thus stress the importance of complementing 
automatic experiments with interactive user studies that also take user-centered evaluation 
measures into account (see above), as will be realized in this thesis. 
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4. Query Expansion 
This chapter presents the state of the art in research on query expansion. It firstly gives a 
definition of the term query expansion (section 4.1). Secondly, a classification of query 
expansion methods is presented (section 4.2). Finally, different methods of deriving query 
expansion terms are presented (section 4.3) with a special focus on the use of corpus 
independent knowledge structures such as ontologies for the purpose of query expansion 
(section 4.4) and evaluation methods for this type of query expansion (section 4.5). 

4.1. Definition of Query Expansion 
Query expansion is a method for improving retrieval effectiveness. It is based on the 
assumption that the users’ initial queries often do not entirely satisfy their information needs. 
Query expansion techniques can then be applied to modify the original users’ queries, thereby 
aiming to improve the retrieval results.  

As defined by [EFTHIMIADIS 1996:122], query expansion is a special type of query 
modification where new terms are typically added to an original query: 

“Query expansion (or term expansion) is the process of supplementing the original 
query with additional terms, and it can be considered as a method for improving 
retrieval performance.” 

The realization of query expansion mechanisms is dependent on the underlying retrieval 
model. In Vector Space Model based approaches (see section 3.1.1) expansion terms are 
typically added to the original query as weighted terms. In Boolean Retrieval Models (see 
section 3.1.2), by contrast, expansion terms are combined with original query terms using 
Boolean operators. Most commonly, query expansion is realized by adding new terms to the 
initial query using the OR operator to broaden a query. Accordingly, query expansion is 
primarily associated with its potential to induce increases in recall. However, the AND 
operator can alternatively be employed to narrow the initial query. 

[EFTHIMIADIS 1996:122] explains that “the more general concept of query modification may 
involve the deletion of terms as well”. For example, the Boolean Model allows to explicitly 
exclude documents containing specific terms from the result list, which can be specified by 
the NOT operator. Similarly, query modification based on relevance feedback mechanisms, 
which will be described in detail in section 4.3.1, may subtract vectors of irrelevant 
documents from the original query vector, provided that the mechanisms are implemented on 
the basis of the Vector Space Model.  

According to [EFTHIMIADIS 1996:122]’s above cited definition of the broader concept of 
query modification, this thesis will not consider the deletion of original query terms as a 
method of query expansion. Nevertheless, the replacement of original query terms with 
expansion terms will be subsumed under the concept of query expansion. Consequently, a 
modified definition of query expansion will be applied as follows:  

Query expansion is a method for reformulating an initial query by using new terms. 
These can be added to the original query or replace initial query terms. Query 
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expansion thus serves to improve retrieval effectiveness by broadening or narrowing 
initial query formulations or by defining more specialized or contextualized queries. 

The need for query expansion mechanisms is illustrated by the results of a study on web 
search behavior conducted by [SPINK et al. 2001:125]. The authors state that more than half of 
the web search engine users whose search behavior was analyzed had reformulated their 
queries at least once in their study. This finding makes clear that initial search queries often 
do not lead to results that immediately satisfy the users’ information needs. This is also 
expressed by [BAEZA-YATES and RIBEIRO-NETO:117] who state that “the first query 
formulation should be treated as an initial (naïve) attempt to retrieve relevant information”.  

Accordingly, [EFTHIMIADIS 1996:122] distinguishes two stages of online search processes, i.e. 
the initial query formulation and the query reformulation stage. The latter serves to increase 
the retrieval effectiveness, as compared to the initial query. This reformulation phase can 
comprise numerous reformulation steps that succeed each other until the retrieval results 
satisfy the user’s information need.  

If a retrieval system implements query expansion mechanisms for automatically reformulating 
the users’ queries, these mechanisms are already applicable in the initial query formulation 
phase. Additionally or alternatively, the users can also manually make use of query expansion 
techniques in the subsequent reformulation steps that are proceeded until their information 
needs are satisfied.  

This interaction process is illustrated by the interaction model of information access processes 
in Figure 13 as described by [HEARST 1999]. This model presents the sequence of the 
different stages in information access processes. Similar stages are also described by 
[MARCHIONINI 1995] for example. A user with an information need selects a retrieval system, 
formulates a query, sends it to the system and receives the results of the search, as illustrated 
in Figure 13. These results are then evaluated by the user who decides whether the given 
information satisfies the information need or not. As soon as the information need is met, the 
user terminates the search. Otherwise, the query is reformulated with the intention to receive 
more satisfying results.  
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Figure 13: Simplified diagram of the standard model of information access processes (based on [HEARST 1999]) 

[HEARST 1999] stresses that his model depicted in Figure 13 is a very simplistic model for the 
representation of information access processes, showing similar drawbacks as the traditional 
IR model presented in section 3.1.1. Nevertheless, the above presented information access 
model clearly points out that information search processes are not necessarily linear. Instead, 
they can comprise numerous query reformulation steps. As will be shown, these reformulation 
steps can benefit from the application of different types of query expansion mechanisms of 
which the following section presents an overview. 

4.2. Query Expansion Methods 
This section presents a classification of query expansion methods, varying in their levels of 
interactivity and in the sources that are used for the selection of query expansion terms. 
Moreover, the topic of term selection and ranking for query expansion is addressed in this 
section. 

Classification of Query Expansion Methods 

[EFTHIMIADIS 1996] distinguishes three different modes of query expansion, based on the 
roles that the user and the system play in the process of selecting expansion terms, as depicted 
in Figure 14. Whenever a user reformulates an initial query autonomously by adding new 
query terms, this is considered as manual query expansion. In the automatic query expansion 
mode, by contrast, the system generates the query expansion terms that are added to the 
original query. In this mode, the expansion process cannot be influenced by the user but is 
entirely performed by the system itself. The user may not even be aware of the expansion 
process. This is different in the interactive mode where the user has an influence on the 
selection of query expansion terms. Query term suggestions are generated by the system and 
presented to the user who can decide whether to adapt them or not.  
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Figure 14: Query expansion: methods and sources of terms (based on [EFTHIMIADIS 1996]) 

Query expansion methods can further vary in the mechanisms which are applied for the 
generation of query expansion terms. As shown in Figure 14, these terms can either originate 
from search results or from knowledge structures. The former method derives expansion 
terms from a selection of documents resulting from the original query. 

While the effectiveness of search results based query expansion strongly depends on the 
quality of the original query, expansion methods based on knowledge structures provide an 
alternative way of deriving expansion terms. These static knowledge structures are not 
dependent on the original query.  

Knowledge structures may either be collection dependent or collection independent. 
Collection dependent mechanisms analyze the document corpus that is searched upon to 
derive query expansion terms. Collection independent methods, by contrast, rely on structures 
that are independent from the document corpus. For example, lexicons, thesauri, dictionaries 
or ontologies can serve as external sources for the generation of query expansion terms. 

Term Selection and Ranking for Query Expansion 

The expansion terms which are derivable from knowledge structures or from search results do 
not all have the same potential to increase a query’s retrieval effectiveness. They can therefore 
be assigned values that express their expected potential. These values can be used for 
weighting expansion terms in the automatic expansion mode, for excluding terms from 
expansion mechanisms or for presenting ranked lists of expansion terms in the interactive 
mode. In the latter case, terms that are most likely to be useful should be ranked highest 
[EFTHIMIADIS 1996].  

One method of calculating an expansion term’s value is to apply relevance measures. An 
expansion term’s value can be inferred if its distribution in both relevant and irrelevant 
documents in a sample of the document collection set is known for a given query. For 
example, the wpq algorithm for identifying the value of expansion terms is based on relevance 
information, as described by [ROBERTSON 1990]. Nevertheless, this method requires the 
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availability of relevance information on at least part of the document corpus, which can only 
be gathered if relevance feedback mechanisms are implemented.  

An alternative way of inferring an expansion term’s value is described by [EFTHIMIADIS 
1996:139]. He explains the impact that term frequencies have on the expected value of 
expansion terms, based on the works by [SALTON 1975] and [SPARCK-JONES 1971]. 
[EFTHIMIADIS 1996] elucidates that frequent terms are not very valuable as query terms 
because they occur in many documents and thus are not very specific for a single document. 
Low-frequency terms, by contrast, are good indicators of a document’s relevance, but due to 
their restricted occurrence in the corpus, their use as query terms does not lead to a high 
recall. For this reason, middle-frequency terms are considered as the best query terms. They 
occur frequently enough in the corpus to retrieve a satisfying amount of relevant documents, 
and they also have sufficient discriminative power to exclude irrelevant documents [FERBER 
2003:67].  

Nevertheless, both low-frequency terms and high-frequency terms may also be useful, 
depending on the retrieval goal. While low-frequency terms tend to increase precision, high-
frequency terms lead to high recall. The implementation of a query expansion mechanism can 
thus be optimized to support either one of these goals. If the user’s preference for either high 
recall or precision is unknown, the use of middle-frequency terms for query expansion is 
possibly the most promising method. 

4.3. Effectiveness of Query Expansion Methods 
Based on the classification of query expansion methods given in section 4.2, this section goes 
into detail about the advantages and disadvantages of the different query expansion methods, 
namely query expansion based on search results (section 4.3.1), query expansion based on 
collection dependent knowledge structures (4.3.2) and query expansion based on collection 
independent knowledge structures (4.3.3). 

4.3.1. Query Expansion Based on Search Results 

Query expansion is most commonly associated with relevance feedback mechanisms that 
analyze documents in the result list to derive query expansion terms. According to [MANNING 
et al. 2008b:162], this is both one of the most frequently applied and one of the most 
successful query expansion approaches. [RUTHVEN and LALMAS 2003] give an overview of 
relevance feedback mechanisms and their application in the automatic and interactive retrieval 
modes. Basically, two different relevance feedback mechanisms can be distinguished, i.e. user 
relevance feedback and pseudo relevance feedback.  

In the user relevance feedback method, the user can mark documents of the result list as either 
relevant or irrelevant. This information is used by the retrieval system to modify the original 
query by adding terms and/or assigning new weights to the query terms in order to increase 
the similarity between the query and the documents which are known to be relevant. 

The pseudo relevance feedback method, by contrast, does not rely on relevance information 
provided by the user. Instead, the highest ranked documents of the initial query are considered 
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to be relevant and serve to optimize the original query. However, this technique strongly 
depends on the quality of the original query and its aptness for retrieving relevant documents.  

If relevance feedback mechanisms are applied, the original query is often expanded with a 
high number of expansion terms. These can either be all terms from the documents which 
have been identified as relevant, the most frequent terms or the highest weighted terms.  

One of the first implementations of the relevance feedback method has been realized in the 
SMART system which is based on the Vector Space Model [ROCCHIO 1971]. Automatic 
relevance feedback mechanisms have also been widely applied in the systems participating in 
the TREC evaluation series (see section 3.2.3), the most commonly applied method being 
pseudo relevance feedback [VOORHEES and HARMAN 2005:14]. 

Although relevance feedback mechanisms have proven to be effective for improving retrieval 
results, they suffer from several drawbacks. They are only effective if the documents in the 
collection contain a certain amount of free text from which expansion terms can be derived. 
This is not the case in reference databases, for example, where metadata documents often 
comprise only a small amount of free text. Furthermore, the relevance feedback method is 
only applicable if the user’s original query has not induced an empty result set. Moreover, this 
method cannot be applied in the first query formulation step because no relevance information 
is available at this stage of the retrieval process. 

User relevance feedback mechanisms are further dependent on the users’ willingness to 
provide feedback, but users have been proven to be reluctant about doing so. [SPINK et al. 
2000] for example analyzed the behavior of web search engine users in this regard, based on 
logfile data of the Excite search engine where a More Like This-feature was implemented as a 
relevance feedback option. They state that, although IR studies have demonstrated the 
usefulness of relevance feedback, this functionality was scarcely used in their data set.  

4.3.2. Query Expansion Based on Collection Dependent Knowledge 
Structures 

Instead of deriving expansion terms from result documents, collection dependent methods use 
the structure of the whole document collection for identifying query expansion terms. For this 
purpose, statistical dependencies between terms are calculated, for example by applying term 
clustering methods or by generating term co-occurrence matrices or corpus dependent thesauri 
that are leveraged for the generation of query expansion terms. 

[SPARCK-JONES 1971] extensively analyzed the effect of term clustering methods on retrieval 
effectiveness. She obtains best results if infrequent query terms are clustered while leaving 
infrequent query terms unclustered. Nevertheless, the results do not prove a significant 
increase in performance. 

[JING and CROFT 1994] used terms from an automatically created association thesaurus for 
query expansion and report an improvement in retrieval effectiveness. Similar results are 
achieved by [QIU and FREI 1993] who employed an automatically constructed similarity 
thesaurus for query expansion. Its use led to an improvement in terms of both recall and 
precision figures. 
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Less encouraging results regarding the effectiveness of collection dependent query expansion 
mechanisms are reported by [SMEATON and RIJSBERGEN 1983] who evaluated different co-
occurrence based query expansion methods. As compared to a baseline query without any 
expansion, all of these methods are reported to have had detrimental effects on retrieval 
performance. Even random expansion terms performed better than co-occurrence based 
expansion terms in these experiments.  

Summarizing the findings on co-occurrence based query expansion methods, [EFTHIMIADIS 
1993:150] states that “query expansion based on co-occurrence data is unlikely to bring 
significant improvements in the performance of document retrieval systems”. [PEAT and 
WILLETT 1991] derived a rationale for the partly poor performance of co-occurrence based 
methods. The authors explain that similarity measures, which are often used to identify 
expansion terms with the help of collection dependent methods, tend to be highest for terms 
with similar frequencies. Accordingly, query terms, for which high frequencies are stated to 
be characteristic, are expanded with other high-frequency terms. Nevertheless, these do not 
discriminate well between relevant and non-relevant documents. This would explain why 
[SPARCK-JONES 1971] achieved the best effects for query expansion with clusters of low-
frequency terms (see above). [PEAT and WILLETT 1991] further give an explanation why the 
random selection of expansion terms in the above described experiments by [SMEATON and 
RIJSBERGEN 1983] outperformed other query expansion methods. They also explain this 
behavior with the term frequency of random terms which, due to Zipf’s law [ZIPF 1949], have 
a high probability of being infrequent terms. 

Compared to relevance feedback mechanisms (see section 4.3.1), co-occurrence based query 
expansion methods have the advantage that they can already be applied in the initial query 
formulation step. Moreover, no manual modeling effort is required to create these knowledge 
structures which are easily adaptable to a dynamic corpus. But they are only applicable if a 
certain amount of fulltext data is available for analysis [KRISTENSEN 1993].  

However, as delineated above, the general effectiveness of collection dependent query 
expansion methods could not be proven. This is also expressed by [EFTHIMIADIS 1996:150] 
who resumes his survey of collection dependent query expansion approaches by stating that 
“query expansion based on co-occurrence data is unlikely to bring significant improvements 
in the performance of document retrieval systems”. 

4.3.3. Query Expansion Based on Collection Independent Knowledge 
Structures 

Alternatively to relevance feedback mechanisms and co-occurrence based methods, corpus 
independent knowledge structures can be used to derive query expansion terms. For this 
purpose, structures such as thesauri and ontologies are applicable (see section 2.1.3). 
Depending on their respective levels of semantic expressiveness, different types of query-
related semantic context information can be leveraged to identify expansion terms. 

Knowledge structures constitute especially promising sources for the generation of expansion 
terms if relevance feedback and co-occurrence based mechanisms are not applicable. As 
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stated by [BHOGAL et al. 2007:874], the two latter mechanisms can suffer from two major 
drawbacks:  

“The problem with traditional relevance feedback techniques and corpus dependent 
query expansion is that they are content driven. The corpus content is analysed to 
extract candidate terms for query expansion. This can only work if there are sufficient 
documents to work with and also that these documents contain a reasonable set of terms 
that represent the subject area for the query. Corpus independent knowledge models do 
not suffer from this drawback.” 

[BHOGAL et al. 2007] thus stress that corpus independent knowledge structures are especially 
useful if the corpus is small or if the documents in the corpus contain little free text. In this 
case, relevance feedback and co-occurrence based mechanisms are probably not very 
effective due to the lack of text from which expansion terms can be derived. The applicability 
of query expansion methods which are based on knowledge structures, by contrast, is 
independent from the corpus size and the amount of free text in the corpus.  

Another advantage of using knowledge structures for query expansion is their availability at 
any time in the search process. Unlike in relevance feedback based mechanisms, the initial 
query can already benefit from this type of query expansion because the expansion terms are 
not derived from the initial search results. 

Nevertheless, the development of adequate knowledge structures for query expansion 
purposes may be a cost- and time-intensive process. As stated by [HARMAN 1988] and 
[GREENBERG 2001a], the implementation of collection independent query expansion 
mechanisms is often impeded by the limited availability of adequate resources such as 
thesauri or ontologies. This is one of the major drawbacks of this query expansion method. 
Nevertheless, the development of numerous ontologies in the Semantic Web context  can give 
this type of query expansion fresh impetus (see section 2.2).  

4.4. Knowledge Structures for Collection Independent Query Expansion 
The following sections elaborate in detail on the use of different types of knowledge 
structures for query expansion purposes. As will be outlined, the use of thesauri (section 
4.4.1) and the WordNet lexical resource (section 4.4.2) as sources for the generation of query 
expansion terms has a long history in IR research while the application of ontologies for this 
purpose is a more recent development (section 4.4.3). 

4.4.1. Query Expansion Based on Thesauri 

Several studies investigated how the use of thesaurus terms as expansion terms affects 
retrieval effectiveness. An early study by [FOX 1980] analyzed for example the utility of 
different lexical thesaurus relations for query expansion purposes in the SMART system (see 
section 3.1.1). For this purpose, [FOX 1980] determined the expansion effects of distinct 
groups of lexical relations, namely a group of relations that expressed strong relations 
between terms (e.g. predicates), a group of relations that expressed general relatedness (e.g. 
attributes), a group of broadening relations (e.g. part-whole), antonyms and synonyms. When 
combining all these groups’ relations except antonyms for deriving query expansion terms, 
[FOX 1980] observed an improvement in retrieval effectiveness in terms or recall of up to 
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20.2%. From his experimental results, the author concludes that not only synonyms but also 
other thesaurus relations can serve to improve retrieval effectiveness. However, it has to be 
noted that the experiments were conducted on the basis of a small corpus that comprised only 
82 documents.  

The study on thesaurus based query expansion by [JONES et al. 1995] studied user interactions 
with the INSPEC Thesaurus from which query terms could be selected. Based on the Okapi 
best-match retrieval system, the retrieval results of the users’ expanded queries were then 
compared to those of the original queries based on relevance judgments for the top-ranked 
documents. As no improvement in retrieval effectiveness was reported for the expanded 
queries, a more detailed analysis of the result documents was realized. It demonstrated that 
the thesaurus based query expansion had delivered additional relevant documents. However, 
these had replaced documents on the top ranks of the unexpanded query’s result list so no 
improvement in retrieval effectiveness could be proven, as explained by the authors. As a 
result of their experiments, the authors conclude that “thesaurus-based query expansion does 
indeed increase recall and bring new relevant documents to the top of the list, but that these 
records often usurp the places of those from the original query, leaving fairly constant the 
overall proportion of useful material which users are likely to see” [JONES et al. 1995:58]. 

Similarly to [FOX 1980], [KRISTENSEN 1993] also investigated the impact that thesaurus 
relations have if they are used for the purpose of query expansion. But in contrast to [FOX 
1980], whose retrieval experiments were based on the Vector Space Model, [KRISTENSEN 
1993] conducted her experiments in a Boolean retrieval environment. She employed a 
manually modeled thesaurus, covering the domains of economics and environment, to support 
the retrieval of newspaper articles. [KRISTENSEN] compared the effectiveness of four different 
expansion mechanisms: the expansion with all available synonyms, narrower terms and 
broader terms, as well as a union search with all of the aforementioned types of expansion 
terms. For 14 out of the 30 test queries, all four types of expansion mechanisms could be 
realized. The expanded queries were constructed according to the building blocks strategy 
described by [MEADOW and COCHRANE 1981; HARTER 1986]. Accordingly, each query facet 
was expanded separately with expansion terms that were added with the Boolean OR 
operator. The distinct facets, by contrast, were combined by the Boolean AND operator. The 
retrieval effectiveness was measured in terms of precision and relative recall. In this modified 
recall measure, the set of relevant documents was defined by pooling the entirety of relevant 
documents which had been identified by each of the expansion methods. This allowed to 
express the relative effectiveness of the respective expansion methods. In [KRISTENSEN 
1993]’s experiments, the use of each of the above listed types of thesaurus based expansion 
terms improved recall. Nevertheless, these increases were accompanied by losses in precision. 
As a result of combining the expansion with synonyms, narrower terms and related terms in 
the union search mode, the relative recall of the unexpanded baseline queries more than 
doubled while the average loss in precision was reported to be only about 10 percent. 
Moreover, [KRISTENSEN 1993] observed that the expansion with different thesaurus relations 
led to many unique articles in the result sets. 
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[GREENBERG 2001a] also examined the usefulness of different thesaurus relations for 
automatic query expansion. Her experiments were based on the ProQuest Thesaurus and the 
ABI/Inform Database corpus. For each of the 42 test queries, [GREENBERG 2001a] employed 
all available synonyms, narrower terms, related terms and broader terms for constructing 
expanded queries, adhering to the building blocks strategy (see above). Accordingly, the 
numbers of expansion terms varied between the queries and not all queries could be expanded 
with all types of expansion terms. Nonetheless, this procedure enabled [GREENBERG 2001a] to 
calculate the semantic relations’ respective contributions to retrieval effectiveness. Her results 
showed that the expansion with each of the semantic relations increased recall as compared to 
unexpanded baseline queries. The highest increase in relative recall was reported for related 
terms and broader terms. For these relations, the relative recall was nearly one quarter higher 
than the baseline queries’ relative recall. Nevertheless, all applied expansion methods induced 
a loss in precision as compared to the baseline queries. In this regard, synonyms were 
reported to have had the least negative effect on precision, followed by narrower terms, 
broader terms and related terms. 

In a follow-up study [GREENBERG 2001b] compared the effectiveness of different thesaurus 
relations in both automatic and interactive query expansion experiments (see section 3.2.2). In 
the latter, lists of thesaurus terms were presented to users who were asked to identify useful 
expansion terms, either synonyms, narrower terms, related terms or broader terms. The 
selected terms were then used to construct expanded queries. This way, an interactive 
expansion mode was simulated. On the whole, the experiments were based on ten test queries. 
In accordance with the previous study, [GREENBERG 2001b:496]’s results showed that 
synonyms and narrower terms were good candidates for automatic query expansion “because 
they increased relative recall with a loss in precision that was not significant”. Related terms 
and broader terms, by contrast, were considered to be less suitable for automatic query 
expansion although they increased relative recall. Nevertheless, this increase went along with 
a significant decline in precision. According to [GREENBERG 2001b], this loss in precision can 
be circumvented in interactive retrieval systems where the users have an influence on the 
selection of query expansion terms. 

[JÄRVELIN et al. 2001] also examined the query expansion effects of knowledge structures. To 
automate such knowledge based query expansion experiments, the authors developed a 
system called ExpansionTool. The tool can be configured as to the type and number of links 
that are followed to derive expansion terms from the underlying knowledge structure, and 
weight restrictions can be defined. The tool’s underlying knowledge structures are represented 
as term nodes in a cyclic graph which are connected by weighted links. These links consist of 
semantic relations, primarily typical thesaurus relations such as generalizations, 
specializations and synonyms in combination with associative term relations. The tool can 
serve to experiment with different query expansion configurations. This was illustrated by 
several example queries which differed in their query structures (amongst others Boolean and 
probabilistic queries) and the usage of lexical expansion relations. As compared to baseline 
queries, both the Boolean and the probabilistic queries which were expanded either with 
synonyms and narrower terms or with the combination of synonyms, narrower terms and 
associated concepts achieved higher recall and precision values.  
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Unlike the aforementioned studies that analyzed the effectiveness of different semantic 
relations for query expansion, [TUDHOPE et al. 2006] used a statistical method to derive query 
expansion terms from a faceted thesaurus. To support the search on an excerpt of the National 
Museum of Science and Industry’s collections database, query expansion terms were derived 
from the Getty Art and Architecture Thesaurus (AAT). The authors implemented a semantic 
closeness algorithm based on spreading activation that served to identify query-related 
expansion terms in the thesaurus. This algorithm was based on the assumption that the 
number of relations that needed to be traversed between two terms in the thesaurus was an 
indicator for their semantic closeness. The evaluation of the system qualitatively assessed 
how users interacted with a query editor that implemented the described query expansion 
functionality. For this purpose, instruments such as think aloud sessions, screen capture 
videos and logfile analyses were employed. 

[SHIRI and REVIE 2006] also studied user interactions in a thesaurus based interactive query 
expansion system. The authors analyzed the impact of user characteristics, search topic 
characteristics, query term characteristics, interface characteristics and the user’s satisfaction 
on the behavior in an interactive query expansion environment. Their findings were based on 
data from questionnaires, screen capturing software and interviews. The authors state that 
users most frequently selected hierarchical relations from the thesaurus to expand their 
queries. Interestingly, academic staff members made more use of narrower terms, synonyms 
and statistically related terms than postgraduate students who, in turn, used narrower terms 
and related terms more frequently than the academic staff members. This behavior indicated 
that the expansion term selection was influenced by the users’ topic knowledge. Topic 
complexity was proven to be a further factor that influenced the interactive expansion 
behavior: The study revealed that queries for complex topics were reformulated more 
frequently than those for less complex ones. Overall, the users’ subjective assessment of the 
expansion terms’ usefulness was predominantly positive. The expansion terms were judged as 
useful in 65 out of 74 searches.  

[SIHVONEN and VAKKARI 2004] examined the influence of subject knowledge on thesaurus 
based query expansion processes. Two groups of users, experts and novices in the field of 
pedagogy, worked with an interactive expansion system to search a domain-specific database. 
The experiments showed that on average, the thesaurus based query expansion terms selected 
by experts were more successful in increasing retrieval effectiveness than those chosen by 
novice users. However, the study was restricted as to its generalizability as it was based on 
only two retrieval topics.  

[HACKL-SOMMER 2010] developed an interactive retrieval prototype, PatentAide, for the 
patent domain that supports the users in the query (re)formulation process in a Boolean search 
environment. One of these support functionalities consists in expansion term suggestions 
which, amongst other sources, are derived from a thesaurus. In the prototype, the users’ 
queries are presented in a tree structure that visualizes the distinct query facets and their 
respective expansion terms. This type of presentation allows to assign the expansion term 
suggestions to the query facets they relate to. Evaluative interviews with experts revealed that 
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the presentation of query and expansion terms in the tree structure were judged as uncommon, 
though appropriate for the users’ tasks. 

4.4.2. Query Expansion Based on WordNet 

WordNet27 is a special type of thesaurus that constitutes a widely used source for the 
implementation of query expansion mechanisms. As stated by [FELLBAUM 1998:7], 
“WordNet is neither a traditional dictionary nor a thesaurus but combines features of both 
types of lexical resources”. Some authors such as [DEY et al. 2005] and [SONG et al. 2007] 
even speak of WordNet as an ontology. 

WordNet contains general purpose terms in English language that are organized in synsets. 
Each synset represents a concept which is lexicalized by a collection of so-called cognitive 
synonyms. For example, the synset comprising the term elementary school further lists the 
terms grade school, grammar school, and elementary school.  

Moreover, WordNet defines lexical and semantic relations between the synsets, such as 
hyponymy, meronymy, synonymy and entailment. For example, the above mentioned synset 
is related to the synset comprising the term junior school by a hyponym relation, and the 
synset comprising the term school is associated to it via a hypernym relation. This way, 
thesaurus and ontology like structures are implemented in the WordNet dictionary. WordNet 
further comprises glosses, which are concept definitions, for many synsets. For example, the 
elementary school synset is defined as “a school for young children; usually the first 6 or 8 
grades”28  

[VOORHEES 1994] analyzed the potential of employing WordNet synsets as a source for the 
derivation of query expansion terms based on the SMART retrieval system (see section 3.1.1). 
She conducted her experiments based on the TREC collection (see section 3.2.3). In her 
experiments, the retrieval effectiveness of well-formulated user queries was not improved by 
the applied query expansion mechanisms in terms of recall and precision. For incomplete 
queries, by contrast, the retrieval effectiveness was increased. [VOORHEES 1994] concludes 
that query expansion with lexical-semantic relations is hardly beneficial for detailed queries 
whereas increases in retrieval effectiveness can be obtained for less detailed query 
formulations. However, [VOORHEES 1994] considers it as a challenge to identify suitable 
concepts for the expansion which, in her experiments, had been manually selected.   

[NAVIGLI and VELARDI 2003] used different types of knowledge from WordNet for query 
expansion purposes and compared the effectiveness of these methods. In these experiments, 
topics of the TREC-2001 (TREC-10) Web Track were run against the Google corpus. The 
expansion of monosemous terms with gloss words from WordNet synsets produced an 
improvement of more than 20% for the precision@10 measure, compared to the unexpanded 
queries. In comparison with other methods, the expansion with WordNet gloss words 
outperformed, amongst others, the expansion with synset terms and terms from hyperonym 
synsets. 

                                                 
27 http://wordnet.princeton.edu. 
28 http://wordnetweb.princeton.edu/perl/webwn?s=elementary+school. 
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[SONG et al. 2007] also used information from WordNet for query expansion in a semantic 
query expansion algorithm. To generate query expansion terms, this algorithm was applied in 
combination with natural language processing techniques. For a given query, key phrases 
were extracted from relevant documents and their similarity to WordNet phrases was 
computed. The terms of the most similar WordNet synset were then used as query expansion 
terms. In the evaluation of their algorithm based on the TREC corpus, [SONG et al. 2007] 
report an improvement from 13.41% to 32.39% for the precision@20 measure.  

4.4.3. Query Expansion Based on Ontologies 

This section presents studies that employed ontologies as sources for the generation of query 
expansion terms. As will be shown, their experimental results on the effectiveness of the 
ontology based query expansion mechanisms were often ambiguous. Similar findings are 
reported by [BHOGAL et al. 2007] who compiled an overview of studies on ontology based 
query expansion. This overview on the one hand indicates that ontologies are increasingly 
employed for query expansion purposes. On the other hand, the overview illustrates that many 
of the studies on ontology based query expansion produced mixed results.  

For example, [DEY et al. 2005] used domain ontologies for the implementation of query 
expansion mechanisms. For the derivation of expansion terms, the semantic distance between 
query terms and terms in two ontologies, a wine and a plant ontology, was calculated. As a 
result of their experiments with the Google retrieval engine, querying the Web, the authors 
report an increase in precision for queries which were expanded with terms from the two 
ontologies. On average, the precision of the queries expanded with the wine ontology rose 
from 45.5 for the unexpanded queries up to 67.5 for the expanded queries. For the queries 
which were expanded by the plant ontology, the increase in precision was even higher. It rose 
from 27.5 for the unexpanded queries up to 69 for the expanded queries. 

[SACK 2005] also showed how a domain-specific ontology can augment a traditional 
information retrieval system. He supported the search in a bibliographic database with a 
Semantic Web standards based ontology for the domain of NP-complete problems. This 
ontology was used in the query formulation stage for both disambiguation and query 
expansion purposes. In an interactive expansion mode, semantically related expansion term 
suggestions like synonyms, broader and narrower terms were presented to the users. The 
author points out the advantages of the ontology augmented search by means of two usage 
scenarios. These exemplarily illustrated the benefits of providing users with ontology based 
context knowledge from the domain ontology.  

[FU et al. 2005] focused on a specific application area of ontology based query expansion, 
namely spatial queries. They showed how domain and geographical ontologies can serve to 
expand queries that comprise fuzzy spatial expressions, such as in the query castles near 
Cardiff. The authors’ expansion mechanism was based on the interpretation of geographic 
expressions such as near. Accordingly, the above stated query would for example have been 
expanded with the names of places near Cardiff, such as Newport. If a query failed to produce 
result documents, it could be expanded by interpreting the spatial relation more loosely. The 
benefits of such spatial query expansion mechanisms were illustrated by the example of four 
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spatial queries which were issued to the SPIRIT best-match retrieval system for which the 
spatial expansion induced increases in the precision@10 measures. 

Based on the ExpansionTool described in section 4.4.1, [JÄRVELIN et al. 2001] developed the 
web interface CIRI. It enabled users to formulate queries by selecting concepts from a 
browseable ontology whose concepts were presented in a tree structure. [SUOMELA et al. 
2005] compared the use of this ontology based retrieval system with a baseline system that 
offered no ontological search support. In the ontology based system, a food ontology was 
used for query formulation and expansion support. Based on this ontology, the users’ queries 
were automatically expanded by the system, for example with synonyms, narrower terms or 
associated terms. After this query construction stage, the users could reformulate the query 
before finally sending it to the system. In the evaluation of the system, 16 users performed 
four search topics, two on each system. The results showed that, other than expected, the 
baseline interface performed better than the ontology supported system in terms of recall and 
precision figures. Furthermore, the users judged the search results in the baseline system to be 
more relevant than those in the ontology supported system. Nonetheless, several users stated 
that the ontology had helped them to clarify the search topic. Usability problems with the 
CIRI interface, for example some users’ difficulties in locating appropriate concepts in the 
ontology, may be one reason for the relatively poor performance of the ontology based 
system. 

[KAMEL et al. 2007] examined the effectiveness of a similar retrieval system that also offered 
ontology based support in the query formulation stage. By means of the OAKDA knowledge 
discovery interface, users could explore a list of ontologies in Semantic Web standards and 
select concepts as query terms that were added to their queries. The thereby created queries 
could then be modified before being sent to the Google search engine. In contrast to the 
system by [SUOMELA et al. 2005], no designated query expansion functionality was 
implemented by [KAMEL et al. 2007]. Nevertheless, the users’ selection of concepts from an 
ontology can be considered as a type of interactive query expansion (see section 4.2). The 
system’s evaluation was conducted by ten users who performed six search topics - three using 
the ontology enhanced OAKDA interface and three with the help of the Google search engine 
which served as a baseline system. The users judged the effectiveness of the ontology 
enhanced system as higher than that of Google’s keyword search. Furthermore, the 
experiments showed that the so-called answer precision of the enhanced system was higher 
than that of the baseline system.  

4.5. Evaluation Methods for Collection Independent Query Expansion 
In the studies on knowledge based query expansion presented in section 4.4, thesauri, 
WordNet and various ontologies have been applied for the implementation of query 
expansion mechanisms. As illustrated by the description of these studies, both automatic and 
interactive experiments have been applied for the evaluation of knowledge based query 
expansion mechanisms. This section delineates the commonalities and differences in the 
studies’ experimental designs in both types of experiments, the automatic and the interactive 
ones.  
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Automatic Experiments on Knowledge Based Query Expansion 

Table 4 gives an overview of evaluation methods which were applied in those studies 
mentioned in sections 4.4.1 to 4.4.3 that applied automatic retrieval experiments to examine 
the effects of knowledge based query expansion. In order of appearance in these sections, the 
table denotes the following characteristics of the studies: the employed topics or queries, the 
document corpus, the retrieval system, the knowledge source(s) which served to generate 
expansion terms, the experimental design, the evaluation measures, the conduction of 
significance tests and the realization of relevance judgments. 
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Id Study Topics, queries Corpus  IR system Knowledge source Experimental Design Measures Sign. Relevance judgments 

1 [FOX 1980] 32 topics from the ADI 
document and query 
collection 

ADI document and 
query collection (82 
documents) 

SMART retrieval 
system 

ECD: ‘explanatory and 
combinatory’ dictionary

Five categories of lexical relations were 
defined, on the whole comprising 73 
relations 
Expansion effects of different sets of 
thesaurus relations were examined 
Effects of expansion mechanisms were 
compared to baseline 

Recall 
Precision 

Yes Relevance judgments 
from the ADI document 
and query collection 
Defined by experts in 
the field 

2 [KRISTENSEN 
1993] 

30 queries: 21 defined 
by journalists, 9 
derived from an SDI 
services that searches 
in newspapers 
Selection of queries 
that match thesaurus 
terms 

Fulltext database of 
227,000 newspaper 
articles 

BASIS information 
retrieval and data 
management system 

Search-aid thesaurus 
constructed for the 
experiments 
 

Effects of distinct thesaurus relations were 
compared 
Effect of union search of all thesaurus 
relations was examined 
Effects of expansion mechanisms were 
compared to baseline 

Relative recall 
Precision 

Yes Journalists who defined 
queries judged the 
relevance of the 
documents of the union 
search 

3 [GREENBERG 
2001a] 

42 queries defined by 
students who intended 
to search the database 
Selection of queries 
that match thesaurus 
terms 

ABI/Inform database 
corpus  

Search in the 
ABI/Inform database 
via DIALOG 

ProQuest Thesaurus Queries were manually expanded with 
different thesaurus relations 
Effects of expansion mechanisms were 
compared to baseline 

Relative recall 
Precision 

Yes Participants rated the 
top 15 documents of the 
result documents of all 
expansion modes 

4 [VOORHEES 
1994] 

50 topics from the 
TREC collection 

TREC collection (ca. 
742,000) documents 

SMART retrieval 
system 

WordNet Topic-related synsets were manually 
selected 
Queries were expanded with different types 
of information from WordNet 
Effects of expansion mechanisms were 
compared to baseline 

Recall 
Precision 

No Relevance judgments 
from the TREC-2 and 
Tipster-3 evaluations 

5 [Järvelin et al. 
2001] 

30 statements of 
information needs 

54,000 Finnish 
newspaper articles  

InQuery IR sytem 
(supports best match 
and exact match) 

Test thesaurus with 832 
concepts 

Queries with different query structures 
(Boolean, probabilistic, proximity) were 
expanded with sets of semantic relations 
Effects of expansion mechanisms were 
compared to baseline 

Recall 
Precision 

No Recall base available 

6 [NAVIGLI and 
VELARDI 2003]

24 topics from the 
TREC-2001 Web 
Track 

Web Google retrieval 
engine 

WordNet Queries were expanded with different types 
of information from WordNet 
Effects of expansion mechanisms were 
compared to baseline 

Recall 
Precision 

No Authors’ own relevance 
judgments for the 
documents of the top 10 
ranked result pages of 
all types of searches 

7 [SONG et al. 
2007] 

Topics from the TREC-
5, TREC-6 and TREC-
7 test sets 

TREC-5, TREC-6 
and TREC-7 test sets 
(ca. 628,531 
documents) 

SemanQE that uses 
the Lemur IR system 
as a backend 

WordNet Comparison of the semantic query 
expansion mechanism with other query 
expansion techniques: 
 Cosine-based 
 SLIPPER (rule-based) 
 Okapi BM 25 
Effects of expansion mechanisms were 
compared to baseline 

F-measure  
Precision@20 

No Relevance judgments 
from the TREC-5, 
TREC-6 and TREC-7 
test sets 

8 [DEY et al. 
2005] 

20 queries for each of 
the two ontologies 

Web Google retrieval 
engine 

Wine ontology 
Plant ontology 

Queries were expanded with ontology 
concepts based on a semantic distance 
algorithm 
Effects of expansion mechanisms were 
compared to baseline 

Precision No Not specified 
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Id Study Topics, queries Corpus  IR system Knowledge source Experimental Design Measures Sign. Relevance judgments 

9 [FU et al. 2005] 4 spatial queries Not specified SPIRIT retrieval 
system (based on 
BM25) 

Domain ontology for 
tourism with typical 
thesaurus relations 
Geographic ontology 

Search results of queries with and without 
spatial query expansion were compared 
Effects of expansion mechanisms were 
compared to baseline 

Precision@10 No Human assessors 
judged the top 10 
documents 

Table 4: Overview of evaluation methods in automatic experiments studying knowledge based query expansion 
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Table 4 illustrates that most studies followed a similar design to evaluate the effectiveness of 
knowledge based query expansion mechanisms in automatic retrieval experiments. All studies 
compared the effectiveness of one or more query expansion mechanisms to the effectiveness 
of baseline searches. To assess whether the applied expansion mechanisms had a significant 
effect on the baseline queries in terms of retrieval effectiveness measures, only studies 1 to 3 
employed significance tests. The remaining studies, by contrast, did not formally test the 
significance of their results.  

Moreover, the numbers of employed topics or queries varied between the studies. The 
smallest set of queries was employed in study 9 whose evaluation was based on only four 
queries, thus predominantly having an exemplary character. The remaining studies, by 
contrast, all worked with at least 20 queries or topics.  

In several studies (1, 4, 6, 7), topics from predefined test collections were employed, amongst 
them the TREC collection (see section 3.2.3). The use of such test collections had the 
advantage that relevance judgments for the predefined topics were available like in studies 1, 
4 and 7. In the remaining studies, it was either the authors who rated the result documents (6) 
or test participants that had also defined the test queries (2, 3). However, the assessors’ 
relevance judgments were often restricted to a subset of the highest-ranked result documents 
(3, 6, 9), possibly due to the resource-intensiveness of this judgment process (see section 
3.2.3). 

Table 4 further illustrates that a variety of knowledge sources was employed in the 
experiments. These ranged from lexical thesauri over WordNet to domain ontologies. 
Similarly, the studies varied in the employed document corpora. In studies that used topics 
from predefined document collections, the respective corpora were often deployed in the 
experiments (1, 4, 7). These varied in size: While the TREC corpora in studies 4 and 6 were 
very large, the test collection in study 1 was for example restricted to only 82 documents. The 
remaining studies used other domain-specific corpora of various sizes (2, 3) or queried the 
Web (6, 8). 

As far as evaluation measures are concerned, Table 4 shows that all studies applied the 
traditional recall and precision measures (see section 3.2.4) or measures which were based on 
these, such as the precision@rank, the F-measure or the relative recall measure. The latter 
measure was applied in studies 3 and 4, designating that the calculation of the recall figures 
was based on relevance judgments for the pooled set of documents from searches with 
different expansion methods. Although other studies proceeded in a similar way, they did not 
necessarily speak of relative recall but instead referred to traditional recall. Interestingly, two 
studies (8, 9) merely applied precision measures while not taking recall into account. 
Accordingly, the semantic expansion mechanisms evaluated in these studies were expected to 
affect precision rather than recall.  

Overall, it can be stated that most of the studies on automatic query expansion mechanisms 
followed the design of automatic retrieval experiments that was applied in the TREC 
experiments (see section 3.2.3): To assess the effectiveness of knowledge based query 
expansion, the studies systematically compared effects of different retrieval mechanisms. For 
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this purpose, the studies often deployed test collections, amongst them collections from the 
TREC evaluation series. Established evaluation measures were then applied to calculate 
average figures of retrieval effectiveness across topics, following the standard TREC 
evaluation methodology. Altogether, the automatic experiments in the above cited studies 
were thus subjected to a similar evaluation methodology. 

Interactive Experiments on Knowledge Based Query Expansion 

Contrary to the above described automatic experiments on knowledge based query expansion, 
no widely accepted evaluation methodology has yet been established for interactive 
experiments that investigate the effects of knowledge based query expansion mechanisms. 
Instead, the interactive experiments described in sections 4.4.1 to 4.4.3 applied a variety of 
evaluation methods.  

Table 5 presents an overview of the evaluation methods which were deployed in those studies 
that evaluated query expansion functionalities in interactive experiments. In Table 5, these 
studies are ordered by the sequence of their appearance in the above stated sections. As a 
continuation to Table 3 from section 3.2.3 that presented the TREC Interactive Tracks’ 
evaluation methodology, Table 5 enlists evaluation characteristics of the interactive 
experiments on knowledge based query expansion. These characteristics refer to the types of 
tasks and the numbers of topics, the implementation of time restrictions, the numbers and 
characteristics of users, the overall test design, the applied data collection methods and 
evaluation measures, the realization of significance tests and the method for assigning 
relevance judgments. 
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Id Study Tasks, topics Time  Users Experimental design Data collection methods Measures Sign. Relevance judgments 

13 [JONES et al. 
1995] 

39 
One topic per 
user 

--- Phase 1: 18  
Phase 2: 21 

1 group of users 
1 system 
Introduction to the system 
Each user worked on his/her own 
topic 
Phases 1&2: comparison of the results 
of unexpanded and thesaurus based 
queries 

Records of thesaurus interactions Recall Yes Users assessed the 
relevance of the result 
lists 
Phase 1: top 50 
documents 
Phase 2: top 20 
documents 

14 [GREENBERG 
2001b] 

10 
One topic per 
user 

--- 10 1 group of users 
1 system 
Each user worked on his/her own 
topic 
Comparison of the results of 
automatic and simulated interactive 
query expansion experiments 

User queries were recorded on a 
questionnaire 
Participant profile questionnaire 

Relative precision and relative 
recall based on the pool of 
relevant documents across all 
treatments and query expansion 
mechanisms 

Yes Pooling  
Users assessed the 
relevance of the top 15 
documents of the 
expanded queries 

15 [TUDHOPE et al. 
2006] 

Amount of 
topics is not 
specified 
Same topics 
for all users 

--- 23  1 system 
Introduction to the system and 
training task 
Workplace study 

Qualitative methods: think aloud, 
screen capture videos, transaction 
logs 

--- No --- 

16 [SHIRI and 
REVIE 2006] 

90 
3 topics per 
user 

--- 30  
Group 1:  
academic staff 
members  
Group 2:  
postgraduate 
students 

2 groups of users 
1 system 
Each user worked on his/her own 3 
topics 

Pre-search questionnaire 
Transaction logs 
Screen capturing 
Post-search questionnaire 
Post-session interview 

Statistics of the selection of 
expansion terms 

Yes --- 

17 [SIHVONEN and 
VAKKARI 2004]

2 topics per  
user: a difficult 
and an easy 
one 

--- 30 
Group 1: 15 
domain experts  
Group 2: 15 
domain novices  

2 groups of users 
1 system 
Each user worked on the 2 topics 
Users defined an original query and 
an expanded one 
Comparison of the results of the 
unexpanded and expanded queries 

Pre-interview 
Introduction to the system 
Transaction logs 
Video recording 
Think aloud 
Post-questionnaire 
Post-interview 

Statistics of the selection of 
expansion terms 
Number of relevant documents 
among the top 20 retrieved ones

Yes Pooling 
Users assess the 
relevance of the top 20 
documents of the 
expanded query  
Additional relevance 
judgments for the 
unexpanded queries by 
experts in pedagogy 

18 [HACKL-
SOMMER 2010]

User-defined 
topics from 
previous 
searches 

--- 15 15 expert users 
1 system 
Introduction to the system and 
walkthrough 
Users worked on their own topics 

Expert interview Qualitative remarks on the 
query presentation (ranking, 
relevance feedback, 
transparency) 

--- Relevant documents 
known from previous 
searches 

19 [SUOMELA et 
al. 2005] 

4 
4 topics per 
user 

--- 16  1 group of users 
2 system versions 
Within-groups design 
Comparison of the results of the 2 
system versions 

Background questionnaire 
Questionnaire on search expertise 
Post-system questionnaire for each 
system 
Post-task questionnaire 
Post-questionnaire 

Subjective precision  
Relative precision and relative 
recall based on the pool of 
relevant documents across all 
treatments and query expansion 
mechanisms 

Yes Users assessed the 
relevance of the top 15 
documents of their 
queries  
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Id Study Tasks, topics Time  Users Experimental design Data collection methods Measures Sign. Relevance judgments 

20 [KAMEL et al. 
2007] 

6  
6 topics per 
user 
Complex Web 
search tasks  

Max. 5 
minutes per 
topic 

10  1 group of users 
2 system versions  
Within-groups design 
Training task for the OAKDA system

Logs of submitted queries Precision 
Context precision: ratio of result 
pages with the correct context 
for the search topic 
Subjective participant ratings on 
the effectiveness of the searches

Yes The relevance of the top 
20 documents is 
assessed  

Table 5: Overview of evaluation methods in interactive experiments studying knowledge based query expansion 
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As can be seen in Table 5, studies 13 to 18 based their evaluations on experiments with a 
single system version. Studies 18 and 19, by contrast, applied experimental designs in which 
the ontology based systems were compared to baseline systems that did not implement 
ontology based search support functionalities. To compare the two system versions, a within-
groups design was applied in the two studies (see section 3.2.1). This means that each test 
user performed half of the retrieval topics on the ontology based system and half of them on 
the baseline system variant. The overview in Table 5 also illustrates that the number of 
retrieval topics was usually small in the enlisted interactive experiments. In studies 14 to 19, it 
ranged from two to ten topics. These were worked on by 10 to 23 users per test condition. 

Table 5 further gives an impression of the variety of data collection methods which were 
applied in the different studies. Many studies included a pre-questionnaire for gathering 
background information about the users (14, 16, 19) or conducted a pre-interview (17). Two 
studies further handed out a questionnaire after the completion of each topic, a post-system 
questionnaire (in the case of system comparisons) (19), and a general post-search-
questionnaire (16, 19). This information was partly complemented by a post-search interview 
(17). Moreover, transaction logfiles and screen recordings served to collect comprehensive 
information about the users’ search behavior in several studies (13, 15, 16, 17, 20).  

The collected data were most frequently analyzed in a quantitative way in the listed studies, 
except for study 15 and 18 that focused on a qualitative analysis of the search process. Most 
of the studies further applied statistical tests. These tests served to detect significant 
correlation effects and to test predefined research hypotheses. 

Some studies further showed tendencies to taking a holistic view on the interactive retrieval 
processes in their evaluations, not only taking the search outcome into account but also the 
search process. In several studies, this was for example realized by analyzing the users’ 
selections of expansion terms (16, 17) and by applying subjective evaluation criteria that 
provided information about the users’ search experience (17, 18, 19, 20). These tendencies to 
analyzing the search processes and the users’ search experiences are in line with the 
interactive IR models presented in section 3.1.4 that stress the user’s role in the search 
process.  

The study of search processes in interactive query expansion environments, as realized in 
several of the above listed studies, has been identified as an open research issue by several 
authors. For example, [EFTHIMIADIS 1996] points out that user studies are an important field 
that should be studied in more depth to assess users’ search behavior and its impact on 
retrieval performance, especially how they select terms and how they perceive the value of 
different expansion relations. [EFTHIMIADIS 1996:165] states that  

“more research is needed into how users implement query expansion, especially on the 
specific aspects of interactive query expansion that pertain to the user selection of terms 
for query expansion. This process of term selection is of particular interest for 
understanding search behavior and its implication for the design of the user interface”. 
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Specifying the above cited open research interests, [Efthimiadis 1996:123] enlists the 
following issues: to study how searchers select terms and to identify which kinds of 
relationships exist between their original query terms and the expansion terms they select. 

[SHIRI et al. 2002] define a similar research interest in their review of user-centered studies on 
thesaurus-assisted search term selection. They resume that “research is required to shed light 
on the search term selection behavior of various end-user communities who make use of IR 
systems that provide thesaurus and other terminological support for improving search 
performance” [SHIRI et al. 2002:9]. 

The need for a detailed analysis of how users interact with knowledge based query expansion 
systems is also pointed out by the authors of one of the above presented studies on knowledge 
based query expansion. As described in section 4.4.1, [SHIRI and REVIE 2006:463] 
investigated the use of a thesaurus for search support, which led them to the statement that 
“there has been only limited explanation of how users interact with these interfaces or the 
ways in which end-users’ search-term selection for query formulation or expansion is 
affected”. 

Although the studies presented in Table 5 showed tendencies to take the users’ search 
processes and experiences into account when evaluating the effects of knowledge based query 
expansion system, a holistic view on the interaction with knowledge based query expansion 
systems remains an open research issue. Table 5 moreover illustrates the wide variety of 
evaluation methods which are applicable to assessing the effects of knowledge based 
interactive query expansion methods. In comparison with the studies that conducted automatic 
experiments (see Table 4), methods for the evaluation of interactive query expansion 
mechanisms appear to be more diversified. Moreover, in contrast to the automatic 
experiments, no common evaluation scheme is identifiable for the interactive experiments.  



 

 68

5. Search Behavior 
The study of the users’ search behavior in retrieval systems can be subsumed under the 
research field of information search behavior, which [WILSON 1999:263] defines as being 
concerned with “the interactions between information user (with or without an intermediary) 
and computer-based information systems, of which information retrieval systems for textual 
data may be seen as one type”.  

[WILSON 1999:263] further defines information search behavior as a specialization of the 
broader concept of information seeking behavior (see section 3.1.4), the latter being 
“particularly concerned with the variety of methods people employ to discover, and gain 
access to information resources”. While information seeking behavior takes all types of 
information resources into account, e.g. people or documents, information search behavior 
focuses on interactions with information systems. [WILSON 1999:263] states that information 
search behavior is ”particularly concerned with the interactions between information user 
(with or without an intermediary) and computer-based information systems, of which 
information retrieval systems for textual data may be seen as one type”, the latter being of 
interest in this thesis.  

The study of information search behavior analyzes the users’ interactions with IR systems at 
the micro-level. It is based on the theoretical frameworks of interactive IR models presented 
in section 3.1.4 which describe the constituents of retrieval processes at a conceptual macro-
level. However, these interactive models are neither able to explain the users’ information 
search behavior, nor do they give clues for the design of IR systems that optimally support the 
users in their search processes, as stated by [XIE 2008:197]. 

Complementarily to the interactive IR models that describe interactive search processes at the 
macro-level, theoretical works in the field of information search behavior define conceptual 
frameworks which allow for a micro-level analysis of how users interact with retrieval 
systems. As quoted in section 3.2.4 from [JÄRVELIN 2009], the study of the users’ search 
strategies and the search experiences is essential to gain a complete picture of the search 
process. Moreover, this type of studies allows to take indicators of search effort into account, 
a measure whose importance is increasingly being stressed in the context of IR system 
evaluation, as for example pointed out by [AZZOPARDI 2009; JÄRVELIN 2009] (see section 
3.2.4).  

For the purposes of analyzing user search behavior and estimating search effort, the 
characteristics of the users’ queries, as well as the search tactics and strategies they apply, can 
be described. These frameworks are also applicable to describing the users’ search behavior in 
interactive query expansion environments. This chapter will therefore give an overview of 
query characteristics (section 5.1), search strategies and search tactics (sections 5.2 and 5.3) 
by which the manual and interactive query expansion behavior of users can be described. 
Moreover, the chapter describes two examples of retrieval systems which offer strategic 
support for applying search tactics and strategies (section 5.4). The chapter further presents a 
selection of findings from studies that analyzed the search behavior in different retrieval 
environments (section 5.5). Amongst others, findings on the search behavior in the GEI are 
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presented in detail as the GEI will serve as the application area for the query expansion 
experiments in this thesis (section 5.6). 

5.1. Query Characteristics 
As delineated in section 4.1, the query formulation and, if necessary, reformulation steps are 
integral parts of information access processes. For the purpose of analyzing how queries are 
constructed and reformulated by the users, structural query characteristics can be described. 
The structure of queries can for example vary in terms of the number of their facets, the 
number of terms per facet and the total amount of the query terms they comprise. Moreover, 
queries can vary in the way facets and terms are combined. In IR systems that rely on the 
Boolean retrieval model (see section 3.1.2), the Boolean operators AND, OR and NOT can be 
used for the purpose of logically combining query terms. 

Example query 1 illustrates these structural characteristics for a Boolean query. To search for 
studies on the topic of language support for migrants in elementary school, the following 
faceted query can be defined in an IR system that supports the Boolean search syntax: 

“language support“ AND migrants AND “elementary school“ 
Example query 1: Faceted query 

Example query 1 comprises three facets which are combined by the Boolean AND operator. 
In this example, each query facet expresses a different aspect of the query and comprises only 
one term or phrase. 

Queries can furthermore vary according to the nature of the employed query terms. These are 
either natural-language terms or terms which are derived from a controlled vocabulary such as 
a thesaurus. In either case, the selected query terms will show a certain level of specificity. 
For example, IR system users can decide whether they wish to employ frequent and general 
query terms or more seldom and specific terms. 

Although the users may not always take such query characteristics consciously into account 
when they formulate their queries, the strategic use of query characteristics can serve to 
pursue a certain search strategy. A selection of such search strategies is therefore presented in 
the following section. 

5.2. Search Strategies 
According to [HARTER 1986:170], a search strategy is “an approach to or plan for the whole 
search”. For example, a user may pursue the goal of gathering documents that deal with a 
very specific topic. The applied search strategy can consist in starting with a narrowly defined 
query. If the initial query formulation has not yielded the expected results, the query may be 
subsequently generalized in several query reformulation steps. This subsequent generalization 
can be described as a search strategy for which [CARSTENS et al. 2009] coined the term most 
specific query first strategy.  

Due to its focus on query expansion, subject search strategies targeting the collection of 
documents on a certain topic are of major interest in this thesis, as opposed to known item 
searches wherein queries are based on already known facts about documents, such as author 
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or title information. Accordingly, this section focuses on presenting two basic strategies that 
will serve to describe the users’ search behavior in the GEI in the interactive retrieval 
experiments presented in chapter 8. A comprehensive overview, including more sophisticated 
search strategies, is for example given in [HARTER 1986]’s literature review on search 
strategies.  

Quick Approach 
[CHU 2003:86-87] has termed a very basic way of searching as the quick approach. It consists 
of entering one or more terms without using any Boolean search operators. [CHU 2003] points 
out that searchers increasingly apply this simple and convenient way of searching. More 
sophisticated strategies, by contrast, are less commonly applied. The author mentions the 
spread of Internet retrieval systems as one explanation for this trend, these systems allowing 
searchers to autonomously conduct their searches without intermediaries. However, the author 
notes that these types of retrieval systems also, at least theoretically, facilitate the use of 
functionalities like Boolean operators which are often integrated into the search interface. 

Briefsearch 
A Boolean combination of several query terms in a single-step search is denoted as a 
briefsearch by [HARTER 1986]. Example query 1 presented in section 5.1 can thus be 
categorized as a briefsearch query. Such a query formulation often yields an overview of the 
document corpus underlying the retrieval system. As subsequent reformulation steps often 
follow an initial briefsearch query, it frequently serves as the entry point to a search in which 
more sophisticated search strategies are applied. 

Building Blocks 
According to [HARTER 1986:172], the building blocks strategy is probably both the most 
common and most useful search strategy. Here, the search topic is decomposed into different 
facets that are combined by a Boolean operator, most commonly the AND operator. Each 
query facet consists of one or more terms which are combined by the Boolean OR operator to 
combine terms that refer to the same concept. These terms are often synonyms or alternative 
lexicalizations for a given concept. Based on Example query 1, the building blocks strategy 
could for example be applied by expanding the three distinct query facets with synonymous or 
related terms to construct Example query 2. 

(“language education” OR “language support”) AND migrants AND (“elementary school” 
OR “primary school”) 

Example query 2: Building blocks strategy 

In Example query 2, two of the three query facets are expanded with semantically related 
terms. Overall, the expansion of facets in the building blocks strategy can serve to increase 
the probability of finding a high amount of topically relevant documents and to thus achieve a 
high recall value. 
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5.3. Search Tactics 
If users follow a certain search strategy in which they reformulate their queries stepwise, they 
can apply a variety of search tactics. These strategic moves29 bring forward an overall search 
plan [BATES 1979]. This is illustrated by Example query 3 where the query for “comparative 
tests” AND mathematics is reformulated by replacing the query phrase “comparative tests” 
by the broader term tests. This strategic move of replacing a query term by a broader term is 
an example of a search tactic.  

1) “comparative tests” AND mathematics 
2) tests AND mathematics 

Example query 3: Example of the broader term tactic 

[BATES 1979] draws a distinction between term tactics, which shed light on the characteristics 
of the query terms, and search formulation tactics that describe structural aspects of queries. 

Term tactics can be applied to select and revise specific query terms. This can be achieved by 
adding, deleting or replacing query terms. Amongst others, [BATES 1979] enumerates the 
tactics relate, which expresses that a related term is employed for reformulating a query, 
respell, which indicates the use of a spelling variant for this purpose and super, which 
describes the employment of a broader term. 

Search formulation tactics can be applied to (re)design a query structurally. These tactics refer 
for example to the addition or deletion of query facets and to the employment of Boolean 
operators. For example, the exhaust move described by [BATES 1979] refers to the inclusion 
of all existing search facets into a query. This can be achieved by adding new AND-elements 
(new query facets) to an existing query formulation. The contrary action is described as the 
reduce move. If OR-elements are used to expand a query facet, such as in Example query 2 in 
section 5.2, this is specified as the parallel tactic. 

[FIDEL 1985] also describes a set of search moves which the author derived from the 
observation of several experienced online searchers. These moves partly correspond to 
[BATES 1979]’ search tactics. While [BATES 1979] already pointed out that different tactics 
are helpful in specific retrieval situations, [FIDEL 1985] classifies the different moves 
according to their suitability for achieving situation dependent goals such as reducing or 
enlarging the size of the result set. The author explains for instance that in case a search 
delivered a very long result list, the use of more specific terms (the sub tactic) is adequate, 
while the super tactic can help to overcome an empty result set. 

Identifying such tactics is useful for designing IR systems that intend to assist users in the 
application of search tactics and strategies. As delineated in section 3.1.4, both [BATES 1990] 
and [BELKIN 1993] explain that IR systems should assist the users in autonomously realizing 
their retrieval goals because not all retrieval processes can be fully automated. The authors 
thereby implicitly suggest the implementation of functionalities for strategic search support. 
This can for example be offered at the levels of search tactics and strategies.  

                                                 
29 The terms tactic and move are employed interchangeably in this thesis. While [BATES 1979] primarily 
mentions tactics, [FIDEL 1985] uses the term moves. 
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Among the knowledge based query expansion systems presented in section 4.4, those systems 
offering interactive query expansion functionalities often supported the application of distinct 
term tactics. In these studies, the users were usually presented different types of query-related 
expansion term suggestions that they could integrate into their queries. The following section 
presents IR systems that go one step further by offering the users a higher level of strategic 
search support, based on the above listed search tactics and strategies.  

5.4. Strategic Search Support 
When users pursue a certain search goal, they adopt a search strategy, be it consciously or 
unconsciously, formulate an initial query and, if necessary, apply different tactics for 
reformulating the query afterwards. Retrieval systems can support users during this process, 
for example by suggesting the application of situation dependent tactics or by assisting them 
in putting the tactics to effective use. 

The BibTutor and DAFFODIL systems are two examples of IR systems that implement such 
strategic search support functionalities. They both refer to the above mentioned list of tactics 
compiled by [BATES 1979]. 

BibTutor 

BibTutor is a retrieval system that aims to assist users in the application of adequate search 
strategies to reach their search goals in literature research processes [ZILLES 2005]. For this 
purpose, a search assistant functionality provides the users with strategic search tips in a 
separate window next to the search application window. 

If users consult this search assistant, they receive explanations on how they can specify their 
search, how it can be broadened or how they can react to qualitatively unsatisfying results. 
Still, the users are left in charge of applying the suggested search strategies and tactics. For 
example, they are advised to use broader terms if they state that they want to generalize their 
search. However, the query-specific broader term is not directly suggested to the users. 
Instead, they need to consult a glossary to apply the proposed strategy.  

DAFFODIL 

In the DAFFODIL30 frontend for heterogeneous digital libraries, a closer integration of 
strategic support functionalities into the search process is realized. Amongst other search 
assistance functionalities, DAFFODIL offers proactive search support, both in the initial 
query formulation stage and in the subsequent reformulation stages [SCHAEFER et al. 2005].  

For example, the DAFFODIL system comprises a term suggestion service which is based on 
term co-occurrence data. It is implemented as a pop up list that appears as soon as query terms 
are entered. If a user selects one of the suggested terms, it is automatically integrated into the 
query by expanding the respective query facet.  

                                                 
30 The DAFFODIL project is continued and reimplemented in the context of the ezDL project (Easy Access to 
Digital Libaries, http://ezdl.de). 
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Furthermore, a thesaurus serves to generate search suggestions such as synonyms. These 
suggestions are strategically adapted to the users’ current retrieval situations: If a query has 
delivered few results, broader terms from the thesaurus are presented as suggestions. Long 
result lists, by contrast, induce the suggestion of narrower terms.  

The qualitative evaluation of the DAFFODIL system, as reported in [SCHAEFER et al. 2005], 
showed that the test users varied greatly in the acceptance of the implemented proactive 
support functionalities. The authors thus conclude that the users should be able to decide 
whether or not to use the proactive support functionalities. 

In a subsequent version of the DAFFODIL system presented in [KRIEWEL and FUHR 2007], 
search suggestions were generated by applying a case based reasoning mechanism. This 
functionality, in combination with a variety of further support functions like the provision of 
textual suggestions, was evaluated in a small-scale pilot study described by [KRIEWEL and 
FUHR 2010]. 

The evaluation was set up as a between-groups design: twelve users worked with a system 
version that offered strategic search support whereas an equally sized group employed a 
baseline system without any support functionalities. The users had to accomplish three 
complex retrieval topics for each of which they had 20 minutes time at their disposal and they 
were instructed to save as many relevant documents as possible for each topic. Relevance 
judgments for the pooled documents were then carried out by two assessors. Apart from its 
comparatively small numbers of topics and users and the application of the between-groups 
design, the experimental design was thus similar to that of TREC Interactive Tracks described 
in section 3.2.3. 

The experimental results showed that the users of the supportive system saved significantly 
more relevant documents than the users of the baseline system although the significance of 
the differences could not be proven for all retrieval topics. The support functionalities thus 
seemed  to significantly increase search success for certain topics only.  

5.5. Studies on Search Behavior 
The study of search behavior strives to deliver insights into the way users employ certain 
search functionalities, as well as into the tactics and strategies they apply in pursuing their 
retrieval goals. As will be illustrated by the studies on user search behavior that are presented 
in the following, the analysis of how users formulate and reformulate their queries also 
belongs to this category.  

For example, [WILDEMUTH and MOORE 1995] examined the search behavior in the 
MEDLINE database. The authors did not only analyze the users’ query formulations but they 
also assessed the effectiveness of the searches based on judgments by librarians. The authors 
conclude that the users’ query formulations could be improved by a more frequent use of 
synonyms, the correct use of Boolean operators and the more frequent consultation of 
controlled vocabulary resources such as an online thesaurus. 
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[SPINK et al. 2001] studied the search behavior of web search engine users by analyzing query 
logfiles of the AltaVista search engine. Based on this data, they came to a similar conclusion 
as [WILDEMUTH and MOORE 1995] regarding the restricted complexity of the users’ queries. 
[SPINK et al. 2001:226] state that “most people use few search terms, few modified queries, 
view few Web pages, and rarely use advanced search features”. Similar observations are 
reported by [MARKEY 2007] when summarizing the results of numerous studies on end-user 
searching in real-life search situations. The author states that in general, advanced search 
features are seldomly used and that the use of Boolean operators is rare. 

As stated by [JANSEN 2000], the method of logfile analysis is often applied in analyzing the 
search behavior of IR system users like in [SPINK et al. 2001]. Logfiles can for example 
provide information about the usage of certain system functionalities. Moreover, query 
logfiles document the users’ queries and thereby allow for retracing the way queries are 
reformulated. Consequently, the application of search tactics and strategies is identifiable in 
the logfiles. Compared to other data collection methods, logfiles have the advantage that the 
data is commonly available and does not need to be collected especially for the purpose of 
analysis. Furthermore, the logfiles report search queries by real users, thus reflecting realistic 
search situations that are documented in their entirety. The use of this authentic data for the 
purpose of analysis is only impaired by the fact that the users’ information needs are not 
documented and thus subject to speculation. 

[RIEH and XIE 2006] used query logfiles to analyze query reformulation patterns in the Excite 
search engine. They identified parallel reformulation moves, such as the use of related terms, 
as the most frequently applied reformulation pattern that made up 51.4% of all 
reformulations, followed by specifications (29.1%) and generalizations (15.8%). The 
replacement of terms with synonyms was comparatively seldomly applied, accounting for 
only 3.7% of all reformulations. Similar studies that analyzed query reformulation patterns 
were conducted by [LAU and HORVITZ 1999], also based on Excite logfiles, and by [JANSEN et 
al. 2007] who analyzed query logfiles of the Dopgpile.com meta-search engine. Both studies 
supported the results presented by [RIEH and XIE 2006] in so far as they also stated 
specializations (e.g. by narrower terms) to be more frequently applied than generalizations 
(e.g. by broader terms). 

[HUANG and EFTHIMIADIS 2009] went one step further in their analysis of query reformulation 
patterns in the AOL query logfiles. They assessed the effectiveness of different reformulation 
patterns, this effectiveness being inferred from the users’ click behavior. A click on a result 
document was interpreted as implicit feedback on the document’s perceived relevance as 
[JOACHIMS et al. 2007] had shown that this implicit feedback is a good predictor for the 
relevance of result documents.  

To apply these implicit feedback measures for assessing the effectiveness of the users’ query 
reformulations, [HUANG and EFTHIMIADIS 2009] analyzed at which points in the search 
process users clicked on result documents. If a query formulation did not induce the click on a 
document, this was denoted as a skip step. If a document was clicked, by contrast, a click step 
was recorded for the respective query formulation. Different sequences of these two types of 
steps were categorized as distinct reformulation patterns. The so-called SkipClick pattern 
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expresses that a user did not click on any result document delivered by the initial query, while 
the reformulation led to a click. In this case, the reformulation could thus be interpreted as 
successful. Contrarily, a click in the initial query phase, followed by a reformulation without 
any clicks, (ClickSkip pattern) indicated an ineffective reformulation. Similarly, subsequent 
clicks were indicators for effective reformulations (ClickClick pattern) and subsequent skips 
were indicators for ineffective reformulations (SkipSkip pattern). 

By comparing the proportions of skips and clicks for various query reformulation patterns, 
[HUANG and EFTHIMIADIS 2009] assessed whether or not a query reformulation could be 
considered as effective. This allowed them to identify effective reformulation tactics for 
situations where initial queries had been ineffective, as well as effective tactics for situations 
where the initial query had already induced clicks on result documents. Based on these 
analyses, [HUANG and EFTHIMIADIS 2009:85] conclude that “expanding acronyms and 
spelling corrections are helpful reformulations when a user does not click on any result, but 
word substitutions and query expansion are more helpful when a user has clicked”. 

The above listed studies illustrate that the analysis of search behavior delivers insights into the 
users’ interactions with retrieval systems and that it can even give evidence of the 
effectiveness of applied search tactics and strategies. The studies further illustrated that the 
analysis of query logfiles has been widely applied for this purpose. This method has also been 
used to yield findings on the users’ search behavior in the GEI: A respective summary is 
presented in the following section. 

5.6. Search Behavior in the German Education Index 
The GEI is a specialized search engine for the domain of educational research, a service 
offered by the Information Center for Education of the German Institute for International 
Educational Research. This search engine is part of the German Education Portal (GEP)31, an 
information service for both practitioners in education-related fields and the scientific 
community of educational researchers.  

As the retrieval experiments in this thesis will investigate the effects of query expansion in the 
GEI environment, its document corpus and indexing vocabulary (section 5.6.1), basic search 
functionalities (section 5.6.2) and typical user characteristics (section 5.6.3) are presented in 
this section. On this basis, a résumé of the empirical results on search behavior in the GEI is 
given in the concluding section (5.6.4). These findings are based on two studies by 
[CARSTENS et al. 2009; CARSTENS et al. 2011], analyzing search behavior in the GEI search 
engine based on the conceptual frameworks on search strategies and tactics presented in 
sections 5.2 and 5.3. 

5.6.1. Document Corpus and Indexing Vocabulary 

The document corpus of the GEI comprises bibliographic references to publications from the 
domains of educational research and practice. As of March 2011, 746,004 references were 
recorded in the GEI, the biggest portion of which were German language documents (ca. 
80%). The most common document type were journal articles (58.95%), followed by 

                                                 
31 http://www.fachportal-paedagogik.de/start_e.html. 
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monographs (32.22%) and articles from collections such as volumes and proceedings 
(8.83%)32. 

The retrievable documents in the GEI comprise metadata of the referenced documents such as 
their title and subtitle, their language and the author name(s). If available, links to the 
documents’ fulltext versions are denoted, too. However, these fulltexts are not indexed by the 
GEI. As of March 2011, nearly 40% of the GEI’s metadata documents moreover contained an 
abstract summarizing the documents’ contents, this fraction of documents having steadily 
increased over time in the GEI33. However, the GEI metadata documents comprise only 
limited amounts of free text, which is characteristic for reference databases (see section 3.1.2). 

Most of the documents in the GEI further list keywords that describe the referenced 
documents’ contents. These keywords are intellectually assigned to the documents by 
information specialists in the Information Center for Education, in cooperation with more 
than 30 partnering documentary institutions in Germany, Switzerland and Austria. Notably in 
this context, this cooperation is voluntary. For this reason, no cross-institutional standardized 
indexing vocabulary and guidelines are applied in the indexing process. 

The GEI’s indexing vocabulary is assembled in a thesaurus. It maps the partners’ partly 
differing indexing vocabularies by defining synonymous relationships between terms with 
equal meanings, for example. Moreover, the thesaurus defines typical thesaurus relationships 
between indexing terms (see section 2.1.3). Amongst others, relationships between compound 
terms and the respective term components are listed in the thesaurus because the method of 
postcoordination is applied for indexing the documents in the GEI. This means that instead of 
using compounds as keywords, the information specialists in the Information Center assign 
the Boolean conjunction of their term components as keywords.  

While the majority of the documents in the GEI is scientific in nature, practical documents 
like teaching materials are also referenced. The GEI covers a wide range of educational topics 
with a focus on the main subject areas of education, pedagogics, higher education, vocational 
training and further school-related topics34. As the domain of educational research subsumes 
the technical didactics of the various school subjects, the vocabulary which is used in the GEI 
documents is very heterogeneous. Consequently, documents discuss topics as diverse as the 
introduction of geometric bodies in math classes and the communication of everyday 
knowledge in elementary school, such as how to react in emergency situations. These 
examples illustrate that the documents in the GEI can refer to any imaginable field of 
knowledge. Accordingly, the a wide range of domain vocabularies form part of the GEI’s 
indexing vocabulary. 

5.6.2. Search Functionalities 

The GEI can be accessed via a user interface for searching the bibliographic reference 
database. Its implementation is based on the Lucene search engine framework. As explained 

                                                 
32 http://www.dipf.de/de/bildungsinformation/pdf/diagramme-zur-fis-bildung-literaturdatenbank/view. 
33 http://www.dipf.de/de/bildungsinformation/pdf/diagramme-zur-fis-bildung-literaturdatenbank/view. 
34 http://www.dipf.de/de/pdf-dokumente/bildungsinformation/diagramme-zur-fis-bildung-literaturdatenbank. 
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in section 3.1.2, Lucene’s underlying retrieval model is a combination of the Boolean Model 
and the Vector Space Model.  

The GEI offers two case-insensitive different search modes - a quick search mode and an 
advanced search mode. As shown in Figure 15, the former consists of a single query field that 
offers a quick entry point to search by which free text queries can be dispatched.  
 

Figure 15: Quick search mode in the GEI35 

As illustrated in Figure 16, the advanced search mode offers more sophisticated search 
functionalities than the quick search mode. To define queries in the advanced search mode, 
users can employ different search fields, namely index terms, free text, title, year, 
author/editor, journal, institutions, source and update (1) which can be combined by Boolean 
operators (2). Within a search field, multiple query terms are by default combined by the 
AND operator (3). But this configuration can also be changed by unchecking the box which 
states whether or not all query terms have to appear in the result documents (3). Furthermore, 
the users can optionally refer to an index term register (4) and a person name register (5) from 
which query terms can be selected. Additionally, the search can be restricted by document 
type (6) and by language (7). 
 

Figure 16: Advanced search mode in the GEI 

If query terms entered into the index terms field match a synonym list underlying the retrieval 
system, the respective query terms are automatically expanded by their synonyms which are 
enlisted in the GEI’s thesaurus (see section 5.6.1). 

                                                 
35 http://www.fachportal-paedagogik.de/fis_bildung/index_e.html. 
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5.6.3. Users 

In order to obtain information about characteristics of the GEP’s users, [WENDT and PATJENS 
2007] conducted a survey on its usage. In this three-week online survey, users and non-users 
of the portal were questioned about their behavior regarding the usage of specialized 
information for the educational domain. As the GEI is an integral part of the GEP, the 
survey’s results also shed light on characteristics of the GEI users.  

Out of the study’s 708 user surveys that could be evaluated, about 50% had been answered by 
study participants who had already used the GEP. The majority of these portal users had a 
background in educational research and pedagogics (70.3 %), often in combination with other 
subjects such as librarianship, social sciences, psychology, linguistics, information and 
documentation or natural science. In terms of their function, the biggest portal user group was 
made up of research assistants, followed by the group of librarians, documentalists and 
archivists, professors, lecturers, students, scientific assistants, teachers, trainers and trainees, 
in descending order of the categories’ frequency of occurrence. While the sample of the 
survey was not representative for the entirety of the portal’s users, the results showed that the 
majority of the portal users participating in the survey had an academic background.  

When questioned about the use of specialized information, the majority of the portal’s users 
stated they utilized it predominantly for research-related work, followed by publications, 
teaching, lectures and (professorial) dissertations. Most of the surveyed portal users thus 
employed the GEI’s specialized information for research-related tasks. 

As already indicated, this online survey did not specifically question the participants about 
their usage of the German Education Index. Nevertheless, the profile of the GEP’s users can 
be expected to be similar to that of the GEI users as the GEI is a building block of the GEP 
(see above). We can thus expect usage of the GEP to frequently co-occur with access of the 
GEI. Although the survey cannot deliver a complete picture of the GEP’s users, due to its lack 
of representativeness, two basic characteristics of the portal’s users which are possibly 
transferrable to the GEI can be summarized: Most of these users have an academic 
background in educational research and use specialized information primarily to pursue 
academic or research-related activities. 

5.6.4. Findings 

To gain an insight into the way the GEI users interact with the retrieval system, two 
subsequent studies were conducted by [CARSTENS et al. 2009] and [CARSTENS et al. 2011]. 
They applied the method of query logfile analysis for this purpose (see section 5.5): Logfiles 
from the GEI were used to study its users’ query formulations and reformulations, to assess 
the number of documents that they accessed and to examine the usage of various search 
functionalities.  

First Study 

In [CARSTENS et al. 2009], a selection of search sessions of a one-day sample of query logfiles 
was analyzed to examine whether search strategies and tactics could be identified in the data 
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set. This analysis was based on the theoretical works on search strategies and tactics outlined 
in sections 5.2 and 5.3. 

Indeed, the application of several different tactics and strategies could be identified in the data 
set. The study identified the use of related terms as the most commonly applied term tactic. 
Broader terms were the second most frequently applied term tactic, followed by synonyms 
and narrower terms.  

Moreover, the analysis of the query logfiles showed that the person and keyword registers of 
the GEI (see section 5.6.2) were seldom consulted by the users for reformulating queries. The 
analysis further revealed that the Boolean OR operator was hardly ever employed for the 
combination of query terms. This indicated that the identified term tactics like related and 
broader terms were usually not employed to expand distinct query facets with a Boolean OR 
operator like in the building blocks strategy (see section 5.2). The interpretation of these 
findings thus raised the question in which way the different types of term tactics were actually 
employed by the users to reformulate their queries. 

Second Study 

In a follow-up study, which was based on a more comprehensive data set, the use of term 
tactics was analyzed in more detail [CARSTENS et al. 2011]. For this purpose, query term 
characteristics and structural aspects fo the queries were analyzed in combination: 
Accordingly, the addition, replacement or deletion of different types of terms (e.g. of related 
and broader terms) were denoted as separate term tactics. For instance, the replacement of a 
term by a related term, the addition of a related term by the AND operator, its addition by the 
OR operator, the deletion of a related term added by AND and the deletion of a related term 
combined by OR were identified as distinct term tactics.  

The results of this study confirmed the previous findings which had identified the use of 
related terms as the most commonly applied term tactic for reformulating queries in the GEI. 
Based on the above described enhanced classification of term tactics, the analysis revealed 
that related terms were most frequently employed to replace query terms in the original 
queries. The addition of related terms by the AND or OR operators, by contrast, was very 
seldom. In general, the expansion of query facets with the Boolean OR operator hardly ever 
occurred in the query logfiles so that the building blocks strategy (see section 5.2) was not 
identifiable in this data set. 

Compared to the replacement of query terms by related terms, other types of term tactics 
appeared comparatively seldom in the data set. Ordered by their descending frequency of 
occurrence in the logfiles, the application of the following term tactics was reported: 
replacement by related terms, use of spelling variants, term conversions (e.g. from substantive 
to adjective), replacement by broader terms, use of the person register, correction of spelling 
mistakes, use of the keyword register, replacement by narrower terms, use of compounds or 
decomposition of compounds, use of term translations and replacement by synonyms.  

The seldom use of the person and index terms registers, already observed in [CARSTENS et al. 
2009], was also confirmed in this study. Out of the 3,631 analyzed search steps, that is the 
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entirety of all initial queries and their reformulations, only 1% made use of the keyword 
register and only 2% consulted the person register for reformulating queries. 

Most of the search steps in the data set were categorized as subject search steps (67%) which 
queried for documents that covered a certain topic (see section 5.2). Known-item searches, by 
contrast, were less common, making up only 33% of all search steps. While the biggest part 
of the subject search-steps was made up by single-step quick approach queries (28%) (see 
section 5.2), strategies that spanned several search steps, due to query reformulations, could 
also be identified36. In the analyzed data set, 11% of the search steps belonged to the most 
specific query first strategy (see section 5.2) and 13% formed part of its opposite, the most 
general query first strategy. This showed that generalization and specification were important 
means for the reformulation of queries in the GEI search sessions. The data set moreover 
revealed that the generalization and specification of queries were usually realized by the 
addition, or respectively deletion, of query facets. The use of broader and narrower terms for 
these purposes, by contrast, was limited in the data set. 

The study further showed that a high number of queries in the analyzed data set led to empty 
result sets, namely one quarter of all subject search queries. This also applied to 17% of the 
initial query formulations in subject search-sessions, 23% of which were immediately 
terminated. Alternatively, the users applied one of the following tactics to overcome the initial 
empty result sets, ordered by their descending frequency of occurrence in the data set: delete a 
query facet, correct spelling mistakes, change the spelling, replace a term by a related term, 
use register terms from the keyword register or replace a term by a broader term.  

The analysis thus showed that users applied adequate tactics to overcome empty result sets 
which were possibly often due to variations or mistakes in spelling and differences between 
the vocabularies of the users and the documents in the corpus. However, especially in the 
latter case, the expansion of query facets would be a promising tactic which was obviously 
seldomly applied by the users. Instead of expanding facets with a semantically related terms 
by the Boolean OR operator, the users rather replaced terms or varied their spelling, as 
indicated by the above described findings.  

Similarly to the analysis of the users’ reactions to empty result sets, their behavior in cases of 
large result sets was examined. This analysis revealed that about one third of the search 
sessions in which the initial subject search query had delivered a long result list was 
immediately terminated by the users without having viewed any document. The data 
moreover showed that users most frequently added a new facet to the query to reduce the 
result list if they had received result sets of more than 100 documents for an initial subject 
search query. Alternatively, they replaced terms by related terms or narrower terms although 
this behavior occurred less frequently. A further tactic concerned the change of the search 
fields, for example by switching from the free text to the keyword search field.  

                                                 
36 Apart from quick approach queries, other search strategies may also comprise single-facet queries. Analyzing 
the data set in this respect revealed that overall, 57.6% of the subject search steps in the GEI comprised only one 
facet.  
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Conclusion of the Two Studies 

Based on these empirical findings, several possible areas of improvement were formulated for 
the GEI retrieval system [CARSTENS et al. 2011]. One such area is the application of methods 
for preventing or overcoming empty result sets. This can for example be achieved by applying 
automatic query expansion methods or by supporting users in autonomously reformulating 
unsuccessful queries through the provision of interactive term suggestions. 

In the query reformulation stage, users can further be assisted in the processes of generalizing 
narrowly defined queries or in specifying broadly defined queries, which could both be 
identified as critical situations that often led to an immediate termination of the users’ search 
sessions. As the query logfile analyses have shown, the deletion or addition of query facets 
was frequently applied in these situations while the use of broader and narrower terms was 
comparatively rare. These types of terms can thus be presented to the users, for example in the 
form of interactive query expansion terms. For example, narrower terms can be suggested to 
specify queries with many hits while broader terms can help to generalize queries that have 
delivered empty or very short result lists. 

The logfile analyses moreover identified the replacement of query terms by semantically 
related terms as the most frequently applied type of search formulation tactics in the GEI: In 
the cases where the users employed related terms, broader terms, narrower terms or synonyms 
to reformulate their queries, they usually replaced an existing query term. The expansion of 
facets by the OR operator, by contrast, hardly ever occurred in the data set. The application of 
the building blocks strategy could thus not be identified in the analyzed sample of the GEI 
logfiles.  

The scarce use of query expansion tactics may be due to the current design of the GEI’s 
advanced search mask (see Figure 16 in section 5.6.2). Although it theoretically allows for the 
construction of expanded query facets, these are difficult to define. Currently, multiple 
expanded query facets would have to be entered into separate search fields of the advanced 
search mask. Moreover, the users would have to change the advanced search mask’s default 
configuration for the combination of query terms, which they obviously most commonly 
maintain. The GEI could thus support the users in applying query expansion strategies more 
easily, for example by presenting them interactive expansion term suggestions that can be 
easily integrated into the original query. 

The two studies on search behavior in the GEI further showed that the person and index term 
registers, which offer vocabulary support, were scarcely used. This may be the case because 
the registers are not presented to the users in a prominent position in the search interface (see 
Figure 16 in section 5.6.2). A context-adaptive term suggestion functionality could thus assist 
the users more proactively in reformulating their queries. 

In brief, the following selective results can be summarized based on the two studies on search 
behavior in the GEI: The users most frequently employed term tactics in which query terms 
were reformulated or replaced by semantically related terms, the expansion of query facets 
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scarcely occurred in the data sets and the users rarely consulted the registers for 
(re)formulating their queries. 
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6. Research Interest and Experimental Framework 
Based on the state of the art in the previous chapters 2 to 5, the main research interest of this 
thesis is delineated in this chapter, to analyze the possibilities and effects of using a domain 
ontology for query expansion purposes. This chapter is organized as follows: Firstly, the state 
of the art in the fields of ontologies, retrieval query expansion and search behavior is 
summarized (section 6.1); secondly, the research design pursued here to address the topic of 
ontology based query expansion is presented (section 6.2) and thirdly, five distinct research 
questions are derived from the theoretical background (section 6.3). Finally, the constituents 
of the experimental framework are described, namely the experimental variables (section 6.4), 
the creation of the ontological knowledge base (section 6.5), its integration into the retrieval 
prototype (section 6.6) and the document corpus that will be used in the experiments (section 
6.7).  

6.1. Summary of the State of the Art 
This section recapitulates the findings that were presented in the state of the art chapters, 
drawing references to the chapters on ontologies (chapter 2), information retrieval (chapter 3), 
query expansion (chapter 4) and search behavior (chapter 5).  

Ontologies 

As delineated in section 2.2, ontologies have regained a strong research interest through the 
developments in the Semantic Web. Numerous domain ontologies are being developed and 
large amounts of data are transformed into ontological knowledge bases. Following the 
Linked Data initiative, an increasing number of data sets is published and semantically 
interlinked, often based on light-weight ontologies. This way, a large amount of research 
context-related data has already been published, as delineated in section 2.2.3. 

While ontologies in the Semantic Web are mainly intended to semantically annotate and 
structure data (see section 2.2), they can also serve to support IR systems, as described in 
section 3.1.3. One such possibility is the use of ontologies for query expansion purposes in IR 
systems. 

Retrieval 

When it comes to examining the effectiveness of ontology based retrieval systems, one can 
refer to established methods which have been developed by the IR community for the 
standardized evaluation and comparison of IR mechanisms (see section 3.2). Automatic 
retrieval experiments have a long-standing tradition in IR research (see section 3.2.2). For a 
long time, this type of experiments has also been focused on by the TREC retrieval evaluation 
workshops (see section 3.2.3); automatic experiments allow to assess and compare the 
potential effects of IR mechanisms based on a standardized experimental setting.  

However, as delineated in section 3.2.2, increasing emphasis is placed on the importance of 
integrating real users in retrieval experiments. Accordingly, the IR community has shown a 
growing interest in interactive retrieval experiments. In this context, a distinct Interactive 
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Track was carried out as part of the TREC conferences, leading to the establishment of 
evaluation standards for conducting interactive retrieval experiments (see section 3.2.3). 
However, the studies in the TREC Interactive Tracks still focused on the quantifiable 
assessment of retrieval effectiveness, rather than investigating user search experience and 
behavior (see section 3.2.3).  

As delineated in section 3.2.2, not only automatic but also interactive experiments should be 
conducted to get a possibly complete picture of the effects of ontology based query expansion 
mechanisms. This combination enables to examine the search outcome and to gain a deep 
understanding of the search process and is thus envisioned in this thesis. However, referring 
to query expansion research in general, [EFTHIMIADIS 1996:165] states that the focus has been 
on the evaluation of automatic query expansion methods while fewer studies apply interactive 
methods. In addition, he stresses that “to my knowledge no studies have attempted to evaluate 
both”. [GREENBERG 2001b] later combined these two types of experiments when studying the 
effects of thesaurus based query expansion. However, few studies in the field of knowledge 
based query expansion have yet realized such a combination of automatic and interactive 
retrieval experiments (see section 4.5).  

The evaluation of knowledge based query expansion has so far mainly focused on the search 
outcome in automatic experiments rather than examining the whole search process and the 
role users play. The general trend towards the increased study of user interactions in IR 
systems (see section 3.2.4) thus suggests to systematically analyze how knowledge based 
query expansion mechanisms affect user search behavior. As illustrated by the overview of 
studies on knowledge based query expansion in section 4.5, trends of investigating the users’ 
search behavior in this type of interactive retrieval environments can be observed.  

Query Expansion 

As illustrated in section 4.2 which presented an overview of different query expansion 
methods and modes, query expansion is a well-studied topic in the IR community. In that 
section, a distinction was drawn between query expansion based on search results (see section 
4.3.1) and the use of either collection dependent (see section 4.3.2) or collection independent 
knowledge structures (see section 4.3.3) for the generation of query expansion terms. The 
latter category ranges from the use of domain-specific thesauri to general purpose thesauri 
like WordNet and finally ontologies that offer the highest level of expressivity. 

Findings regarding the effectiveness of these different query expansion methods were 
presented in the respective sub-sections of section 4.3. These studies’ results can be 
summarized as follows: 

 Relevance feedback mechanisms are theoretically effective but users are reluctant to 
provide the necessary feedback information. Pseudo-relevance feedback circumvents 
this problem but this method requires a certain amount of free text from which 
expansion terms can be derived (see section 4.3.1). 

 Collection dependent co-occurrence based methods have shown little improvements in 
retrieval effectiveness (see section 4.3.2). 
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 The use of collection independent thesauri for query expansion purposes is well 
studied, testifying thesaurus based query expansion to have primarily recall-enhancing 
effects (see section 4.4.1). 

 The use of WordNet for query expansion purposes has shown little effects in most 
cases (see section 4.4.2). 

 Ontology based query expansion mechanisms have produced mixed results, especially 
if they are implemented in the interactive mode (see section 4.4.3). 

In the GEI environment, query expansion mechanisms are expected to be especially useful 
because its documents’ indexing and abstracting vocabulary is heterogeneous, due to the 
collaboration of different indexing institutions (see section 5.6.1). However, corpus dependent 
query expansion mechanisms like co-occurrence based methods and relevance feedback 
methods would possibly be limited in their success in the GEI whose metadata documents 
comprise limited amounts of free text (see section 5.6.1). In this environment, collection 
independent structures like ontologies therefore seem to be more promising sources for the 
derivation of query expansion terms than collection dependent ones. 

As stated in section 4.3.3, the application of query expansion mechanisms based on collection 
independent knowledge structures is often impeded by the limited availability of adequate 
knowledge sources. For this reason, research on knowledge based query expansion can 
benefit from the current development of numerous ontologies in the Semantic Web context 
which may help to overcome the lack of knowledge structures. 

In the Semantic Web context, ontological knowledge bases are often semi-automatically 
constructed by semantically integrating data from different traditional sources such as 
databases (see section 2.2.3). Amongst other types of data, research context-related data is 
often prepared for the Semantic Web this way. This type of ontologically structured data 
hence constitutes a promising resource for the generation of query expansion terms – an 
assumption which will be further examined in this thesis.  

As delineated in section 4.4.3, the use of ontologies for query expansion purposes is part of 
the category of query expansion based on collection independent knowledge structures. While 
most of the existing research in this field focuses on the use of thesauri for query expansion 
purposes, fewer studies have concerned themselves with the effects of ontology based query 
expansion mechanisms (see section 4.4.3). And in case they did, they often employed domain 
ontologies whose effectiveness was exemplarily demonstrated for very specific, often 
simulated, application contexts (see section 4.4.3). The usage of large-scale ontological 
knowledge bases in realistic application contexts, by contrast, has seldom been analyzed yet. 

Generally, the effectiveness of knowledge based query expansion mechanisms can be 
assessed in either automatic or interactive query expansion experiments (see section 3.2.2). 
Automatic query expansion experiments have for example studied the effectiveness of using 
different thesaurus relations for query expansion purposes (see section 4.4.1). These studies 
have shown that the relationship between query terms and expansion terms has an impact on 
the effectiveness of query expansion mechanisms. 
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Interactive experiments have supported these theoretical findings, showing that users often 
judge knowledge sources such as thesauri and ontologies as useful during the search process. 
But although the potential of knowledge based query expansion has been illustrated by 
automatic query expansion experiments, interactive experiments could seldom demonstrate 
objectively positive effects on retrieval effectiveness (see section 4.5). 

Search Behavior 

Interactive experiments offer the possibility to study the users’ search behavior in retrieval 
environments. These user interactions can be described by means of the conceptual 
frameworks which have been developed in the field of information search behavior (see 
chapter 5). For example, the analysis of search tactics can indicate whether the 
implementation of ontology based query expansion mechanisms has an impact on the users’ 
search behavior. However, the users’ search behavior in interactive retrieval systems has 
seldom been analyzed in this depth, neither in studies of the TREC Interactive Tracks 
summarized in section 3.2.3, nor in the studies on knowledge based query expansion 
presented in section 4.4. 

These studies on knowledge based query expansion illustrated that only few systems with 
thesaurus or ontology components offer the users strategic support in the query formulation 
and term selection phases. In many system implementations, knowledge sources have to be 
explicitly consulted by the users to select reformulation terms (see section 4.4). This 
awareness of the user is also required by the GEI whose keyword index and person register 
are also seldom consulted by the users (see section 5.6.4). In many cases, knowledge sources 
are thus not well-integrated into the search process, which may explain for the difficulties in 
proving their effectiveness in interactive experiments (see above).  

Apart from the low usage rates of the registers, the study of search behavior in the GEI 
identified several additional areas for possible system improvements (see section 5.6.4). For 
example, the analysis of query logfiles from the GEI showed that subject search queries often 
led to empty result sets. While a large portion of these retrieval failures could possibly be 
ascribed to spelling mistakes, automatic query expansion mechanisms may assist the users in 
overcoming empty result sets that are due to a mismatch between the vocabulary of the user 
and the corpus. The logfile analyses moreover revealed that users seldomly manually applied 
the expansion of query facets. Instead, they predominantly employed a restricted set of term 
tactics to replace original query terms. In subject search queries that make up for a large 
portion of the query steps in the GEI (see section 5.6.4), the suggestion of interactive, easy to 
apply, expansion terms may thus foster both the usage of a broader variety of term tactics and 
the application of facet expansion tactics. 

6.2. Overview of Experimental Design 
This section briefly gives an overview of the experimental design that will be applied to 
investigate the potential of ontology based query expansion mechanisms in the GEI retrieval 
environment. For this purpose, an ontology for the domain of educational research will be 
semi-automatically created, inspired by the current Semantic Web developments (see section 
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2.2). This ontology will model research context-related data for this domain and serve for the 
generation of query expansion terms whose effectiveness will be experimentally assessed. 

As automatic and interactive experiments do not necessarily yield the same results (see 
section 3.2.4, both automatic and interactive experiments will be realized to assess the effects 
of knowledge based query expansion mechanisms. The automatic approach will allow to 
conduct large-scale experiments that systematically analyze query expansion effects (see 
section 3.2.2). Although this type of experiments is often statistically powerful (see section 
3.2.2), this is at the expense of authenticity, not integrating the users and their interactions 
with the retrieval systems in the experimental design. While this is different in interactive 
retrieval experiments, significant effects have proven hard to detect in this type of 
experiments. Due to their respective strengths and weaknesses, automatic and interactive 
experiments can be considered as complementary although the study of user interactions in 
interactive experiments increasingly becomes a focus of interest in the IR domain (see section 
3.1.4).  

To address the research interest of this thesis, automatic and interactive experiments will be 
combined as follows: Large-scale automatic experiments will be conducted to examine the 
potential of using distinct ontology relations for the generation of query expansion terms. On 
this basis, ontology based query expansion mechanisms will be implemented in different 
versions of an interactive retrieval prototype. These system versions, again, will be evaluated 
in smaller-scale interactive experiments which are expected to deliver comprehensive insights 
into the way the users interact with retrieval system versions that offer different levels of 
ontology based query expansion support. While the baseline system version does not 
comprise any expansion functionalities, one system version implements automatic query 
expansion mechanisms and another one additionally offers interactive query expansion 
support. 

6.3. Research Questions 
The research design which was briefly outlined in the previous section, including both 
automatic and interactive experiments, will serve to investigate five research questions. These 
questions are presented as follows, referring to the theoretical background delineated in 
chapters 2 to 5 from which they are derived. 

(1) Potential of Ontology Based Query Expansion 

The main research interest of this thesis, to assess the potential of ontology based query 
expansion, will be investigated for the GEI application context. As described in section 6.2, a 
domain-specific ontology will be created for this purpose. Accordingly, the superordinate 
research question of this thesis is formulated as follows: 
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Q1: Which potential does a semi-automatically created domain ontology offer for the 
purpose of query expansion? 

(2) Semantic Relations’ Effects for the Expansion of Concept Queries 

In continuation of the works on thesaurus relations’ effectiveness for query expansion 
purposes presented in section 4.4.1, this thesis will examine the query expansion effects of a 
variety of semantic relations from the above mentioned domain ontology. The automatic 
retrieval experiments will assess whether [GREENBERG 2001a]’s findings on the expansion 
effects of thesaurus relations (see section 4.4.1) are reproducible for the domain of 
educational research. Moreover, the query expansion effects of additional semantic relations 
from the research context ontology, going beyond typical thesaurus relations, will be 
assessed. These research interests are subsumed under the following research question: 

Q2: How does the use of different semantic relations for the generation of expansion terms 
affect the retrieval effectiveness of concept queries? 

Research question Q2 will be addressed in automatic retrieval experiments. First of all, the 
overall expansion effects of different ontology relations will be examined, testing whether the 
relations significantly affect the respective baseline queries’ effectiveness in terms of various 
evaluation measures. This is expressed in the following research hypothesis H11: 

The effectiveness of the expanded queries of the different semantic relations differs from the 
effectiveness of the respective baseline queries. 

H11: EffectivenessExpansion ≠ EffectivenessBaseline 

As the works by [GREENBERG 2001b] and [KRISTENSEN 1993] have shown, semantic 
expansion relations partly show strong differences in their effects on retrieval effectiveness 
(see section 4.4.1). Accordingly, the significance of differences between the ontology’s 
relations’ effects will be evaluated in the automatic experiments, thereby testing research 
hypothesis H12 (x and y being placeholders for semantic relations): 

The semantic relations differ as to how they affect retrieval effectiveness. 

H12: EffectivenessExp_x ≠ EffectivenessExp_y 

As stated in section 4.2, term frequencies have an important impact on the effectiveness of 
query terms. For this reason, their influence on retrieval results will be taken into account in 
the analysis of relation-specific query expansion effects. Furthermore, the expansion 
relations’ suitability for the implementation of either automatic or interactive query expansion 
mechanisms will be assessed, similarly to the above cited works by [GREENBERG 2001b] and 
[KRISTENSEN 1993]. On this basis, it can be identified which relations to best implement in 
the automatic expansion mode and which to apply in the interactive expansion mode in the 
prototype which will be constructed for the interactive retrieval experiments (see section 6.2). 
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(3) Semantic Relations’ Effects for the Expansion of Project and Organization 
Queries 

Most of the studies on knowledge based query expansion presented in section 4.4 focused on 
the use of typical thesaurus relations for query expansion purposes. Nonetheless, unlike 
thesauri, ontologies are not restricted to representing information about concept terms. 
Instead, the semantic relations between all imaginable kinds of objects can be represented in 
ontologies (see section 2.1.2). Based on the employed research context ontology, the 
experiments will therefore examine how ontological information can be leveraged to expand 
two further types of queries, namely queries for project and organization names37. This 
research interest is expressed in the question below:  

Q3: How can queries for organization and project names be effectively expanded? 

Although the types of organization and project queries seldomly occur in the GEI, they 
constitute a special use case of leveraging ontological context information for query 
expansion purposes. This use case will be exemplarily addressed in this thesis by conducting 
automatic retrieval experiments for organization and project queries.  

(4) Effectiveness of Ontology Based Query Expansion 

To examine the effectiveness of ontology based query expansion mechanisms in the GEI 
environment, three retrieval system versions with different levels of query expansion support 
will be compared in interactive retrieval experiments. The system comparisons allow to 
analyze whether the expansion mechanisms whose effectiveness was examined in the 
automatic experiments also prove successful in a more realistic interactive environment. In 
this context, the following research question is addressed: 

Q4: Does the implementation of ontology based query expansion mechanisms have an 
impact on retrieval effectiveness? 

More specifically, three assumptions about the expansion mechanisms’ objectively 
measurable impacts on retrieval effectiveness in terms of recall (see section 3.2.4) will be 
tested. One assumption is that the system versions with query expansion functionalities, be 
they automatically or interactively implemented, incur a higher level of retrieval effectiveness 
than the baseline system (B). Secondly, the combination of automatic and interactive query 
expansion mechanisms in the interactive system (INT) is assumedly more effective than the 
mere implementation of an automatic query expansion mechanism in the automatic system 
(AUT). These expectations are expressed by the following hypotheses where X and Y are 
placeholders for the different retrieval system versions. 

                                                 
37 Although the ontology also comprised information about persons (see section 6.5.2), queries for person names 
were not analyzed in this thesis. This was because person queries were assumed to predominantly belong to the 
category of known item searches whereas the experiments in this thesis focused on subject searches. Analyzing 
the query logfiles examined in [CARSTENS et al. 2011] (see section 5.6.4) in this regard, less than 1% of all 
subject searches queried for organization- or project-related information. 
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The users of system X achieve higher recall values than the users of system Y. 

H13: RecallAUT > RecallB 

H14: RecallINT > RecallB 

H15: RecallINT > RecallAUT 

As stated in section 4.1, query expansion mechanisms are known to primarily affect recall. 
However, increases in recall often go along with decreases in precision (see section 3.2.4). To 
test whether this also applies to interactive retrieval environments, the three system versions’ 
precision values will also be compared. Nonetheless, it is assumed that none of the system 
versions will show significant differences in their precision values. This will be tested by the 
following hypotheses that are expected to be rejected by the experimental results: 

The users of system X achieve different precision values than the users of system Y. 

H16: PrecisionAUT ≠ PrecisionB 

H17: PrecisionINT ≠ PrecisionB 

H18: PrecisionINT ≠ PrecisionAUT 

In addition to the above listed objective measures of retrieval effectiveness, user-centered, 
subjective evaluation criteria can be taken into account in interactive experiments, as 
delineated in section 3.2.4. To determine whether the query expansion mechanisms also affect 
the users’ subjective retrieval success, the numbers of collected documents will be compared 
across the different system versions. Analogously to the objective recall measure, the baseline 
system is assumed to be inferior to both the automatic and interactive systems while the latter 
is assumed to outperform the automatic system version. This is formulated in the following 
hypotheses: 

The users of system X collect more documents than the users of system Y. 

H19: CollDocAUT > CollDocB 

H110: CollDocINT > CollDocB 

H111: CollDocINT > CollDocAUT 

In order to examine the system versions’ ability to detect a wide variety of topically relevant 
documents, their respective sets of collected documents will be analyzed by the newly defined 
DistinctDocuments measure. Due to the systems’ different levels of expansion support, it is 
assumed that the number of distinct relevant documents collected with the interactive system 
excels that of both the baseline and automatic system versions. The latter system, again, is 
assumed to outperform the baseline system in this regard. These assumptions are defined in 
the following hypotheses: 
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The users of system X achieve higher DistinctDocuments scores than the users of system Y. 

H112: DDAUT > DDB 

H113: DDINT > DDB 

H114: DDINT > DDAUT 

As a measure that provides information about the users’ search effort, the pre-click 
confidence measure will be applied (see section 3.2.4). Again, the baseline system is expected 
to score worst in this regard, being outperformed by the automatic system which, again is 
assumed to be inferior to the interactive system version. These expectations are formulated in 
the following hypotheses: 

The users’ pre-click confidence in system X is higher than in system Y. 

H115: PCCAUT > PCCB 

H116: PCCINT > PCCB 

H117: PCCINT > PCCAUT 

(5) Query Expansion Behavior 

In the context of evaluating knowledge based query expansion mechanisms, a trend towards a 
holistic view of the search process is observable (see section 4.5), focusing on the study of 
users’ interactions with retrieval systems. This recent trend is in line with several open 
research desiderata which were formulated in section 4.5 by [EFTHIMIADIS 1996:123], namely 
to study how searchers select terms and to determine which types of expansion terms they 
select. However, so far only a few studies on knowledge based query expansion have 
analyzed the users’ search behavior in detail (see section 4.5). Studying user interactions in 
these environments at the micro-level (see section 5.3) can thus be considered as an open 
research field. This topic will be addressed by analyzing the users’ selection of ontology 
based query expansion terms, as expressed by the following research question:  

Q5: How do ontology based query expansion mechanisms affect the users’ query (re- 
)formulation behavior? 

Research question Q5 will be investigated in the interactive query expansion experiments. 
This type of experiments also allows to include subjective evaluation criteria in the analyses, 
as claimed in section 3.2.4. Subjective user ratings will serve to determine whether users 
consider the expansion term suggestions derived from the ontology, as well as additional 
interactive query expansion functionalities, as helpful for pursuing their retrieval goals. To 
investigate this aspect, the following hypothesis will be tested in the interactive experiments: 

The users consider the different types of interactive query expansion functionalities as 
helpful. 

H118: RatingPositive > RatingNegative 

While the users’ subjective ratings will already provide information about their search 
experience, an additional indicator of subjective search experience will be taken into account, 
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namely the users’ search effort (see section 3.2.4). The fact that [JÄRVELIN 2009] mentions 
the search key generation cost as an indicator of search effort suggests to analyze search effort 
in terms of the number of query reformulations that are issued by the users. Due to the lack of 
expansion support in the baseline system, it is posited that this system’s users reformulate 
their queries more frequently than the users of the automatic system, thereby making 
comparatively high search efforts. At the same time, the interactive system is assumed to 
trigger a high number of query reformulations, though out of a different reason: Due to its 
provision of pro-active search suggestions, the interactive system is assumed to induce more 
reformulations than the other two system versions. These assumptions are expressed in the 
following hypotheses: 

The users of system X reformulate their queries more frequently than the users of system Y. 

H119: RefB > RefAUT 

H120: RefINT > RefB 

H121: RefINT > RefAUT 

In addition to the number of query reformulations, several studies on search behavior 
presented in section 5.5 moreover analyzed the nature of the users’ query reformulations. 
Accordingly, it will be assessed whether the implementation of ontology based interactive 
query expansion mechanisms has an impact on  the structure of the users’ query formulations. 
It is assumed that the interactive query expansion system fosters the construction of more 
complex queries, as compared to the system variants without interactive query expansion 
support. To examine these assumptions experimentally, the following research hypotheses 
will be tested: 

The users’ query complexity in system X is higher than in system Y. 

H122: ComplexityINT > ComplexityB 

H123: ComplexityINT > ComplexityAUT 

Apart from the structure of the users’ queries, the nature of the employed expansion terms can 
be analyzed, i.e. the application of term tactics (see section 5.3). For example, the provision of 
expansion term suggestions in the interactive system may animate the users to employ a wider 
variety of term tactics than the users of the other system versions. This research interest will 
be addressed by comparing the application of term tactics in the three system versions.  

Table 6 gives an overview of the five research questions and the adhering research hypotheses 
which will be examined in this thesis. Amongst others, the table illustrates which of the 
research questions will be addressed in the automatic experiments and which will be covered 
by the interactive experiments.  
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Q1: Potential of ontology based query expansion 

Automatic experiments 
(chapter 7) 

Interactive experiments 
(chapter 8) 

Q2: Semantic relations’ effects for the 
expansion of concept queries 

 H11 – H12 

Q4: Effectiveness of ontology based 
query expansion 

H13 – H117

Ontology 
modeling 
(section 

6.5) 

Retrieval 
prototype 
(sections 
6.6, 8.8) 

Q3: Semantic relations’ effects for the 
expansion of project and organization 
queries 
 

Q5: Query expansion behavior 

 H118 – H123 

Table 6: Outline of the research design 

In Table 6, research question Q1 is depicted as the superordinate topic of the thesis, 
addressing the potential of ontology based query expansion. Apart from the automatic and 
interactive experiments (see chapters 7 and 8), the description of the ontology modeling 
process (see section 6.5), as well as the presentation of the ontology based retrieval prototypes  
(see sections 6.6 and 8.8) will address this question. While the prototypes’ shared 
functionalities are described in section 6.6, the particularities of the three experimental system 
versions, differing in the levels of query expansion support they offer, are presented in section 
8.8. 

Automatic retrieval experiments will be applied to investigate research questions Q2 and Q3. 
These refer to the expansion effects of different semantic relations for the expansion of 
concept queries, project queries and organization queries. The interactive experiments will 
study research questions Q4 and Q5 – to examine the effectiveness of ontology based query 
expansion mechanisms in a more realistic scenario and to study the users’ interactions in the 
ontology based query expansion systems. 

6.4. Experimental Variables 
As delineated in section 3.2.1, [TAGUE-SUTCLIFFE 1992] has identified a set of variables that 
typically form part of IR experiments. These concern, amongst other areas, the document 
collection, the retrieval system, the test users, the queries, the retrieval process and the 
retrieval evaluation. The retrieval system, the users and the queries are usually controlled, 
serving as independent variables whose impact on the search process and retrieval 
effectiveness is assessed. The search process and the retrieval effectiveness, by contrast, 
usually constitute the dependent variables in IR experiments.  

A similar design will be applied in this study to assess the effects that different ontology 
based query expansion mechanisms have on retrieval effectiveness. Apart from the document 
corpus, the users and the queries, the retrieval system versions will be controlled in the 
experiments. To isolate the effects of the expansion mechanisms on the search process and on 
retrieval effectiveness, only the query expansion module will be varied in the planned 
automatic and interactive experiments. 

When operationalizing the variables, a high level of realism is strived for. This way, the 
research design aims to meet the requirements for test collection based evaluations which 
were defined by [ROBERTSON and HANCOCK-BEAULIEU 1992:465] who suggest to employ  
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“an operational environment, with real users with real, live problems; a live database 
(or bases) with the capability to serve at least some of the needs of the users; a fully 
functional but experimental system (mechanism), capable of being easily modified; and 
a range of data-gathering and analysis tools for evaluation purposes”. 

Except for small deviations, the planned design for the interactive experiments will meet these 
requirements while the test design of the automatic experiments is more artificial. However, 
both types of experiments will employ a prototypical IR system that is based on a document 
collection from the GEI operational search environment (see section 5.6.1). Based on the 
findings on user characteristics presented in section 5.6.3, typical users will be recruited as 
test persons for the interactive experiments. Moreover, the retrieval topics for the interactive 
experiments will originate from the information needs of real users.  

Some variables have to be operationalized differently in the two types of experiments, the 
automatic and the interactive ones. For example, the test persons and the analysis of the 
retrieval process only form part of the interactive experiments. Moreover, the two types of 
experiments will differ in the application of test queries and they will further deploy different 
evaluation measures for assessing retrieval effectiveness. For this reason, the 
operationalization of these variables will be elaborated on separately in chapters 7 and 8 that 
present the automatic and interactive experiments respectively.  

Common variables of the two types of experiments are the basic retrieval prototype and the 
document corpus. The following sections will therefore describe these common constituents 
of the experimental framework: Firstly, the creation of the ontological knowledge base and its 
integration into the prototypes are described (sections 6.5 and 6.6). Secondly, the 
experiments’ document corpus is presented (section 6.7).  

6.5. Ontological Knowledge Base 
Although many ontologies and ontological knowledge bases are currently being created in the 
Semantic Web (see section 2.2.3), a comprehensive knowledge base has not yet been 
published for the domain of educational research. For the query expansion experiments, a 
domain-specific ontological knowledge base thus first had to be created. As it is intended to 
support the retrieval in the GEI environment which is mainly addressed for research-related 
activities (see section 5.6.4), this ontology will model research contexts for the educational 
domain. 

As denoted in section 2.1.4, a domain ontology focuses on modeling the main classes of a 
domain of interest. Accordingly, a small set of classes is defined that are considered as 
essential for the representation of research contexts. The ontological knowledge base will thus 
be based on a shallow ontology (see section 2.1.4) whose classes are afterwards instantiated 
with large amounts of instance data.  

Of course, this modeling method implies that the resulting ontological knowledge base cannot 
be considered as complete. As the modeling method makes use of real data, the resulting 
ontology reflects the possibly imperfect nature of the original data sources, a circumstance 
which generally has to be taken into account when constructing knowledge bases in this 
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pragmatic way, which is common in the Semantic Web and Linked Data contexts (see section 
2.2.3). 

The following sections will illustrate how the ontological knowledge base is semi-
automatically constructed. First of all, the steps for modeling the ontology schema are 
presented (section 6.5.1). Based on this schema, the semantic integration of data from four 
different data sources is described (section 6.5.2). This instantiation process semantically 
integrates data from several genuine data sources, namely a domain-specific thesaurus, an 
organization database, a person database and a project database, finally leading to the creation 
of the instantiated ontological knowledge base. 

6.5.1. The RESCON Ontology Schema 

The ontology modeling process for creating the research context ontology is based on the 
methodology introduced by [USCHOLD and KING 1995]. As delineated in section 2.1.5, it is 
appropriate for the development of ontologies in the Semantic Web context as it fosters the 
integration of existing ontologies. The realization of the distinct ontology modeling steps is 
delineated in the following. 

Identify Purpose 

The ontology modeling process starts with defining the purpose of the ontology, which in this 
case consists in creating a knowledge base for the domain of educational research. This will 
semantically integrate data from several domain-specific knowledge sources and will 
primarily serve the purpose of query expansion in the GEI environment. As the ontology is 
assumed to support the retrieval on a German document corpus, all of its objects will be 
assigned German labels. 

Ontology Capture 

In the capturing phase, key classes and relations of the ontology have to be identified. To 
model research contexts, the classes Concept, Person, Organization and Project are declared 
as elementary parts of the ontology (see section 2.2.3). They are the basis for defining the 
relationships between researchers, research organizations, research projects and research 
topics, the latter being subsumed under the Concept class. The ontology thus consists of four 
core classes that are interrelated in various ways, representing the semantic relationships 
between data objects that are derivable from several genuine data sources. The definition of 
relationships between data objects therefore depends on the availability of respective 
information in these data sources. The ontology only represents semantic relations that are 
stored therein. For example, the relationships between Concept terms, such as synonymous or 
broader term relations, originate from a domain thesaurus. Relations between instances of the 
Organization and Project classes, by contrast, are derived from the project and organization 
databases. As the ontology is intended to model research context-related data, its namespace 
is entitled the Research Context Ontology (RESCON) schema described in [CARSTENS 2009]. 
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Ontology Coding 

The ontology editor Protégé38 (see section 2.2.2) is used for coding the ontology schema. It 
offers visual support in specifying ontology classes and in defining the relationships between 
them. The ontology is modeled in the OWL DL standard (see section 2.2.1) to allow for a 
high level of semantic expressiveness while still ensuring the decidability of the ontology. 
The DL standard allows for example to express the transitivity and symmetry of relations (see 
section 2.1.3). Based on such constructs, implicit relationships between ontology objects can 
be automatically inferred.  

Integrating Existing Ontologies 

As suggested in the ontology modeling methodology by [USCHOLD and KING 1995] presented 
in section 2.1.5, the RESCON schema integrates several external ontologies, thus ensuring the 
ontology’s possible reuse in the Semantic Web context. As described in section 2.2.3, FOAF, 
SKOS and SWRC are widely applied ontologies which are suitable for the representation of 
research context-related data in the Semantic Web. The RESCON schema thus defines linking 
points to these external ontologies. Basically, all classes of the RESCON schema are defined 
as subclasses of similar classes in these external ontologies. Relations from the external 
ontologies can thus be reused or specified by subrelations in the RESCON scheme. For a 
detailed elaboration on this integration process, see [CARSTENS 2009]. 

Evaluation 

To examine the ontology’s consistency, the reasoner Pellet39 is used (see section 2.2.2), not 
identifying any contradictory facts or unsatisfactory class definitions. Accordingly, the 
modeled ontology can be considered as consistent. 

Documentation 

Figure 17 presents the main elements of the RESCON ontology schema: its elementary 
classes and the relationships between these classes. These relationships are either defined as 
object or datatype properties (see section 2.1.2).  

                                                 
38 Version 3.3.1. 
39 Version 1.1.3. 
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rescon:partOfOrganization
rescon:projectHasPart

rescon:hasPredecessorProject
rescon:hasSuccessorProejct

rescon:prefLabelProject
rescon:altLabelProject

rescon:prefLabelConcept

rescon:altLabelConcept

rescon:altLabelPerson

rescon:prefLabelPerson

rescon:prefLabelOrganization

rescon:altLabelOrganization

rescon:organizationCarriesOutProject
rescon:projectIsCarriedOutByOrganization

rescon:personWorksAtProject

rescon:projectHasSubject

rescon:Person

rescon:Organization

rescon:personHasAffiliation

Datatype Property 

Object Property

Caption

skos:related
rescon:component

skos:semanticRelation

skos:broader
skos:narrower

rescon:belongsToCompoundConcept

rescon:organizationHasInterest

Property A
Inverse Property B

rescon:partOfProject

rescon:isSubjectOfProject

rescon:synonymous

rescon:organizationHasPart

rescon:isInterestOfOrganization

rescon:altLabelShortOrganization

rescon:Project

rescon:Concept

rescon:altLabelShortProject

rescon:organizationEmploysPerson

rescon:projectHasMember

rescon:isResearchInterestOfPerson

rescon:hasWorkInterest

rescon:hasResearchInterest

rescon:isWorkInterestOfPerson

rescon:personHasEmail

rescon:Concepts_Sys_1200

rescon:Concepts_Sys_1400

rescon:University

rescon:Non-University

 
Figure 17: Extract from the RESCON ontology schema 

Figure 17 moreover depicts which pairs of relationships are defined as inverse, such as the 
skos:narrower and skos:broader relations. These definitions allow to infer implict 
relationships between the ontology’s instances.  

6.5.2. Integration of Data from Original Data Sources 

The ontology schema presented in Figure 17 in the previous section is instantiated with large 
amounts of data from four data sources. For this purpose, data transfer programs access these 
genuine data sources, subsequently query for certain types of information and integrate them 
into the knowledge base. 

The step of integrating data from the original data sources into the ontology schema is 
realized with the help of the Jena framework (see section 2.2.2). It provides methods for 
creating new instances in the ontology, assigning values to their respective datatype properties 
and interlinking instances by means of object properties. 

This section delineates which types of data are derived from the four original data sources. 
These are illustrated in Figure 18, namely a domain thesaurus, a persons database, an 
organization database and a project database. An overview of all ontology relations which are 
derived from each of these data sources is provided in Appendix A. 
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Figure 18: Instantiation of the ontological knowledge base 

Data From a Thesaurus 

The Information Center for Education maintains a thesaurus-like term register for the domain 
of educational research which is stored in a relational database. This register comprises 
vocabulary terms that the information specialists in the Information Center for Education and 
its partnering institutions use for intellectually indexing documents in the GEI corpus (see 
section 5.6.1). These vocabulary terms are partly interrelated by typical thesaurus relations 
(see section 2.1.3) such as synonymous relations and relations between broader, narrower and 
related terms. Additionally, compound terms are interlinked with their distinct term 
components in the thesaurus (see section 5.6.1).  

To transfer these thesaurus terms and their interrelations into the ontological knowledge base, 
each thesaurus term is modeled as an instance of the ontology’s Concept class (see section 
6.5.1). In the thesaurus, each term is furthermore assigned to a domain-specific category. In 
the ontology, these categories are represented as subclasses of the ontology’s Concept class, 
termed as Concepts_Sys_x where x denotes the category’s systematic number.  

Two of these Concept subclasses, Concepts_Sys_1200 and Concepts_Sys_1400, comprise 
instances that denote organization and project names respectively. As the OWL DL modeling 
language enables the simultaneous assignment of instances to more than one class in the 
ontology (see section 2.2.1), the instances of the Concepts_Sys_1200 and Concepts_Sys_1400 
classes are simultaneously assigned to the ontology’s Organization and Project classes 
respectively. 

As depicted in Figure 17, every instance of the Concept class is allocated a preferred label 
(rescon:prefLabelConcept) which is derived from the respective term’s descriptor name in the 
thesaurus. If the thesaurus further lists a use for relation for a descriptor term, the interlinked 
term’s name is assigned to the respective Concept instance as an alternative label 
(rescon:altLabelConcept). In the thesaurus, these alternative labels often denote plural forms 
or term translations. 

Additionally, simple parsing mechanisms are applied to derive alternative labels from the 
Concept instances’ preferred labels. This applies to homonymous Concept instances for which 
the preferred labels include disambiguating information in parentheses, e.g. concentration 
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<Psy>. In this example, the additional information denotes that the term concentration refers 
to the domain of psychology. In such cases, the respective Concept instance is assigned an 
alternative label which does not include the additional information. For the given example, 
the Concept instance would thus be assigned the string concentration <Psy> as a preferred 
label while the string concentration would be modeled as its alternative label. By these simple 
parsing mechanisms, the ontology’s structure is to be adapted to retrieval purposes. 
Accordingly, natural language queries, which usually do not contain information in 
parentheses, can be matched to the Concept instances’ alternative labels while their respective 
preferred labels can be used for disambiguation purposes, as will be explained in section 
8.8.3. 

Semantic relations of the SKOS vocabulary (see section 2.2.3) are employed to model the 
thesaurus-like relations between Concept instances. All the relationships between descriptor 
terms in the thesaurus can be represented by subproperties of the skos:semanticRelation 
property that interlinks instances of the Concept class with each other, as illustrated by the 
ontology schema in Figure 17. These are the skos:narrower, skos:broader, skos:related, 
rescon:synonymous, rescon:belongsToCompoundConcept and rescon:component relations. 
While skos:related and rescon:synonymous are defined as symmetric, the skos:narrower and 
skos:broader relations are defined as inverse properties. The latter also applies to the 
rescon:component and rescon:belongsToCompoundConcept relations.  

For each compound term which is listed in the thesaurus, an instance of the 
rescon:CompoundConcept class, a subclass of the Concept class, is created. These instances 
are then interrelated with their term components by the rescon:component relation.  

In total, more than 27,000 Concept instances are modeled in the ontology. However, it has to 
be noted that the thesaurus from which this data is derived is not systematically maintained 
and therefore shows a low level of standardization. The thesaurus vocabulary is continually 
increasing and the semantic relationships between terms are incompletely defined40. While 
synonyms constitute the most frequently defined type of semantic relations, occurring 2,302 
times in the knowledge base at the time of data integration, other relations are less frequently 
specified.  

Data From an Organization Database 

The Information Center for Education further administers an organization database41 that lists 
institutions from the educational domain. Originating from this data source, 7,665 
organizations can be integrated into the ontological knowledge base where they are modeled 
as instances of the Organization class. If the organization names denote a university, 
identifiable by the character sequence univ, the organizations are classified as instances of the 

                                                 
40 This can be explained by the fact that the thesaurus incorporates the indexing vocabulary used by several 
teams of documentalists from different partnering institutions. They collaborate in indexing documents that are 
listed in the GEI (see section 5.6.1). Whenever new index terms are employed by any of the partners, these are 
incorporated into the thesaurus. If possible, the newly entered terms are interrelated with already existing ones 
by synonymous relationships while other semantic relations are seldomly specified.  
41 http://www.bildungsserver.de/institutionen.html. 
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Organization subclass labeled University. Otherwise, the instances are assigned to the Non-
University class, a further subclass of the Organization class (see Figure 17 in section 6.5.1). 

The name of an organization is modeled as the respective instance’s 
rescon:prefLabelOrganization while its short name is represented by the 
rescon:altLabelShortOrganization relation: Such short names often consist of acronyms for 
long organization names. For example, the Organization instance with the preferred label 
Federal Ministry of Education and Research (G42: Bundesministerium für Bildung und 
Forschung) is assigned the acronym BMBF by the rescon:altLabelShortOrganization relation. 
In the organizations’ labels, affixes such as e.v. (the German abbreviation for registered 
society) are deleted from the organization names to optimize the labels for retrieval purposes. 
Moreover, the working areas of the organizations can be discerned from the database. These 
working areas are described by keywords which are assigned to the organization records. 
These keywords can be mapped to instances of the Concept class in the ontology. If such a 
mapping is possible, the organization is interlinked with the respective Concept instance by 
the rescon:organizationHasInterest property. For example, the German Institute for 
International Educational Research (G: Deutsches Institut für Internationale Pädagogische 
Forschung) is this way connected with the Concept instance labeled comparative educational 
research (G: Vergleichende Erziehungswissenschaft). 

Hierarchical relations between different organizations can be modeled by the 
rescon:organizationHasPart property. This serves for example to describe the relation 
between a university and its sub-institutes or affiliated institutes.  

Data From a Persons Database 

Until June 2010, the Information Center for Education also maintained a persons database 
which registered researchers and practitioners from the field of education. On the whole, 
5,526 entries of this database are integrated into the ontological knowledge base as instances 
of the Person class. 

To begin with, the persons’ first and surnames are read out from the database. While the 
combination of a person’s first and second name is represented by the 
rescon:prefLabelPerson relation, the surname alone is stored by the person’s 
rescon:altLabelPerson property. An alternative way of expressing the name by first listing the 
surname, followed by a comma and the first name, is also assigned as a Person instance’s 
alternative label. If available, the persons’ email addresses can further be read out from the 
database which are represented by the rescon:personHasEmail relation. 

Afterwards, the persons’ research and work interests are identified in the database. These 
terms are mapped to the labels of Concept instances in the ontology. This way, instances of 
the Person class are interlinked with instances of the Concept class. These relationships are 
represented by the rescon:hasResearchInterest and rescon:hasWorkInterest properties. 

                                                 
42 As the ontology objects are all assigned German (G) labels, these are presented along with their English (E) 
translations when being referred to in the text.  
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Moreover, the persons’ affiliations can be read out from the database. These relationships 
between instances of the Person and Organization classes are modeled by the 
rescon:personHasAffiliation property in the ontology. 

Data From a Project Database 

The Innovation Portal43, which is maintained by the Information Center for Education, lists 
innovative projects that aim to develop quality in education in Germany. From the portal’s 
underlying database, 540 projects are integrated into the ontological knowledge base. For 
each of the therein listed projects, an instance of the Project class is created in the ontology. 
The projects’ full titles are represented by the rescon:prefLabelProject property while their 
short titles (in many cases acronyms) are represented by the rescon:altLabelShortProject 
property. For the project entitled National Environment Competition (G: 
Bundesumweltwettbewerb), the acronym BUW is for example modeled as the project’s 
rescon:altLabelShortProject. 

Furthermore, the project database enlists several keywords for each project. In the ontology, 
this information is leveraged to link projects to instances of the Concept class. This is realized 
by the rescon:projectHasSubject property.  

The project database also contains information about the people who work in the different 
projects: From their enlisted contact details, email addresses can be extracted. These unique 
identifiers can be used to map the organizations to instances of the rescon:Person class. This 
type of relationship is defined by the rescon:projectHasMember property. Moreover, the 
Innovation Portal’s database comprises links to entries of the organization database denoting 
the organization in charge of the project. If available, these links are represented by the 
rescon:projectIsCarriedOutByOrganization property in the ontology. 

As projects often have successor projects or subprojects, for example for the distinct federal 
states in Germany, these relationships are also listed in the project database. In the ontology, 
this information is modeled with the help of the rescon:partOfProject and 
rescon:hasSuccessorProject relations. 

6.6. Prototypical Ontology Based Query Expansion System 
Part of the ontologically structured data described in the previous section 6.5 will be 
leveraged to generate query expansion terms in a prototypical retrieval system. The planned 
automatic and the interactive retrieval experiments alike will be based on the same retrieval 
system prototype. As described in section 6.2, three different retrieval system versions will be 
applied in the interactive experiments, offering various levels of ontology based query 
expansion support. While this section is confined to describing the basic retrieval prototype 
that is used for both the automatic and interactive experiments, the particularities of the 
retrieval system versions employed in the latter type of experiments will be presented in 
sections 8.8.1 to 8.8.3. 

                                                 
43 http://www.bildungsserver.de/zeigen_e.html?seite=4802. 
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As the experiments aim to investigate the effects of ontology based query expansion 
mechanisms in the GEI environment, the retrieval prototype is based on the current GEI 
implementation described in section 5.6.2. Like the GEI search application, the prototype thus 
builds upon the Lucene search engine framework44.  

As delineated in section 3.1.2, Lucene’s scoring mechanism uses a combination of the Vector 
Space and the Boolean Models to assess the relevance of documents. Subject to the Lucene 
framework, two search indexes are generated namely a free text index and a keyword index. 
These indexes refer to a corpus consisting of a subset of the GEI’s original document corpus 
(see section 5.6.1) that will be described in detail in section 6.7. To create the index for the 
documents’ keyword field, a special keyword analyzer is applied that takes semicolons as 
word delimiters into account. The index for free text searches, by contrast, is generated with 
the help of the Lucene StandardAnalyzer. This index covers the document fields of abstract, 
title, subtitle and keywords (see section 5.6.1). The two indexes are employed in both the 
automatic and interactive experiments for which slightly different versions of the prototype 
are developed, as will be described in the following.  

Retrieval Prototype for Automatic Experiments 

Figure 19 depicts the components of the basic retrieval system prototype. This is used in the 
automatic retrieval experiments where queries are automatically dispatched via an 
input/output component (IO component).  

qe: query expansion 

 
Figure 19: Retrieval prototype for the automatic experiments 

Figure 19 illustrates that in the automatic experiments, test queries are sent to a Java based 
mediator component (1) which interprets them. Moreover, the mediator manages the 
interactions between the retrieval system, the search interface and the ontological knowledge 
base. This mediator is implemented by means of the Jena Semantic Web framework (see 
section 2.2.1) which, amongst others, provides methods for querying of ontologically 
structured data. This way, query terms are mapped to the labels of instances in the underlying 
ontology (2). If a query term matches an instance’s label in the ontology, a list of semantically 
related expansion terms is generated by following the instance’s semantic relations and 

                                                 
44 In the prototype, Lucene version 2.4.0 is used. 
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reading out the labels of interlinked instances. The system can be configured as to which 
relations are used to identify expansion terms in the ontology. These expansion terms are then 
automatically integrated into the original query to create an expanded query version (3). This 
query is afterwards dispatched to the Lucene search index (4) to generate a list of result 
documents which is sent to the IO component (5). 

Retrieval Prototype for Interactive Experiments 

For the interactive experiments, the above described prototype is enhanced by a user interface. 
As compared to the GEI search interface described in section 5.6.2, it implements a restricted 
number of search functionalities. This way, the complexity of the experiments is reduced to 
allow for a highly controllable experimental situation. Figure 20 illustrates how the retrieval 
prototype presented in Figure 19 is adapted for use in the interactive experiments. 

qe: query expansion 

 

Figure 20: Retrieval prototype for the interactive experiments 

As depicted in Figure 20, the users in the interactive experiments interact with the retrieval 
system via a user interface. This is realized by means of Java Server Pages (JSP) that interact 
with the mediator component. If a user enters a query (1), it is split up into several query 
facets and the facet-specific query terms are identified. In analogy to the query interpretation 
in the automatic experiments, the query terms are mapped to instances’ labels in the ontology 
(2). The system configuration allows to define which ontological relations are used to derive 
expansion terms for automatic query expansion and which relations serve to generate 
interactive expansion terms. While the former serve to generate an expanded query version 
(3a) which is directly sent to the index (4) to generate a list of result documents (5), the list of 
interactive query expansion terms (3b) is presented to the user via the search interface. 

6.7. Document Corpus 
For both types of experiments, the automatic and the interactive ones, the same document 
corpus will be employed. This corpus consists of domain-specific documents, an excerpt from 
the GEI document collection (see section 5.6.1). The decision to create a new test collection 
instead of using existing retrieval test collections such as Cranfield or Medlars (see section 
3.2.1) was made because the latter do not focus on the domain of educational research.  
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The use of a newly created test collection is further in line with a requirement stated by 
[ROBERTSON and HANCOCK-BEAULIEU 1992]: The authors stress the importance of 
complementing the existing IR research on traditional test collections by more operational 
system tests (see section 6.4). This will be realized in the planned experiments which use an 
excerpt from an existing document collection for the retrieval tests. 

With the aim of creating a homogeneous document corpus for the experiments, the collection 
is restricted to GEI documents in German language that contain a certain amount of free text. 
Hence, only documents which contain an abstract are included. This selection criterion will 
further allow to assess the query expansion effects in terms of a future perspective of the 
GEI’s corpus structure, as the share of documents containing an abstract has continually 
grown in recent years (see section 5.6.1). On the whole, the thereby created document corpus 
amounts to 233,607 metadata documents. 
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7. Automatic Query Expansion Experiments 
The automatic query expansion experiments are carried out by means of the retrieval 
prototype presented in section 6.6 which accesses the document corpus described in section 
6.7. The system is configurable as to which semantic relations are employed to derive query-
related expansion terms from the underlying ontology. The automatic retrieval experiments in 
this GEI-based test environment that allows for the use of Boolean search syntax (see section 
5.6.2), will focus on the expansion with the Boolean OR operator, this type of reformulation 
being most commonly referred to as query expansion (see section 4.1). 

In the automatic experiments, test queries are sent to the free text index over the abstract, title 
and subtitle fields described in section 6.7. The keyword field, by contrast, is not taken into 
account because it serves for automatically deriving judgments about the documents’ topical 
relevance, as will be explained in section 7.1.2. As a precondition for conducting case 
insensitive searches like in the GEI, Lucene’s StandardAnalyzer transforms the queries into 
lower case. A stopword list is not applied in these experiments as the employed single-facet 
test queries only consist of meaningful terms45. 

Three types of queries can be distinguished in the automatic experiments. One type of queries 
is made up by labels of Concept instances from the ontology (concept queries). Additionally, 
test queries for organization names (organization queries) and for project names (project 
queries) are derived from the labels of the ontology’s Organization and Project instances. For 
each of these three types of queries, the effects of different ontology based query expansion 
mechanisms will be experimentally assessed. On this basis, research questions Q2 and Q3, 
which were defined in section 6.3, will be addressed. Their exact wording is recapitulated in 
Table 7, along with the question-related research hypotheses. 

Automatic experiments 

Q2: Semantic Relations’ Effects for the Expansion of Concept Queries 

How does the use of different semantic relations for the generation of expansion terms affect the retrieval 
effectiveness of concept queries? 

 H11: EffectivenessExpansion ≠ EffectivenessBaseline 

 H12: EffectivenessExp_x ≠ EffectivenessExp_y 

Q3: Semantic Relations’ Effects for the Expansion of Project and Organization Queries 
How can queries for project and organization names be effectively expanded? 

Table 7: Research questions and hypotheses addressed in the automatic query expansion experiments 

To answer research question Q2, sections 7.1 to 7.3 will analyze the effects of expansion 
mechanisms for concept queries while section 7.4 will examine expansion mechanisms for 
project and organization queries, thereby addressing research question Q3.  

                                                 
45 If Lucene’s German default stopword list were to be applied, terms like DIE, which is both a German definite 
article and the acronym for an organization name (German Institute for Adult Education (G: Deutsches Institut 
für Erwachsenenbildung)), would not be queryable. In a practical environment, however, a stopword list would 
be useful and could be adjusted to the domain-specific corpus vocabulary so that meaningful terms like DIE 
would not be interpreted as stopwords. 
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7.1. Experiments for Concept Queries  
To assess the impact that ontology based query expansion mechanisms have on the 
effectiveness of concept queries, large-scale automatic retrieval experiments are conducted. 
Overall, the automatic experiments are strongly inspired by the evaluation methodology 
which was established in the TREC evaluation series (see section 3.2.3). Accordingly, a 
document corpus, test queries and relevance judgments serve to compare the effectiveness of 
different query expansion methods. Moreover, the expansion methods’ respective impacts on 
retrieval effectiveness are compared to the effectiveness of unexpanded baseline queries. The 
comparison to baseline retrieval system versions has commonly been applied to evaluate the 
potential of knowledge based query expansion mechanisms, as shown in the overview of 
evaluation methods in automatic query expansion experiments in section 4.5. 

Referring to the constituents of retrieval experiments which were described in section 3.2.1, 
this section describes how the test queries (section 7.1.1), the relevance judgments (section 
7.1.2) and the evaluation measures (section 7.1.3) are operationalized in this type of 
experiments.  

7.1.1. Test Queries 

As stated above, the automatic experiments strive to systematically examine the effects of 
different expansion relations. For this purpose, single-facet test queries are employed that 
account for a large fraction of the subject search queries in the GEI (see section 5.6.4). A 
more thorough analysis of the GEI’s query logfiles revealed that even 57.6% of all subject 
search steps consist of single-facet queries. Although this type of queries possibly benefits 
only slightly from query expansion in practice, seldom producing empty or small result sets, 
the confinement to single-facet queries allows to systematically analyze the relations’ 
expansion effects based on a large sample of queries. This is because for this type of queries, 
sets of relevant documents are automatically derivable from the GEI document corpus, as will 
be explained in the following section 7.1.2. 

Thanks to the possibility of generating relevance judgments automatically for the test queries, 
the entirety of the ontology’s Concept instances’ preferred labels can be employed as test 
queries in the automatic experiments. These preferred labels (rescon:prefLabelConcept) serve 
as baseline queries which are expanded with semantically related terms from the ontology. 
These semantically related terms are the labels of Concept, Organization or Project instances 
which are interlinked with the Concept instance to which the baseline query term is assigned 
as a preferred label. More specifically, the baseline queries are expanded with alternative 
labels, compounds, broader terms, narrower terms, related terms, term components and 
synonyms, as well as with the names of projects and organizations that deal with the queried 
topics. 

For each of the above listed types of expansion relations, distinct retrieval experiments are 
conducted. To begin with, all those Concept instances are identified which are assigned 
alternative labels in the ontology. These instances’ preferred labels are used as baseline 
queries which are then expanded with the instances’ respective alternative labels. This way, 
the unexpanded baseline query chemical (G: Chemikalie) is for example expanded with the 
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alternative label “chemical product” (“Chemischer Stoff”) to create the following expanded 
query46: 

E: chemical OR “chemical product 
G: Chemikalie OR “Chemischer Stoff” 

Example query 4: Expansion with alternative labels 

Example query 4 illustrates that the expanded query is generated by combining the original 
query term with the expansion term by the Boolean OR operator. The construction of the 
expanded queries thus follows the building blocks strategy which was presented in section 
5.2. 

Like in Example query 4, all expanded queries comprise only one expansion term or term 
phrase. This will allow for a systematic analysis of the semantic relations’ respective 
expansion effects. Only the expansion with term components takes several terms into account 
to generate an expanded query version. All term components that are interlinked with the 
baseline query’s compound term by the rescon:belongsToCompoundConcept property serve 
as expansion terms. Accordingly, the baseline query “illegal immigration” (G: “Illegale 
Einwanderung”) is for example expanded with the Boolean conjunction of two term 
components, namely migration AND illegality (G: Migration AND Illegalität), as denoted by 
Example query 5. 

E: “illegal immigration” OR (migration AND illegality) 

G: “Illegale Einwanderung” OR (Migration AND Illegalität) 
Example query 5: Expansion with term components 

During the experiments, it may occur that an expansion term is used several times for the 
expansion of different baseline terms. Similarly, several baseline terms may be expanded with 
the same expansion term. For example, the broader term chemistry (G: Chemie) is used for 
the expansion of several narrower terms it is interlinked with, amongst others microchemistry 
(G: Mikrochemie) and biochemistry (G: Biochemie). Analogously, the term chemistry is 
subsequently expanded with the narrower terms microchemistry and biochemistry. The 
experiments thus take all possible combinations of baseline and expansion terms into account 
to determine the relations’ respective expansion effects. 

To ensure authenticity of the test queries, both the baseline query terms and the expansion 
terms have to meet the criteria of not containing any special characters (like < and ,). To 
prevent zero-value denominators when calculating the queries’ recall and precision figures 
(see section 3.2.4), the queries have to fulfill two additional criteria. On the one hand, their 
expansion terms have to occur at least once in the document corpus and on the other hand, 
relevant documents for the test queries have to be identifiable in the corpus. On the whole, 
21,139 test queries can be generated this way. 

                                                 
46 Due to the test corpus being restricted to documents in German language (see section 6.7), only German test 
queries are employed. Whenever German (G) example queries are referred to in the following, they are 
presented along with English (E) translations. 
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Based on the available data which is represented in the ontology (see section 6.5.1), nine 
semantic relations are used for the expansion of concept queries, namely alternative labels, 
term components, broader terms, narrower terms, related terms, organization names, 
compound terms, synonyms and project names. For each of these semantic relations, Table 8 
presents exemplary baseline queries along with their respective expansion terms.  

Expansion 
relation 

 Baseline query Expansion term(s) 

G Chemikalie “Chemischer Stoff” Alternative label 
E chemical “chemical product” 
G “Illegale Einwanderung” (Migration AND Illegalität) Term components 
E “illegal immigration” (migration AND illegality) 
G Mikrochemie Chemie Broader term 
E microchemistry chemistry 
G Psychologie Berufspsychologie Narrower term 
E psychology “occupational psychology” 
G Schulsport Sportunterricht Related term 
E “school sport” “physical education” 
G Internationalisierung “European Association for International Education” Organization name 
E internationalization “European Association for International Education” 
G Religion “religiöse Erziehung” Compound 
E religion “religious education” 
G Pflegeeltern Pflegefamilie Synonym 
E “foster parents” “foster family” 
G Ganztagsschule Transfer-2147 Project name 
E “all-day school” Transfer-21 

Table 8: Examples for expanding concept queries with different semantic relations48 

The example queries in Table 8 illustrate the heterogeneity of the vocabulary in the 
educational domain (see section 5.6.1) which includes the didactics of the various school 
subjects. Table 9 enlists the ontological property names of the different expansion relations 
(see section 6.5.1) and introduces abbreviations for each of them which will be used 
throughout the description of the retrieval experiments.  

Expansion relation Ontological designation Abbreviation Amount 
Alternative label rescon:altLabelConcept ALT 4,488 
Term components rescon:component TC 665 
Broader term skos:broader BT 2,337 
Narrower term skos:narrower NT 2,220 
Related term skos:related RT 1,019 
Organization name rescon:isInterestOfOrganization ORGA 5,131 
Compound rescon:belongsToCompoundConcept COMP 1,332 
Synonym rescon:synonymous SYN 1,773 
Project name rescon:isSubjectOfProject  PROJ 2,174 

Table 9: Overview of different expansion relations 

Table 9 depicts that alternative labels serving as expansion terms are for example identified 
by the rescon:altLabelConcept relation in the ontology. Query-related organization and 
project names, by contrast, are identified by the rescon:isInterestOfOrganization and 

                                                 
47 Project dealing with the topic of education for sustainable development (http://www.transfer-21.de). 
48 These queries were derived from the relations’ respective most typical document term frequency categories, as 
will be explained in section 7.3.2. For example, the test queries for alternative labels most commonly expand 
low-frequency baseline terms with alternative labels that also have low document frequencies. 
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rescon:isSubjectOfProject relations that interlink Concept  instances with Organization  and 
Project names respectively. Table 9 moreover denotes the amounts of test queries that can be 
generated for the different expansion relations, based on the ontology. It shows that the largest 
number of test queries can be generated for the expansion with organization interests, 
followed by alternative labels and broader terms. Term components, by contrast, constitute 
the least frequent relation type in the ontology. However, this relation’s comparatively low 
frequency of 665 occurrences still allows for the conduction of large-scale query expansion 
experiments. 

For each of the above listed expansion relations, an automatic script derives all available 
baseline and expansion terms from the ontology to generate pairs of baseline and expanded 
queries. These queries are then sent to the retrieval prototype (see section 6.6) which 
generates respective result lists for each. The contents of these result lists will later be 
analyzed to assess the expansion relations’ respective impacts on retrieval effectiveness. 

7.1.2. Relevance Judgments 

To experimentally assess the effectiveness of retrieval mechanisms, a predefined set of 
relevant documents for each of the employed topics is essential (see section 3.2.1). In the 
automatic experiments, such sets are a precondition for comparing the baseline and expanded 
test queries in terms of retrieval effectiveness.  

Nonetheless, the process of intellectually assigning relevance judgments requires immense 
efforts (see section 3.2), especially for large corpora which, at the same time, increase the 
reliability of the experimental findings (see section 3.2.2). In this study, this refers to the 
expansion effects which are assumed to be detected. To meet the requirement of a large 
amount of test queries, the process of assigning relevance judgments thus has to be 
economized.  

As described in section 3.2.3, pooling is a common method for identifying sets of relevant 
documents that strives to economize the judgment process. The economization is achieved by 
restricting the judgments to subsets of the result documents (typically the top ranked 
documents) and by pooling various of such subsets, for example across different retrieval 
system versions. However, this remains a very time-consuming and labor-intensive process. 
At least, human assessors have to judge the relevance of document sets for each of the 
employed topics. Besides the standard method according to which human assessors judge the 
relevance of subsets of the corpus’ documents, alternative pooling variants are mentioned by 
[MANNING et al. 2008a:151]. The authors allude to the use of Boolean keyword searches or 
expert searches for identifying pooled sets of relevant documents. 

To overcome restrictions in both time and labor when defining large-scale relevance 
judgments, [TAGUE-SUTCLIFFE 1992] early described a method for deriving such judgments 
automatically from the queried document corpus. Following this approach, test queries are 
made up by titles of documents while the therein cited documents are considered as the query-
specific sets of relevant documents. This method allows for automatically generating a high 
number of test queries along with the respective sets of relevant documents. However, this 
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method was seldom applied for the evaluation of IR systems and is only applicable to a 
corpus whose documents comprise reference lists. 

Pursuing similar goals, namely to economize the judgment process, several researchers in the 
IR community have started to explore the reliability of so-called flat relevance judgments, 
especially in the context of TREC’s Million Query Track (see section 3.2.3). The notion of 
flat relevance judgments implies that only subsets of the documents in the corpus are judged 
by their relevance to numerous topics. In return for a high number of topics, incompleteness 
in the judgments is thus taken into account. Amongst others, researchers are developing and 
evaluating algorithms that identify subsets of assessable documents whose relevance 
judgments allow to discriminate well between the retrieval systems’ performance. Basically, 
these developments indicate a trend towards large-scale, incomplete relevance judgments. 
Instead of determining exact figures of system performance, the main purpose of flat 
relevance judgments lies in reliably ranking systems in terms of their effectiveness.  

The method for automatically deriving relevance judgments in the automatic experiments is 
inspired by this trend towards flat, though intellectual, relevance judgments, as well as by the 
above mentioned Boolean keyword searches that are applicable for identifying sets of relevant 
documents: As all documents in the GEI corpus contain intellectually assigned keywords (see 
section 5.6.1) that designate the main topics of the documents, these keywords will be 
interpreted as relevance judgments. Eventually, the documents to which a certain keyword is 
assigned can be considered as the most relevant documents for the respective topic, even if 
further relevant documents may exist in the corpus. 

To a certain degree, the indexing procedure in the GEI is comparable to the method of 
intellectually assigning relevance judgments in IR evaluation contexts, such as in the TREC 
studies (see section 3.2.3). At least, the indexing process can be imagined as a situation where 
information specialists decide whether an article is relevant for a given topic. Nonetheless, the 
assessors in the TREC studies can make their judgments based on precise topic definitions 
that specify the users’ information needs. The assignment of keywords to GEI documents, by 
contrast, differs from these relevance judgments in the classic sense as the information 
specialists describe the documents’ contents with abstract concepts during the indexing 
process, independently from specified search scenarios.  

Accordingly, it has to be noted that in practice, the relevance of documents is always 
situation-dependent. On the one hand, this is due to the fact that information always has to be 
considered in context, according to the pragmatic postulate of information science (see 
chapter 1). On the other hand, the user’s information need may evolve or change during the 
search process (see section 3.1.1). If the user’s original query was not successful, the user 
may for example be interested in documents that refer to a broader topic than the queried one. 
Transferring this example to the automatic experiments, this would imply that the documents 
indexed with the broader term would also have to form part of the set of relevant documents 
for the original query. However, such situation-dependent notions of relevance cannot be 
taken into account by the artificial relevance judgments which are applied in these 
experiments. 
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Moreover, it has to be noted that the keyword based relevance judgments suffer from a 
shortcoming which is related to the indexing practice applied to the documents in the GEI 
corpus. As described in section 5.6.1, the assignment of keywords to GEI documents is not 
fully standardized. This means that different indexing practices might be applied in this 
context, which may for example result in varying levels of indexing granularity49. In the 
experiments, the numbers of disregarded, though relevant, documents may thus vary from one 
test query to the next. Accordingly, the keyword based relevance judgments identify only 
approximations of the actual sets of relevant documents, a drawback which often has to be 
taken into account if large document corpora and a high number of test queries are used in 
retrieval experiments (see section 3.2.3). Nonetheless, the applied method for automatically 
deriving relevance judgments assures that all documents which form part of the sets of 
relevant documents are indeed relevant for the topic. 

For each single-facet test query, the documents containing the queried keyword constitute the 
subsets of relevant documents, though potentially disregarding further relevant documents. 
Additionally, all documents which, according to the GEI thesaurus (see section 5.6.1), are 
indexed with direct synonyms of the query terms are additionally included in the sets of 
relevant documents. This is because synonyms are considered as equal to the respective 
descriptors during the indexing process (see section 5.6.1). Only for queries consisting of 
compound terms, a different method for identifying the sets of relevant documents is applied. 
In the GEI, compound terms are not used as index terms, due to the indexing method of 
precoordination (see section 5.6.1). Accordingly, the compounds’ respective term components 
are assigned to the documents. For this reason, the set of relevant documents for compound 
queries consists of the documents to which the Boolean conjunction of the respective term 
components is assigned as keywords. 

Despite the above delineated restrictions, the automatic derivation of relevance judgments for 
the test corpus is a pragmatic means of automatically generating relevance assessments for 
large-scale retrieval experiments. Most importantly, the experiments’ main goals can be 
pursued on the basis of these relevance judgments. At least, this method allows to examine 
differences in the semantic relations’ expansion effects which was formulated as one of the 
research interests in section 6.3. While the figures of the measured expansion effects should 
not be interpreted literally because their calculations are only based on subsets of the possibly 
relevant documents, they allow to assess whether the expansion relations significantly affect 
the baseline queries’ effectiveness and to compare the relations’ respective tendencies in this 
regard. Ultimately, describing differences in the semantic relations’ typical expansion effects 
will allow to decide how to implement them in the interactive retrieval prototype, as 
formulated in section 6.3.  

                                                 
49 For example, [DEES and BOTTE (in press):21] analyzed the numbers of index terms in a subset of the 
original GEI corpus, comprising a selection of documents which were published in the period between 1998 and 
2007. This analysis revealed how the average numbers of indexing terms per document varies between the 
different partnering institutions that collaborate in indexing documents for the GEI (see section 5.6.1): While the 
lowest average number amounted to 3.1 index terms per document, the institution with the highest rate of 
indexing terms on average assigned 17.1 terms per document. 
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7.1.3. Evaluation Measures 

By comparing the result lists of the baseline and expanded queries with the query-specific sets 
of relevant documents, the effectiveness of the different expansion relations can be 
determined. For this purpose, a selection of the evaluation measures for automatic 
experiments which were presented in section 3.2.4 is applied.  

As described in section 3.2.2, recall and precision are standard measures for assessing the 
effectiveness of retrieval systems. In the automatic experiments, the ranking-independent 
recall and precision measures allow to determine differences in the expansion relations’ 
overall impacts on retrieval effectiveness. For example, the expansion relations which 
theoretically have the highest potential for identifying additional relevant documents can be 
identified by comparing their respective impacts on recall. At the same time, the expansion 
relations’ respective tendencies to deliver additional irrelevant documents can be compared as 
to their impacts on precision.  

As stated in section 4.1, query expansion mechanisms primarily associated with the goal to 
increase a query’s recall value. However, increases in recall should optimally not be 
accompanied by serious losses in precision. To assess the partly antagonistic tendencies of 
these measures, i.e. increases in recall often going along with decreases in precision (see 
section 3.2.4), combined recall-precision measures are applicable. One of these measures is 
the F-measure which will be applied in the automatic experiments. This measure allows to 
stress the emphasis of either recall or precision. While recall and precision are ascribed equal 
weights in the Fβ=1-measure, the impact of recall is emphasized in the Fβ=5-measure (see 
section 3.2.4). 

Still, as indicated in section 3.2.4, the recall, precision and F-measures have one major 
drawback: They have been criticized for their limited power of determining the retrieval 
effectiveness in real search scenarios, due to their disregard of the result documents’ ranking 
positions. However, in search environments that are based on the Boolean retrieval model 
(see section 3.1.2), the mere compilation of result sets is an important evaluation criterion. To 
a certain degree, this also applies to the GEI information service where the Boolean Retrieval 
Model is implemented, though in combination with the Vector Space Model (see section 
5.6.2). 

Accordingly, the employed retrieval prototype also uses a combination of both the Vector 
Space and the Boolean Models (see section 6.6). For this reason, ranking-sensitive evaluation 
measures will be applied in addition in the automatic experiments. To assess possible effects 
in ranking which may be triggered by the expansion mechanisms, the R-precision, MAP and 
precision@k measures are applicable (see section 3.2.4). 

As explained in section 3.2.4, the precision@rank measure strongly depends on the total 
number of relevant documents that exists for a given test query. This measure is thus not well-
suited to compare query expansion effects across topics. The R-precision measure, by 
contrast, alleviates this problem by using query-specific rank levels at which precision values 
are calculated. At the same time, the R-precision measure is reported to correlate highly with 
the more complex MAP measure (see section 3.2.4). For this reason, the R-precision measure 
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is considered to be suitable for assessing the effects that query expansion mechanisms have on 
ranking-sensitive precision figures in the planned experiments. As stated in section 3.2.4, the 
R-precision measure determines the precision at the rank which conforms to the total number 
of relevant documents for a given query. In the experiments, it may occur that the R-precision 
value corresponds to a query’s precision value. This is the case if a query’s number of hits is 
smaller than the respective amount of relevant documents. 

To analyze the effects of the different query expansion relations, their respective unexpanded 
baseline queries’ retrieval effectiveness is compared to that of the respective expanded 
queries. The results of these comparisons are expressed in figures indicating the difference 
between the baseline and expanded queries’ values, namely differences in recall, precision, R-
precision and the Fβ=1- and Fβ=5-measures.  

Evidently, all these figures are very dependent on the values that are achieved by the baseline 
queries. If a baseline query already attains a high precision value, the expansion mechanism 
can only yield a minimal improvement. For this reason, a newly defined additional measure, 
i.e. relative precision, is applied, which provides information about the effectiveness of the 
expanded query, independently from the baseline query’s performance. The relative precision 
measure denotes the fraction of relevant documents in the set of additional documents which 
are delivered by the expanded query. The relative precision value thus expresses an expansion 
mechanism’s capability to affect a baseline query’s effectiveness positively by possibly 
adding only relevant documents to its result list. 

In summary, the automatic retrieval experiments thus calculate the baseline and expanded 
queries’ differences in the recall, precision, R-precision and Fβ=1- and Fβ=5-measures, as well 
as the relative precision measure for the expanded queries. This way, both rank-sensitive and 
rank-independent, as well as baseline query-dependent and -independent evaluation measures 
are taken into account to analyze the expansion relations’ effectiveness in the automatic 
experiments. 

7.2. Query Expansion Effects for Concept Queries 
To address research question Q2, this section examines how the use of different expansion 
relations affects the retrieval effectiveness of concept queries. More specifically, it will point 
out whether the expansion relations have significant impacts on the baseline queries’ 
effectiveness, as postulated by H11 (section 7.2.2), how they differ in their average impacts 
(section 7.2.2) and whether the these differences reach a significant level, as hypothesized by 
H12 (section 7.2.3).  

A total amount of 21,139 test queries is generated on the basis of the ontology, as described in 
section 7.1.1. By means of the automatically derived relevance judgments (see section 7.1.2), 
the distinct relations’ query expansion effects are then assessed and compared by the 
evaluation measures enumerated in section 7.1.3. To illustrate this procedure, Table 10 
depicts how the expansion with a narrower term affects the evaluation measure scores of a 
baseline query. In this example, the query for “water sports” is transformed into the 
expanded query “water sports” OR rowing. 
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 Baseline query Expanded query Difference 
Query (G) Wassersport Wassersport OR Rudern --- 
Query (E) “water sports” “water sports” OR rowing --- 
Number of relevant documents 101  
Hits 12 39 27 
Recall 0.07 0.18 0.11 
Precision 0.58 0.46 -0.12 
Relative precision --- 0.41 --- 
R-precision 0.58 0.46 -0.12 
Fβ=1-measure 0.12 0.26 0.14 
Fβ=5-measure 0.07 0.18 0.11 

Table 10: Evaluation measure values for the exemplary expansion with a narrower term 

In Table 10, the expansion with a narrower term leads to an increase in recall, accompanied 
by losses in both the precision and R-precision50 measures. These effects are expressed by the 
values for differences in recall, precision and R-precision between the baseline and the 
expanded queries. Similarly, the differences in the Fβ=1- and Fβ=5-measures are determined, 
which are both increasing through the expansion. Overall, the expansion’s negative effect on 
precision is thus outweighed by its positive effect on recall in this example. Moreover, the 
relative precision value provides information about the exactness of the expanded query, 
denoting that nearly half of the additionally delivered result documents are relevant in the 
example query. 

Similarly to the above cited example of constructing an expanded query version, test queries 
are generated for each of the nine expansion relations under concern (see section 7.1.1). Based 
on these test queries, the next section will examine whether the semantic relations’ expansion 
effects on the baseline queries reach a significant level.  

7.2.1. Semantic Relations’ Expansion Effects on Baseline Queries 

Research hypothesis H11 states that, for each expansion relation, the effectiveness of the 
expanded queries differs from that of the respective baseline queries (see Table 11). 

H11: EffectivenessExpansion ≠ EffectivenessBaseline 
Table 11: Research hypothesis about expansion effects on baseline queries 

To test hypothesis H11, the impacts that different expansion relations have on baseline queries 
will be determined in terms of the evaluation measures described in section 7.1.3. For this 
purpose, the distributions of the values obtained by the relations’ respective baseline and 
expanded queries are compared successively.  

Table 12 exemplarily illustrates the distributions of evaluation measure scores for the 
expansion with synonyms. In detail, the table depicts the distributions of the baseline and 
expanded queries’ recall, precision, R-precision, Fβ=1-measure and Fβ=5-measure values, as 
well as the distributions of the differences between the respective baseline and expanded 
query versions’ value pairs.  

Table 12 for example shows that a high fraction of the baseline queries achieves evaluation 
measure scores which amount to zero or which are close to zero. This applies to the recall, 
                                                 
50 In this example, the number of relevant documents (5,460) exceeds the length of the baseline and expanded 
queries’ result lists. Consequently, their respective precision and R-precision values are equal (see section 7.1.3). 
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precision, and R-precision measures, as well as to the F-measures. After the expansion with 
synonyms, the fractions of low-scoring test queries are obviously reduced with regard to the 
above listed measures, an obviously positive effect of the expansion. While such relation-
specific expansion effects will be analyzed in detail in sections 7.2.2 to 7.2.4, this section in 
the first instance examines whether the baseline queries are significantly affected by the 
expansion relations at all. 
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 Baseline queries Expanded queries Differences 
Recall 

Precision 

   
R-
precision 

   
Fβ=1-
measure 
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 Baseline queries Expanded queries Differences 
Fβ=5-
measure 

   
Relative 
precision 

 

 

 

Table 12: Distributions of evaluation measure scores for the expansion with synonyms 

To address research hypothesis H11, namely to assess the expansion relations’ impacts on 
their respective baseline queries, a significance test for dependent samples is applicable. This 
type of test allows to analyze data which is collected in a repeated measures design like in the 
present experiment where baseline queries are compared to expanded query versions. In this 
context, two alternative tests are taken into consideration – the Paired Sample T-Test [BORTZ 
2005:143] and the Wilcoxon Signed-Rank Test [WILCOXON 1945; WILCOXON 1947]. The 
Paired Sample T-Test is based on the assumption that the differences in the value pairs’ 
scores are normally distributed. In case this condition is not fulfilled, the Wilcoxon Signed 
Rank-Test constitutes a non-parametric alternative to the T-Test. To determine whether the T-
Test is applicable to test research hypothesis H11, the semantic relations’ distributions of 
difference scores between the baseline and expanded queries’ achieved values are 
investigated. 

For synonyms, the last column of Table 12 reveals evident deviations from normal 
distributions, for example for the differences in recall and in the Fβ=1- and Fβ=5-measures. As 
in the example of synonyms presented in Table 12, Appendix B provides the remaining 
relations’ histograms which allow to determine whether they meet the assumption of normally 
distributed values. Similarly to the histograms for synonyms, the histograms in Appendix B 
show that several of the expansion relations’ distributions apparently deviate from normal 
distributions. Consequently, the Paired Sample T-Test is not applicable to compare the 
expansion relations’ respective effects on the baseline queries. The non-parametric Wilcoxon 
Signed-Rank Test is thus employed for this purpose. 
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The Wilcoxon Signed-Rank Test examines whether two dependent samples differ in their 
central tendencies. The test thereby proceeds as follows: Firstly, the difference scores for all 
value pairs are calculated and the absolute values of all non-zero scores are ranked. The 
smallest value is then assigned to rank one while high values are assigned to ranks with higher 
numbers. Secondly, the mean ranks of both the positive and negative difference scores are 
calculated: They express whether positive or negative differences between the baseline and 
expanded queries prevail. 

Table 13 exemplarily summarizes the results of the Wilcoxon Signed-Rank Test for the 
expansion with synonyms. The table shows that in 295 test queries, the expansion does not 
induce a difference in recall, which is indicated by the number of ties. As expected, for all the 
remaining test queries, the recall values of the expanded queries are higher than those of the 
baseline queries. This is illustrated by the fact that the mean rank of the negative differences 
between the baseline and expanded queries (MRSYN<Baseline) amounts to zero. In all test queries 
that are expanded with synonyms, the expansion thus induces an increase in recall. Overall, 
this increase is even statistically highly significant (p < 0.001), as denoted in Table 13. 

z: z-value, p: two-tailed probability value, MR: mean rank 
*: p < 0.05; **: p < 0.01; ***: p < 0.001 
 Recall 
Baseline versus SYN z = -33.300 

p ≤ 0.001 (***) 
MRSYN<Baseline = 0.00 
MRSYN>Baseline = 739.50 
Ties: N = 295 

Table 13: Example of WS-R Test results for the expansion with synonyms 

While Appendix C presents the comprehensive results of the Wilcoxon Signed-Rank Test for 
all examined expansion relations and for all evaluation measures, Table 14 provides a 
synopsis of these results. For each expansion relation and evaluation measure, the table 
denotes whether the baseline queries’ scores are most frequently ranked higher than those of 
the expanded queries (MRExpanded<Baseline) or whether the majority of the expanded queries’ 
scores outperforms those of the baseline queries (MRExpanded>Baseline). 
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MR: Mean rank; : MRExpanded>Baseline; : MRExpanded<Baseline; 

*: p < 0.05; **: p < 0.01; ***: p < 0.001 (two-tailed); ns: non-significant 
 Recall Precision R-precision Fβ=1 Fβ=5 
Baseline versus ALT MRALT>Baseline 

(***) 
MRALT>Baseline 
(ns) 

MRALT>Baseline 
(***) 

MRALT>Baseline 
(***) 

MRALT>Baseline 
(***) 

Baseline versus TC MRTC>Baseline 
(***) 

MRTC<Baseline 
(***) 

MRTC<Baseline 
(***) 

MRTC>Baseline 
(***) 

MRTC>Baseline 
(***) 

Baseline versus BT MRBT>Baseline 
(***) 

MRBT<Baseline 
(***) 

MRBT<Baseline 
(***) 

MRBT<Baseline 
(***) 

MRBT<Baseline 
(***) 

Baseline versus NT MRNT>Baseline 
(***) 

MRNT<Baseline 
(***) 

MRNT<Baseline 
(***) 

MRNT>Baseline 
(ns) 

MRNT>Baseline 
(***) 

Baseline versus RT MRRT>Baseline 
(***) 

MRRT<Baseline 
(***) 

MRRT<Baseline 
(***) 

MRRT<Baseline 
(***) 

MRRT>Baseline 
(***) 

Baseline versus 
ORGA 

MRORGA>Baseline 
(***) 

MRORGA<Baseline 
(***) 

MRORGA<Baseline 
(***) 

MRORGA>Baseline 
(***) 

MRORGA>Baseline 
(***) 

Baseline versus 
COMP 

MRCOMP>Baseline 
(***) 

MRCOMP>Baseline 
(***) 

MRCOMP<Baseline 
(***) 

MRCOMP>Baseline 
(***) 

MRCOMP>Baseline 
(***) 

Baseline versus SYN MRSYN>Baseline 
(***) 

MRSYN>Baseline 
(***) 

MRSYN>Baseline 
(***) 

MRSYN>Baseline 
(***) 

MRSYN>Baseline 
(***) 

Baseline versus 
PROJ 

MRPROJ>Baseline 
(***) 

MRPROJ<Baseline 
(***) 

MRPROJ<Baseline 
(***) 

MRPROJ>Baseline 
(***) 

MRPROJ>Baseline 
(***) 

Table 14: Overview of WS-R Test results for the comparison of baseline and expanded queries 

Table 14 depicts the significance levels of the test results, showing that for the majority of the 
comparisons, highly significant effects (p < 0.001) are reported. While the main goal of the 
Wilcoxon Signed-Rank Test is to identify whether significant effects exist, the central 
tendencies of these effects are indicated by the relations’ mean ranks. 

Table 14 for example shows that highly significant increases in recall can be observed for all 
expansion relations. The relations’ respective effects on precision, by contrast, are ambiguous. 
As stated in section 3.2.4, precision frequently decreases if recall increases. Accordingly, for 
most of the expansion relations, the precision scores of the expanded queries are often 
significantly lower than the baseline queries’ scores. For the expansion with alternative labels, 
by contrast, no significant effects on the baseline queries’ precision values are invoked, which 
is to be judged positively. Apart from alternative labels, the expansion effects of both 
compounds and synonyms behave exceptionally, the majority of these relations’ expanded 
queries even inducing significantly positive effects on the baseline queries’ precision scores. 

In terms of R-precision, similar effects can be observed. For most expansion relations, the 
majority of the expanded queries induces a decrease in the baseline queries’ R-precision 
values. But once again, synonyms and alternative labels show an exceptional behavior, the 
majority of their queries being positively affected in terms of R-precision.  

Table 14 moreover depicts that, on average, the expanded queries achieve higher F-measure 
scores than the baseline queries for the majority of the expansion relations. As far as the 
Fβ=1-measure is concerned, this holds true for all semantic relations except for broader and 
related terms. In terms of the Fβ=5-measure, only broader terms behave exceptionally, their 
expanded queries achieving predominantly lower Fβ=5-measure scores than the respective 
baseline queries. For most of the relations, positive effects on the F-measures thus prevail.  

Leaving the two exceptions of alternative labels’ non-significant effects on precision and 
narrower terms’ non-significant effects on the Fβ=1-measure aside, the test results can be 
summarized as follows: All relations’ expansion effects on the baseline queries are highly 
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significant in terms of all evaluation measures. Consequently, research hypothesis H11, 
assuming the effectiveness of the expanded queries to differ from that of the respective 
baseline queries, can be supported by the experiments for the majority of the expansion 
relations and evaluation measures. 

Interestingly, the experiments further indicated that the expansion relations partly differ in the 
predominant direction of their impacts on the baseline queries’ retrieval effectiveness, 
inducing either predominantly positive or negative effects for their test queries. For example, 
in the majority of the test queries, the expansion with alternative labels showed a positive 
effect on the baseline queries’ precision values while for the majority of the remaining 
expansion relations, contrary effects on precision were reported (see Table 14).  

These findings thus indicate that the semantic relations partly differ in their expansion effects. 
Accordingly, the relations may have to be treated differently when being used for generating 
expansion terms, depending on the nature of these differences. For this reason, the following 
section is dedicated to investigating these supposedly relation-specific tendencies of the 
expansion effects in more detail.  

7.2.2. Semantic Relations’ Average Query Expansion Effects 

As a starting point for analyzing the nature of the expansion relations’ impacts on retrieval 
effectiveness in detail, their average evaluation measure scores are calculated. This refers to 
the values for differences in recall, precision, R-precision, the Fβ=1- and Fβ=5-measures, as well 
as to the relative precision measure51 (see section 7.1.3). 

Table 15 gives an overview of the average evaluation measure scores achieved by the 
different expansion relations, along with the respective standard deviation values. The latter 
express the mean number of units by which the distributions’ distinct values deviate from the 
designated average values. 

M: Mean; SD: Standard deviation 

Difference in 
recall 

Difference in 
precision 

Difference in 
R-precision 

Relative 
precision 

Difference in 
Fβ=1-measure 

Difference in 
Fβ=5-measure 

Semantic 
relation 

M SD M SD M SD M SD M SD M SD 
ALT 0.11 0.19 0.02 0.23 0.04 0.24 0.28 0.30 0.07 0.15 0.10 0.18
TC 0.07 0.10 -0.03 0.26 -0.03 0.25 0.19 0.22 0.05 0.09 0.06 0.09
BT 0.14 0.21 -0.23 0.28 -0.18 0.25 0.02 0.07 -0.11 0.18 -0.04 0.19
NT 0.01 0.05 -0.02 0.10 -0.02 0.10 0.14 0.28 0.00 0.05 0.01 0.05
RT 0.04 0.12 -0.09 0.18 -0.08 0.18 0.10 0.20 -0.03 0.10 0.01 0.17
ORGA 0.00 0.01 -0.01 0.06 -0.01 0.06 0.08 0.23 0.00 0.02 0.00 0.02
COMP 0.01 0.04 0.00 0.05 0.00 0.05 0.33 0.35 0.01 0.03 0.01 0.04
SYN 0.12 0.16 0.04 0.23 0.05 0.23 0.35 0.28 0.10 0.14 0.12 0.15
PROJ 0.00 0.03 -0.02 0.07 -0.02 0.07 0.08 0.21 0.00 0.02 0.00 0.01

Table 15: Average effects of the different expansion relations 

                                                 
51 For better readability, these differences in evaluation measure scores will henceforth also be referred to by the 
respective evaluation measure names throughout in this chapter. Accordingly, the term recall will refer to 
differences in recall scores between the baseline and expanded queries. The same applies to differences in 
precision, R-precision, the Fβ=1-measure and the Fβ=5-measure which will be referred to by the terms precision, 
R-precision, the Fβ=1-measure and the Fβ=5-measure respectively. 
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As far as recall is concerned, Table 15 reports the highest average gains for the expansion 
with broader terms, followed by synonyms and alternative labels. The expansion with project 
and organization names, by contrast, on average has only a minimal effect on recall which is 
close to zero52. 

The average values denoted in Table 15 confirm general tendencies in the relations’ 
expansion effects which were indicated in the previous section 7.2.1. The table illustrates for 
example that increases in recall which are induced by the expansion often go along with 
losses in precision. For example, broader terms, achieving the highest average gains in recall, 
simultaneously induce the highest average losses in precision. Interestingly, synonyms and 
alternative labels contravene this trend, their positive impact on recall even being 
accompanied by small average gains in precision.  

Apart from the precision figures, the R-precision values are on average also positively 
affected by the expansion with alternative labels and synonyms. For the remaining expansion 
relations, by contrast, the average impact on R-precision is negative, similarly to that on 
precision. A neutral effect on R-precision only emerges for compounds.  

Comparatively high average scores for the relative precision measures are obtained by the 
expansions with alternative labels, synonyms and compounds. If these expansion relations are 
applied, the fraction of relevant documents among the additionally delivered documents is 
thus on average relatively high. The relative precision score of compounds is especially 
notable: although this relation’s average impact on recall is minimal, a high fraction of its 
additionally delivered documents tends to be relevant.  

Table 15 further depicts that the most positive average values for the F-measure are achieved 
by alternative labels if recall and precision are equally weighted (Fβ=1) while synonyms on 
average score best if the impact of recall is emphasized (Fβ=5). Broader terms, by contrast, on 
average score worst on both F-measure variants. 

Overall, the average evaluation measure values indicate differences in the expansion effects of 
the semantic relations. On the one hand, the relations vary in the degrees of their average 
impacts on recall, as well as in the achieved relative precision measure values. On the other 
hand, the relations vary in their impacts on the precision and F-measures, both in the degree 
and in the sign of the average values. These findings further support the suggestion to treat the 
expansion relations differently when using them for the generation of expansion terms which 
was formulated in section 6.3 and already confirmed by the experimental results in section 
7.2.1. 

However, the above reported single-figure average evaluation measures do not give any 
information about the significance of the differences in the relations’ respective expansion 
effects The significance of these differences will therefore be examined in statistical 
significance tests whose application is described in the following section. 

                                                 
52 Due to the values in Table 15 being rounded to two decimals, the differences in recall reported for the 
expansions with organization and project names amount to zero. 
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7.2.3. Significance of Differences between Semantic Relations’ Query Expansion 
Effects 

To address research hypothesis H12, it is tested whether or not the above described 
differences in the expansion mechanisms’ impacts on the evaluation measures vary 
significantly between the nine expansion relations (see Table 16).  

H12: EffectivenessExp_x ≠ EffectivenessExp_y 
Table 16: Research hypothesis about differences in the expansion effects of semantic relations 

To investigate whether differences exist between the expansion relations, the tests will for 
example examine whether synonyms differ significantly from broader terms in the way they 
affect the baseline queries’ retrieval effectiveness in terms of recall. Accordingly, the values 
of differences in recall induced by synonyms would be compared to those reported for the 
expansion with broader terms. 

In these experiments, the sets of test queries for each of the expansion relations are considered 
as independent samples. Critics may argue that terms are not randomly assigned to these 
samples but on the basis of a pre-selection criterion, namely the existence of a certain 
semantic relationship to an expansion term. Although this criticism is justified, the 
compilation of the samples is arguably not systematically biased because the samples 
comprise the entirety of the relation-specific test queries that are derivable from the ontology 
vocabulary. They will thus provide a comprehensive picture of the different relations’ 
potential expansion effects, based on the given ontology and the employed document corpus. 

If the evaluation measure value distributions of the baseline and expanded queries all 
followed a normal distribution, the T-Test for independent samples would be applicable to 
detect significant differences between two semantic relations’ expansion effects. However, 
many of the relations’ value distributions do not meet this presumption, as visualized in 
Appendix B. 

As a non-parametric alternative to the T-Test, the Mann-Whitney U-Test (also called the U-
Test or Wilcoxon Rank-Sum Test) for independent samples is therefore applied [WILCOXON 
1945] to compare the semantic relations’ query expansion effects. This test determines 
whether two independent samples show statistically significant differences. It is thus 
applicable to test research hypothesis H12, comparing the expansion effects of two semantic 
relations at a time. 

The U-Test firstly creates a pooled sample of the two samples’ evaluation measure scores. 
Secondly, the pooled values are ranked in ascending order, the smallest value being assigned 
to rank one while high values are assigned to higher ranks. Thirdly, the sums of the ranks 
achieved by the two samples are calculated. Based on this information, it can be statistically 
inferred whether or not the two samples possibly belong to the same basic population, this 
probability being expressed by the level of significance p. 

With reference to research hypothesis H12 defined in section 6.3, the U-Test serves to test 
whether the semantic relations differ as to how they affect retrieval effectiveness. For this 
purpose, paired comparisons of the relations’ expansion effects will be conducted. 
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Accordingly, research hypothesis H12 is dissected into several more specific sub-hypotheses 
that refer to each of the possible paired comparisons between two expansion relations A and 
B and to each of the applied evaluation measures (see section 7.1.3). This leads to the 
definition of the sub-hypotheses presented in Table 17 where A and B are placeholders for 
different expansion relations. 

Relation A and relation B differ as to how they affect retrieval effectiveness. 

H12_Recall: RecallA ≠ RecallB 

H12_Precision: PrecisionA ≠ PrecisionB 

H12_R-Precision: R-PrecisionA ≠ R-PrecisionB 

H12_Fβ=1-Measure: Fβ=1-MeasureA ≠ Fβ=1-MeasureB 

H12_Fβ=5-Measure: Fβ=5-MeasureA ≠ Fβ=5-MeasureB 
Table 17: Sub-hypotheses of research hypothesis H12 

While the comprehensive U-Test results of all paired comparisons are presented in Appendix 
D, a summary is given in Figure 21. It shows how the expansion relations can be ranked 
according to the mean ranks they achieve in the U-Tests. Non-significant differences of the 
expansion relations’ impacts on retrieval effectiveness are predictable especially for relations 
which are closely ranked. The tables therefore depict whether or not the values of a semantic 
relation differ significantly from those of the next-ranked relation.  

R: Rank, p: probability value, Sig: Level of significance; ns: non-significant 

*: p < 0.05; **: p < 0.01; ***: p < 0.001 (two-tailed) 
Differences in recall 

R Relation p  Sig 
1 SYN < 0.001 *** 2 BT 

0.002 ** 3 ALT 
0.073 ns 4 TC 

< 0.001 *** 5 RT 
< 0.001 *** 6 COMP 
< 0.001 *** 7 NT 
< 0.001 *** 

8 PROJ 
< 0.001 *** 9 ORGA  

Differences in precision 
R Relation p  Sig 
1 SYN 0.485 ns2 COMP

0.001 ***3 ALT
< 0.001 ***4 NT

0.342 ns5 TC
0.520 ns6 ORGA
0.132 ns7 PROJ

< 0.001 *** 
8 RT

< 0.001 ***9 BT 

Differences in R-precision 
R Relation p  Sig 
1 SYN 0.001 ***2 COMP 

0.332 ns3 ALT 
< 0.001 ***4 NT 

0.332 ns5 TC 
0.876 ns6 ORGA 
0.389 ns7 PROJ 

< 0.001 ***8 RT 
< 0.001 ***9 BT  

Relative precision 
R Relation p  Sig 
1 SYN < 0.001 *** 2 COMP 

0.089 ns 3 ALT 
< 0.001 *** 4 TC 
< 0.001 *** 5 NT 

0.369 ns 6 RT 
< 0.001 *** 7 BT 
< 0.001 *** 8 PROJ 
< 0.001 *** 9 ORGA  

Differences in the Fβ=1-measure 
R Relation p  Sig 
1 SYN < 0.001 ***2 TC

0.088 ns3 ALT
< 0.001 ***4 COMP
< 0.001 ***5 NT
< 0.001 ***6 PROJ

0.244 ns7 ORGA
0.001 ***8 RT

< 0.001 ***9 BT 

Differences in the Fβ=5-measure 
R Relation p  Sig 
1 SYN < 0.001 ***2 ALT 

0.659 ns3 TC 
< 0.001 ***4 COMP 

0.039 *5 RT 
0.152 ns6 NT 

< 0.001 ***7 BT 
< 0.001 *** 

8 PROJ 
< 0.001 ***9 ORGA  

Figure 21: Semantic relations’ ranking by the mean ranks achieved in the U-Test comparisons 

The first table of Figure 21 depicts the relations’ ranking by the mean ranks they achieve 
when comparing their recall values. Similarly, the remaining tables present the relations’ 
rankings by the mean ranks they obtain in the comparisons by the differences in the precision, 
R-precision, Fβ=1- and Fβ=5-measures and by the relative precision measure. 

As query expansion mechanisms are predominantly associated with their ability to increase 
recall (see section 4.1), a closer look will be taken at this measure. Figure 21 illustrates that 
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the expansion with synonyms achieves the comparatively highest recall values. In the paired 
U-Test comparisons, this expansion relation’s mean ranks exceed those of all the remaining 
relations. Broader terms account for the second highest mean ranks in the paired comparisons, 
their impact on recall showing highly significant differences from that of synonyms. Ranking 
below synonyms and broader terms, alternative labels obtain the next highest mean ranks for 
differences in recall, followed by term components, related terms, compounds and narrower 
terms while the expansion with project and organization names achieves the lowest scores in 
this ranking. As illustrated in Figure 21, all paired comparisons in terms of recall are 
statistically very or even highly significant, except for the comparison between alternative 
labels and term components. With this one exception, the expansion relations thus all differ 
significantly in the way they affect the baseline queries’ recall values.  

Apart from denoting significant differences between the relations’ expansion effects, Figure 
21 reveals that the relations’ respective rankings partly differ between the evaluation 
measures. While synonyms, alternative labels, term components and compounds achieve high 
ranks in terms of all evaluation measures, the remaining relations’ ranking positions are less 
consistent across the measures. For example, broader terms obtain the second rank in terms of 
recall while being ranked last in terms of precision and R-precision. Compounds, by contrast, 
achieve the second rank in terms of precision while only occupying rank six in terms of recall. 
The variations in the rankings indicate that the expansion relations not only show differences 
in their effects on the evaluation measures but that the relations’ ranking positions also vary 
between measures. The relations’ effectiveness for generating expansion terms is thus 
strongly dependent on the retrieval goal which may for example be either primarily precision- 
or recall-oriented. This applies especially to those relations that show antagonistic impacts on 
recall on precision.  

Overall, the results of the U-Tests prove that most expansion relations differ significantly in 
the relative precision measure values and in the way they affect the baseline queries’ 
effectiveness in terms of recall, precision, R-precision, the Fβ=1- and Fβ=5-measures. 
According to the comprehensive test results which can be found in Appendix D, all paired 
comparisons not listed in Figure 21 are statistically significant. Most of the paired 
comparisons show even highly significant differences between the relations’ expansion 
effects. This is the case for 94.44% of the comparisons by impacts on recall, for 83.33% of 
the comparisons by impacts on precision and R-precision, for 94.44% of the comparisons by 
relative precision and for 91.66% of the comparisons by impacts on the Fβ=1- and Fβ=5-
measures. 

For most of the paired comparisons between the nine expansion relations, the sub-hypotheses 
of H12, stating that the relations differ as to how they affect retrieval effectiveness, can thus 
be accepted. To summarize these results, Table 18 gives a comprehensive overview of the 
acceptance rates of the distinct sub-hypotheses of H12 which were formulated above and the 
respective sub-hypotheses of the alternative hypothesis H02. 
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 TC BT NT RT ORGA COMP SYN PROJ 

ALT 
H02_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H02_Fβ=1-Measure 
H02_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H02_R-Precision 
H02_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

TC 
 H12_Recall 

H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H02_Precision 
H02_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H02_Precision 
H02_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

BT 
  H12_Recall 

H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

NT 
   H12_Recall 

H12_Precision 
H12_R-Precision 
H02_RelativePrecision 
H12_Fβ=1-Measure 
H02_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

RT 
    H12_Recall 

H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

ORGA 
     H12_Recall 

H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H02_Precision 
H02_R-Precision 
H12_RelativePrecision 
H02_Fβ=1-Measure 
H12_Fβ=5-Measure 

COMP 
      H12_Recall 

H02_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

H12_Recall 
H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

SYN 
       H12_Recall 

H12_Precision 
H12_R-Precision 
H12_RelativePrecision 
H12_Fβ=1-Measure 
H12_Fβ=5-Measure 

Table 18: Acceptance rates of hypotheses H12 and H02 about the comparison of semantic relations’ expansion effects 
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7.2.4. Semantic Relations’ Evaluation Measure Value Distributions 

The preceding sections 7.2.1 to 7.2.3 examined whether the nine expansion relations under 
concern overall differ in the ways they affect the test queries’ retrieval effectiveness. As a 
result, statistically significant differences in expansion effects were proven to exist between 
most of the semantic relations. However, the nature of these differences is still unknown.  

For describing the characteristics and trends of the relations’ value distributions for the 
different evaluation measures, this section will categorize the semantic relations’ respective 
distributions by their central tendencies. For this purpose, the distributions of distinct 
semantic relations are exemplarily presented here. For an overview of the remaining relations’ 
evaluation measure value distributions, please refer to Appendix B.  

Differences in Recall 

As delineated in section 7.2.2, all expansion relations on average have a positive impact on 
recall. While different average recall values are reported for the expansion relations, their 
respective value distributions closely resemble each other. This is illustrated by Figure 22 that 
classifies the expansion relations’ distributions of values for differences in recall by their 
skewness and location parameters.  

xmod: Mode 

Description Example Expansion relations 
with similar shapes 

 Right-skewed 

 xmod = 0 

 Local peak at 1: 
only ALT, NT, 
ORGA, COMP. 
PROJ 

Expansion with ALT 

 ALT 

 TC 

 BT 

 NT 

 RT 

 ORGA 

 COMP 

 SYN 

 PROJ 

Figure 22: Distributions of differences in recall 

According to Figure 22, right-skewed recall value distributions with a mode of zero are 
reported for all expansion relations. In Figure 22, this is exemplarily depicted by the 
distribution for the expansion with alternative labels. The distribution’s right-skewness with a 
mode of zero implies that the expansions induce no or only minimal increases in recall for a 
high portion of the test queries. Compared to the baseline queries, the expanded queries thus 
often do not deliver any or only a minimal amount of additional, relevant result documents.  

Interestingly, some expansion relations’ value distributions nonetheless show local peaks at a 
value of one. This is only possible if the baseline queries did not deliver any relevant 
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documents whereas the expansion identifies the entire set of relevant documents. However, it 
has to be noted that this maximum positive effect can both be achieved in situations where a 
single additional result document is relevant and in situations where the entirety of a high 
number of additional result documents is relevant. Nonetheless, this increase in recall by 
100% is a clearly positive expansion effect. Respective local peaks are observable for the 
expansion with alternative labels, term components, broader terms, related terms and 
synonyms. In these relations’ test queries, it thus occurs comparatively frequently that 
baseline queries do not deliver any relevant results whereas their respective expanded queries 
exclusively identify relevant documents.  

In summary, the expansion relations’ value distributions thus all show similar right-skewed 
forms. This form indicates that the higher the differences in recall, the more seldomly they 
tend to occur. This applies to all expansion relations. In this aspect, the relations’ recall value 
distributions thus resemble each other. 

Differences in Precision and R-Precision 

Overall, the relations’ distributions of R-precision values resemble those of the precision 
values. For this reason, this section is confined to describing the shapes of the relations’ 
precision value distributions while the respective R-precision value distributions are 
assembled in Appendix B.  

As reported in section 7.2.2, the expansion relations partly show striking differences in their 
average effects on precision. This became particularly obvious by the fact that some relations’ 
average impacts on precision were positive while those of other relations were negative. 
These differences in central tendencies also become visible in the relations’ precision value 
distributions which are depicted in Figure 23. These distributions take two main forms: Either 
they are clearly left-skewed or they approximate normal distributions while being slightly 
right-skewed. While the former type of distribution is illustrated by the example of broader 
terms in Figure 23, the latter type is exemplary depicted by the expansion with synonyms.  
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xmod: Mode 
Description Example Expansion relations 

with similar shapes 

 Left-skewed 

 xmod = 0 

 Local peak at 1: only RT 

Expansion with BT 

 BT 

 NT 

 RT 

 ORGA 

 COMP 

 PROJ 

 Slightly right-skewed 

 Approximates normal 
distribution 

 xmod = 0 

 Local peak at 1 

Expansion with SYN 

 ALT 

 TC 

 SYN 

Figure 23: Distributions of differences in precision 

As illustrated by Figure 23, negative precision values clearly prevail in the left-skewed 
distributions which are reported for the expansion with broader terms, narrower terms, related 
terms, organization names, compound and project names. While it has to be noted that the 
distribution of compounds is only slightly left-skewed (see Appendix B), the above listed 
relations thus all have predominantly negative effects on the respective baseline queries’ 
precision values. However, Figure 23 depicts that small negative differences in precision tend 
to occur more frequently than higher negative differences. Interestingly, the expansion with 
related terms shows a local peak at a difference value of one, a clearly positive expansion 
effect (see above). 

Such local peaks at one are also reported for the expansion with alternative labels, term 
components and synonyms. In these relations’ right-skewed value distributions, the negative 
values are slightly outweighed by the positive ones. This also explains for these relations’ 
positive average gains in precision which were reported in section 7.2.2. However, the value 
distributions in Figure 23 illustrate that even these relations’ expansion effects on precision 
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are not exclusively positive. Instead, positive and negative values occur similarly frequently 
in their value distributions.  

Apart from the occurrence of both positive and negative impacts on precision, the expansion 
relations’ value distributions show another common characteristic: All expansion relations’ 
distributions of values for differences in precision have a common mode at the zero value. A 
large portion of their respective test queries is thus not affected at all by the expansion or it 
was only minimally affected in terms of precision.  

As in the case of precision, the R-precision measure is often only minimally or not at all 
affected by the expansion mechanisms, regardless of the employed expansion relation (see 
Appendix B). Similar to the respective precision value distributions, the R-precision value 
distributions of alternative labels, term components and synonyms approximate standard 
normal distributions, along with the distribution of compounds, while the distributions of the 
remaining relations are all left-skewed. 

In summary, the analysis revealed that both positive and negative precision values occur in all 
relations’ value distributions. However, the relations differed in their central tendencies: 
Either negative or positive effects on precision prevailed in the samples of test queries. 
Accordingly, the expansion relations’ precision and R-precision value distributions identified 
two main forms, i.e. left-skewed ones and right-skewed ones. Coming back to the intention to 
assess the expansion relations’ suitability for the automatic and interactive expansion modes 
(see section 6.2), the above presented findings indicated which relations are suitable 
candidates for the automatic query expansion mode. While all relations induced increases in 
recall, these were mostly accompanied by average losses in precision. Nonetheless, it was 
desirable to use only those expansion relations for automatic query expansion that had shown 
predominantly positive effects on precision. This referred to alternative labels, term 
components and synonyms, as indicated by these relations’ value distributions.  

Relative Precision 

As stated in section 7.4.3, the relative precision measure indicates which fraction of an 
expanded query’s additionally delivered documents is relevant. Accordingly, relative 
precision values range between zero and one. According to the average relative precision 
values reported in section 7.2.2 and the comparative test results presented in section 7.2.3, 
most semantic relations show significant differences in their expansion effects in terms of 
relative precision values. Differences between the semantic relations also become obvious by 
the shapes of their value distributions depicted in Figure 23 which show two basic shapes: 
right-skewed distributions with a falling tail and right-skewed distributions whose values 
show a tendency to rise and decline between local peaks at zero and one. 
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xmod: Mode 

Description Example Expansion relations 
with similar shapes  

 Right-skewed 

 xmod = 0 

 Local peak at 1: only BT 

Expansion with BT 

 TC 

 BT 

 NT 

 RT 

 ORGA 

 PROJ 

 Right-skewed 

 xmod = 0 

 Multi-modal 

 Local peak at 1 

Expansion with SYN 

 ALT 

 COMP 

 SYN 

Figure 24: Distributions of relative precision values 

As denoted in Figure 24, the value distributions of all expansion relations have a common 
mode at the zero value. Hence, in a large portion of their test queries, none of the additionally 
delivered documents is identified as relevant or only small portions of these documents are 
relevant. However, the relative precision measure does not provide information about the 
severity of the negative effect that low relative precision scores around zero have on the 
overall retrieval results. In case the expanded query generates only few or only one additional 
result document(s), the negative effect of a low precision value is possibly negligible while in 
case of a high amount of additional result documents, a low relative precision score testifies a 
severe negative effect.  

Illustrated by the example of broader terms in Figure 24, most expansion relations show 
distributions with falling tails. Accordingly, lower relative precision values tend to occur 
more frequently than higher ones in their value distributions. This applies to the expansion 
with both term components, broader terms, narrower terms, related terms, organization names 
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and project names. In this group of relations, broader terms moreover show an exceptional 
local peak at one.  

The value distributions of alternative labels, compounds and synonyms, by contrast, show 
more diversified trends. In Figure 24, this is exemplarily illustrated by the value distribution 
of synonyms. After the peak at zero, these distributions show comparatively low frequencies 
for relative precision values which are close to zero, the frequencies afterwards increasing up 
to relative precision values around 0.50 and again declining towards the maximum relative 
precision value of one which forms a local peak. Between the (local) peaks at zero and one, 
the distributions are also multi-modal. This shape explains both for the comparatively high 
average relative precision scores and for the high standard deviation values which were 
reported for alternative labels, compounds and synonyms in section 7.2.2.  

Differences in the Fβ=1- and Fβ=5-Measures 

Overall, the expansion relations’ value distributions for the Fβ=5-measure resemble their 
respective Fβ=1-measure value distributions in terms of their shapes. Accordingly, this section 
will exemplarily describe the relations’ Fβ=1-measure value distributions while the respective 
Fβ=5-measure value distributions are presented in Appendix B. 

As depicted in Figure 25, the expansion relations’ F β=1-measure value distributions show two 
main trends in terms of skewness: While the right-skewed distributions of alternative labels, 
compounds, narrower terms, synonyms and term components comprise more positive than 
negative Fβ=1-measure scores, the opposite is the case for the remaining relations with 
predominantly negative Fβ=1-measure values. In Figure 25, these two types of shapes are 
exemplarily depicted by contrasting the right-skewed value distribution of term components 
to the left-skewed distribution of broader terms. 
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 xmod: Mode 
Description Example Expansion relations 

with similar shapes  

 Right-skewed 

 xmod = 0 

  

Expansion with TC 

 ALT 

 TC 

 NT 

 COMP 

 SYN 

 Left-skewed 

 xmod = 0 

Expansion with BT 

 BT 

 RT 

 ORGA 

 PROJ 

Figure 25: Distributions of differences in the Fβ=1-measure 

Figure 25 illustrates that the expansion relations’ Fβ=1-measure value distributions all 
comprise positive as well as negative values, even the relations for which the highest positive 
average effects on the Fβ=1-measure were reported in section 7.2.2, namely synonyms, 
alternative labels and term components. Figure 25 shows another commonality of the 
relations’ Fβ=1-measure value distributions: They all have a mode of zero. Accordingly, 
neutral or slightly positive or negative impacts on the Fβ=1-measure are most frequent among 
the test queries of each of the expansion relations. 

Similarly to the Fβ=1-measure value distributions, the respective Fβ=5-measure value 
distributions of alternative labels, term components, compounds and synonyms are right-
skewed, while those of broader terms, narrower terms, related terms, organization names and 
project names are left-skewed (see Appendix B). However, the Fβ=5-measure value 
distributions on average comprise slightly more positive values than the respective Fβ=1-
measure value distributions (see Appendix B). This is also indicated by the average Fβ=5-
measure values reported in section 7.2.2 which usually exceed the relations’ respective 
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average Fβ=1-measure values. This can be explained by the fact that the Fβ=5-measure stresses 
the impact of recall while that of precision is diminished, as compared to the Fβ=1-measure 
(see section 3.2.4). In the Fβ=5-measure, the higher-weighted gains in recall thus outweigh 
negative effects on precision more easily than in the Fβ=1-measure. 

Summary 

As stated at the beginning of this section, the expansion relations’ average evaluation measure 
values reported in section 7.2.2 alone are not sufficient to describe the differences between the 
relations’ expansion effects. Accordingly, their value distributions were analyzed and 
compared in this section.  

Differences in the distributions’ shapes between subsets of relations indicated obvious 
differences in some relations’ expansion effects. Nonetheless, some general trends in the 
expansion effects were identifiable across semantic relations: For example, several of the 
expansion relations’ respective value distributions showed wide spreads, some even covering 
the full range of possible values.  

Moreover, the analyses revealed that all relations’ evaluation measure value distributions have 
a mode at zero. Accordingly, large portions of the test queries were not at all or only 
minimally affected by the expansion mechanisms in terms of the various evaluation measures. 
Moreover, it could be observed that all relations’ recall value distributions are right-skewed, 
smaller values thus tending to occur more frequently than higher ones. This also applied to the 
relations’ distributions of relative precision values. Despite the dominance of small effects, 
some relations interestingly showed local peaks at one in terms of the various evaluation 
measures. In these cases, the best possible positive expansion effect was obtained by a 
comparatively large portion of the relations’ test queries. However, apart from this 
phenomenon of local peaks at one, small effects prevailed in the majority of the expansion 
relations’ evaluation measure value distributions.  

Similarly, all expansion relations’ precision and R-precision value distributions 
predominantly gave evidence of small impacts in terms of these measures.. The analyses 
revealed another commonality of the relations’ precision and R-precision value distributions: 
They all comprised both positive and negative values. Nonetheless, the relations differed as to 
the predominance of either positive or negative effects. These differences in the relations’ 
prevalent effects on precision were visualized by the skewness of their value distributions. On 
this basis, three relations could be identified where positive effects prevailed over the negative 
ones, namely alternative labels, synonyms and term components. These relations can thus be 
considered as suitable candidates for automatic query expansion. 

The relations’ concurrent effects on both recall and precision were reflected in their 
F-measure value distributions. While the analyses showed that all relations’ distributions 
comprised both positive and negative values, positive effects prevailed for a subset of the 
relations, namely alternative labels, term components, narrower terms, compounds and 
synonyms. For the remaining relations, by contrast, negative effects were dominant.  
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The analyses moreover revealed that several of the expansion relations’ respective value 
distributions showed wide spreads, some even covering the full range of possible values.  

7.3. Term Frequency-Dependent Analysis of the Relations’ Query 
Expansion Effects for Concept Queries 

As the relations’ evaluation measure value distributions presented in section 7.2 often showed 
wide spreads, it is assumed that, apart from the nature of the expansion relation, another factor 
may have an impact on the effectiveness of expansion terms, namely their document 
frequencies. At least, term frequencies are reported to have a strong impact on the 
effectiveness of query terms in general (see section 4.2). The impact of the expansion terms’ 
document frequencies53, i.e. the numbers of documents in which the terms occur, will 
therefore be examined in this section.  

More specifically, it will be explored whether the differences between the relations’ effects 
reported in section 7.2.3 are explainable by relation-typical distributions of baseline and 
expansion term frequencies. Eventually, it can be assumed that expansion terms with high 
frequencies have a higher potential to induce increases in recall than lower-frequency terms. 
For instance, broader terms are possibly often high-frequency terms with a high potential to 
increase recall while narrower terms can be expected to occur less frequently in the corpus. 
These characteristics could for example explain for the significant differences between the 
two relations’ impacts on recall that were reported in section 7.2.3. 

This section will therefore examine whether the differences in the relations’ expansion effects 
are indeed attributable to the nature of the semantic relations or whether relation-typical term 
frequencies are responsible for the differences in the relations’ expansion effects. To begin 
with, section 7.3.1 defines a frequency-dependent categorization scheme for the test queries. 
On its basis, the relations’ expansion effects can be analyzed in dependency of the test 
queries’ baseline and expansion term frequencies. Section 7.3.2 draws upon this 
categorization scheme to classify the expansion relations’ respective test queries, illustrating 
differences in their populations of frequency categories. To explore whether the reported 
differences in the relations’ expansion effects are explainable by these relation-specific 
populations of frequency categories, section 7.3.3 analyzes the expansion effects in each of 
these frequency categories. As will be shown, both the frequencies of baseline and expansion 
terms and the nature of the expansion relations have an impact on the effectiveness of 
expansion terms. Accordingly, the nature of an expansion relation is considered as one viable 
criterion for estimating an expansion term’s effectiveness. Based on this assumption, section 
7.3.4 summarizes the relations’ respective expansion effects and denotes their suitability for 
the automatic and interactive expansion modes.  

7.3.1. Influence of Expansion Terms’ Document Frequencies 

This section examines whether a dependency exists between the frequencies of expansion 
terms and the expansion mechanism’s effectiveness. For this purpose, the upcoming 

                                                 
53 For better readability, the terms’ document frequencies will hereafter also be referred to by the short form term 
frequencies although this notion is not to be confounded with its original meaning, namely a term’s frequency 
within a document (see for example MANNING et al. 2008:107]). 
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experiments take the entirety of the relations’ respective test queries into account (see section 
7.1.1). Like in the experiments described in section 7.2, the differences in evaluation measure 
scores between the baseline queries and their respective expanded query versions are 
calculated. However, this time, these scores are analyzed in dependency of the expansion 
terms’ document frequencies. 

Table 19 depicts how the test queries’ evaluation measure values vary in dependency of the 
expansion terms’ document frequencies. The distinct figures in this table illustrate the 
assumed relationship between expansion term frequencies on the x-axis and relation-specific 
query expansion effects on the y-axis, the latter being expressed in terms of differences in 
evaluation measure scores between the baseline and expanded queries.  
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: Differences in recall                   : Differences in precision              : Difference in R-Precision 

: Relative precision                     : Differences in the Fβ=1-measure  : Differences in the Fβ=5-measure 

Query expansion with ALT Query expansion with TC 
  

Query expansion with BT Query expansion with NT 
  

Query expansion with RT Query expansion with ORGA 
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Query expansion with COMP Query expansion with SYN 
  

Query expansion with PROJ  
  

Table 19: Average evaluation measure values by expansion term frequencies for different expansion relations 

In the figures presented in Table 19, the categories of expansion term frequencies on the x-
axis are automatically calculated by forming equal percentiles of test queries. This means that 
each frequency category comprises an equal amount of test queries although these numbers 
vary between the relations, due to their differing numbers of test queries (see section 7.1.1). In 
dependency of the frequency categories on the x-axis, the respective recall, precision, 
R-precision and F-measure values are marked on the y-axis, as well as the relative precision 
values. 

The automatic categorization of test queries based on equal percentiles on the x-axis gives 
evidence of the distributions of expansion term frequencies in the relations’ respective test 
queries. As most of the figures in Table 19 comprise very fine-grained categories for low 
expansion term frequencies, one can deduct that, for most relations, a high fraction of the test 
queries consists of low-frequency expansion terms. 

Moreover, the figures in Table 19 visualize some general trends concerning the dependency 
between expansion term frequencies and evaluation measures scores. For example, precision 
curves and the very similar R-precision curves tend to decline with increasing expansion term 
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frequencies. This holds true for all expansion relations except for synonyms whose precision 
and R-precision curves rise with increasing expansion term frequencies. A similar trend exists 
for the relative precision measure, being observable for all expansion relations except 
synonyms and compounds. While the relative precision values for synonyms and compounds 
rise with expansion term frequencies, those of the remaining relations tend to decline. The 
recall measure values, by contrast, tend to rise along with expansion term frequencies. 
Depending on the relationship between the expansion relations’ impacts on both recall and 
precision, the F-measure curves either show overall rising or falling trends. 

However, apart from indicating the above stated general tendencies, the relation-specific 
frequency categories on the x-axis make it difficult to draw comparisons between the term-
frequency-dependent expansion effects of the different expansion relations. For this reason, 
overall frequency categories will be defined that allow to compare the relations’ frequency-
dependent expansion effects across all relations. This is realized by identifying points at 
which all expansion relations’ evaluation measure curves tend to show characteristic turns, 
thereby implying demarcation points of the new frequency categories. In the figures in Table 
19, these points are visualized by dotted lines whose heuristic derivation will be explained in 
the following.  

A close look at the nine figures in c reveals that several evaluation measure curves show 
conspicuous turning points at an expansion term frequency of 3. For example, the relative 
precision curves of narrower terms, related terms and organizations reach a peak at this point. 
For this reason, a category of low-frequency terms is defined, ranging from a term frequency 
of 0 to 3. 

For some expansion relations, the relative precision curves further show several local peaks 
for expansion term frequencies beyond 3 while many of these curves share a characteristic 
point around an expansion term frequency of 15. For example, the relative precision values of 
alternative labels afterwards decline, and the curves of compounds, narrower terms, related 
terms and synonyms recover from a local low at this point. A new category is thus defined for 
expansion term frequencies ranging from 4 to 15.  

In contrast to the relative precision curves, the remaining evaluation measure curves show 
rather steady trends. While precision curves tend to fall with increasing expansion term 
frequencies, recall curves usually rise along with expansion term frequencies. The F-measure 
curves illustrate how these two measures conjointly affect retrieval effectiveness. Most of the 
Fβ=5-measure curves show rising trends, similarly to the respective recall curves. For the Fβ=1-
measure curves, by contrast, the expansion’s predominantly negative effects on precision 
often diverge from the respective recall curves. 

Overall, it can be stated that, apart from the relative precision curves, the evaluation measure 
curves show predominantly steady trends with few local peaks or lows and that most curves 
become strikingly steeper at high expansion term frequency levels. In most figures in Table 
19, this can be observed for expansion term frequencies around 100. For example, the relative 
precision curves for alternative labels, narrower terms and projects names break down 
importantly at this point while recall curves here steeply increase across all relations. 
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Precision curves, by contrast, decrease at this point, which is the case for all relations except 
synonyms. Interestingly, the precision curve of synonyms rises at this point while an 
especially steep decline can be observed for alternative labels and projects. A newly defined 
category will therefore comprise terms with frequencies beyond 100 while expansion terms 
with frequencies ranging between 16 and 100 are labeled middle-frequency terms.  

Based on the above described observations, four term frequency categories are defined for the 
document corpus: 

 Low term frequency: 0-3 

 Middle term frequency: 4-15 

 High term frequency: 16-100 

 Very high term frequency: > 100 

It has to be noted that these heuristically derived frequency categories are specific to the 
employed corpus of GEI documents (see section 6.7). While the categories cannot be 
considered as universally valid, they will here serve to analyze the relations’ expansion effects 
in a differentiated way: To assess if and to what extent the effects of different relations vary 
between the above defined term frequency categories, the above defined frequency categories 
serve to classify the query terms of both the baseline and expanded queries. Consequently, the 
expansion effects of different combinations of baseline and expansion term frequencies will 
be examined in the following sections, as depicted in Table 20. 

L: low; M: middle; H: high; VH: very high 

Expansion term frequency Term frequencies 

Low (0-3) Middle (4-15) High (16-100) Very high (> 100) 

Low (0-3) L – L L –M L –H L – VH 

Middle (4-15) M – L M – M M – H M – VH 

High (16-100) H – L  H – M H – H H – VH 
B

aselin
e 

term
 

Very high (> 100) VH - L VH - M VH - H VH -VH 

Table 20: Frequency categories of baseline and expansion terms 

While the following section 7.3.2 describes the relations’ respective populations of frequency 
categories with test queries, section 7.3.3 examines the frequency category-specific expansion 
effects of the semantic relations. 
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7.3.2. Relation-Specific Populations of Frequency Categories 

The frequency categories defined in section 7.3.1 will form the basis for analyzing the 
interdependencies between term frequencies and relation-specific expansion effects in this 
section. To visualize these relation-specific characteristics, this section gives an overview of 
the relations’ respective populations of the frequency categories with test queries. For each 
expansion relation, Table 21 depicts the numbers of test queries that fall into the different 
frequency categories, depending on the term frequencies of the baseline terms and that of their 
expansion terms. 
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B: Baseline query; QE: Expanded query; : B:low; : B:middle; : B:high; : B:very high 
  

  

  

  

  

Table 21: Relation-specific populations of frequency categories 

Table 21 visualizes obvious differences in the expansion relations’ populations of frequency 
categories. As assumed at the beginning of section 7.3, test queries for the expansion with 
broader terms most frequently consist of expansion terms with very high frequencies. These 
serve to expand baseline terms with various frequencies. The inverse expansion relation of 
narrower terms, by contrast, mainly serves to expand baseline terms with very high 
frequencies. According to Table 21, the same applies to compounds.  
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The test queries for the expansion with alternative labels, term components and synonyms, by 
contrast, are rather similarly distributed across the frequency categories. Moreover, Table 21 
illustrates that a large portion of the baseline terms expanded with term components has low 
frequencies. In this case, the baseline terms consist of compounds which are expanded with a 
Boolean conjunction of term components (see section 7.1.1). Accordingly, the depicted 
expansion term frequencies refer to the conjoint occurrence of term components in the corpus’ 
documents. Despite term components often being very general terms with possibly (very) 
high frequencies, the frequencies of their conjoint occurrences are not necessarily high, as 
illustrated by the frequency category populations of term components in Table 21. 

The distribution of test queries for related terms shows two trends: The higher the baseline 
term frequency category, the more test queries tend to exist. And the higher the expansion 
term frequency category, the higher its population with test queries tends to be. 

Moreover, Table 21 provides information about the term frequencies of organization and 
project names that are used as expansion terms. Both types of expansion relations mainly 
serve to expand baseline terms with very high frequencies. The expansion terms’ frequencies, 
by contrast, are predominantly low. Hence, one can deduct that most of the organization and 
project names occur comparatively seldomly in the corpus while their baseline terms, i.e. the 
organization’s research interests and the projects’ subjects (see section 7.1.1), tend to be 
expressed in very generalized and prevalent terms. 

To summarize, the figures in Table 21 illustrate that the expansion relations’ test queries are 
in some cases very differently distributed across the frequency categories. Due to the fact that 
query term frequencies are known to have an impact on retrieval effectiveness (see section 
4.2), the following section 7.3.3 will examine whether the relations’ specific populations of 
frequency categories can explain for their differences in expansion effects.   
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7.3.3.  Frequency Category-Specific Expansion Effects of Semantic Relations 

The previous section 7.3.2 pointed out that the relations’ respective test queries are distributed 
very differently across the frequency categories which had been defined in section 7.3.1. A 
category-specific analysis of the expansion effects will therefore reveal whether the relations’ 
differences in expansion effects can be explained by their typical baseline and expansion term 
frequency categories. 

For this purpose, the category-specific evaluation measure values will be contrasted across the 
semantic relations. This way, it can be exploratively examined whether the relations’ 
differences in expansion effects can be basically attributed to their differences in the 
population of frequency categories. This would be the case if the category-specific evaluation 
measure values resembled each other across the semantic relations. To examine whether this 
holds true, the figures in Table 22 to Table 2554 present the average evaluation measure values 
that are calculated for each of the frequency categories. Moreover, common trends in the 
relations’ category-specific evaluation measure values are depicted in the tables.  

                                                 
54 In this context, it has to be noted that the calculations only take frequency categories into account to which at 
least 10 test queries are assigned. Otherwise, the figures denote the remark n/a (not applicable) for the respective 
frequency category.  
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Recall 

Table 22 presents the relations’ average recall values which are reported for the different 
frequency categories. The figures illustrate that all relations share a common trend regarding 
the dependency between the expansion term frequencies and the differences in recall which 
are induced by the expansion. As expected, the higher the expansion term frequency category, 
the higher the achieved average recall value. The opposite dependency is observable for the 
frequency categories of baseline terms: The higher the baseline term category, the lower the 
average recall value tends to be. Consequently, highest average gains in recall are often 
reported for expanding low-frequency baseline terms with expansion terms with very high 
frequencies. 

B: Baseline query; QE: Expanded query; : B:low; : B:middle; : B:high; : B:very high; n/a: not applicable 
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Table 22: Frequency category-specific recall values of different expansion relations 

The above described trends indicate that both baseline and expansion term frequencies have 
an impact on expansion effectiveness in terms of recall. However, the heights of the category-
specific effects vary between the semantic relations. This can be illustrated by the example of 
broader terms. These types of expansion terms predominantly have very high frequencies (see 
section 7.3.2) which, as stated above, tend to induce comparatively high increases in recall. 
The high average recall value of broader terms reported in section 7.2.2 is thus partly 
explainable by the predominance of expansion terms with very high frequencies in the test 
queries. Nonetheless, the  high average recall value cannot be exclusively attributed to the 
predominance of expansion terms with very high frequencies for this relation. If this were the 
case, the other relations’ categories for expansion terms with very high frequencies would 
report similar recall values to broader terms. However, this is obviously not the case: All the 
remaining relations’ recall values differ from those of broader terms in these categories, 
alternative labels and synonyms even achieving higher values than broader terms.  

Based on the observation of the relations’ differences in category-specific average recall 
values depicted in Table 22, it can be concluded that not only the baseline and expansion 
terms’ frequencies are responsible for the relations’ differences in expansion effects on recall. 
Instead, the nature of the semantic relations also has an impact on the effectiveness of query 
expansion terms in terms of recall. 

Precision and R-Precision 

As denoted in section 7.3, the expansion relations’ respective precision and R-precision value 
distributions show a high degree of resemblance. This also applies to the frequency category-
specific expansion effects of these two measures. For this reason, Table 23 exclusively 
presents the relations’ precision values while the respective figures of R-precision values are 
assembled in Appendix E.  

Table 23 depicts that overall, primarily negative average precision values are reported for the 
majority of the expansion relations’ frequency categories. Only for the expansion with 
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synonyms, positive average precision values prevail. If positive precision values are reported 
for distinct categories, these interestingly tend to occur for the expansion of low-frequency 
baseline terms. This is observable for the expansions with alternative labels, term 
components, narrower terms, related terms and synonyms. Moreover, the figures in Table 23 
illustrate a general trend that applies to all relations except synonyms: The higher the 
expansion terms’ frequency categories, the lower the average precision values tend to be.  

B: Baseline query; QE: Expanded query; : B:low; : B:middle; : B:high; : B:very high; n/a: not applicable 
  

  

  

  

  

Table 23: Frequency category-specific precision values of different expansion relations 
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The two above stated trends imply that the frequencies of baseline and expansion terms affect 
the expansion terms’ effects in terms of precision. Nonetheless, the distinct relations’ 
category-specific precision values depicted in Table 23 obviously differ in their height. 
Accordingly, the relation-typical populations of frequency categories do not suffice to explain 
for the relations’ differences in expansion effects which were reported in section 7.2.37.2.3. 
Instead, it can be concluded that the type of the expansion relation also has a decisive impact 
on the expansion terms’ respective impacts on precision. 

Relative Precision 

Table 24 depicts how the expansion relations’ relative precision values vary between the 
frequency categories.  
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B: Baseline query; QE: Expanded query; : B:low; : B:middle; : B:high; : B:very high; n/a: not applicable 
  

  

  

  

  

Table 24: Frequency category-specific relative precision values of different expansion relations 

In Table 24, only slight frequency category-specific expansion effects are detectable in terms 
of relative precision. Where they do exist, they only apply to a subset of the expansion 
relations. For example, a slight tendency of rising relative precision values going along with 
increasing expansion term frequency categories can be observed for term components, 
compounds and synonyms. The remaining expansion relations, by contrast, even show a 
slight trend for an opposite interrelation between expansion term frequencies and relative 
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precision values. Relative precision values here tend to decrease along with rising expansion 
term frequencies.  

The existence of these two different, though only slight, trends for subsets of relations already 
indicates that the nature of the semantic relations has an impact on the expansion terms’ 
effects in terms of relative precision. In addition, even those relations following a common 
trend show obvious differences in the heights of their category-specific values. These 
observations suggest that the nature of the semantic relations between baseline and expansion 
terms has a clear impact on the relative precision measure while it is only slightly influenced 
by the expansion terms’ frequencies. A systematic impact of baseline term frequencies, by 
contrast, is not observable. 

Fβ=1- and Fβ=5-Measures 

Table 25 illustrates the semantic relations’ expansion effects on the Fβ=1-measure. As denoted 
earlier in section 7.2.4, the expansion relations’ respective Fβ=1- and Fβ=5-measure value 
distributions closely resemble each other, although the average Fβ=5-measure values tend to be 
more positive. For this reason, this section is confined to presenting the relations’ category-
specific Fβ=1-measure values while their respective Fβ=5-measure values are assembled in 
Appendix F. 

The figures in Table 25 illustrate two basic trends regarding the dependency between term 
frequencies and expansion effects in terms of the Fβ=1-measure. Alternative labels, term 
components, compounds and synonyms show tendencies for average Fβ=1-measure values that 
increase along with expansion term frequencies. Moreover, these relations show another 
common trend: The lower the baseline term frequencies, the higher the gains in the Fβ=1-
measure values tend to be. The expansion with broader terms, related terms, organization 
names and project names, by contrast, shows a tendency for average F-measure values that 
decrease with rising expansion term frequency categories. While most relations thus follow 
either one of these trends, narrower terms cannot be unambiguously categorized. 
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Table 25: Frequency category-specific Fβ=1-measure values of different expansion relations 
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Overall, the above described trends illustrate that both baseline and expansion term 
frequencies have impacts on the expansion terms’ effectiveness in terms of the Fβ=1-measure. 
However, these frequencies alone do not explain for the differences between the semantic 
relations’ effects on the F-measures which were reported in section 7.2.3, as depicted in Table 
25. Eventually, distinct subsets of semantic relations show diverse trends and even within 
these subsets, the relations show variations in the category-specific heights of their F-measure 
values. Accordingly, it can be concluded that, amongst term frequencies, the nature of 
semantic relations has an impact on an expansion term’s impact regarding the F-measures. 

Summary 

This section explored the semantic relations’ expansion effects in dependency of their test 
queries’ baseline and expansion term frequencies. It revealed several frequency category-
dependent trends that were observable across several relations. For example, an overall trend 
for precision values decreasing with expansion term frequency categories could be observed 
for all relations except synonyms. Recall values, by contrast, showed a trend to increase along 
with expansion term frequency categories. Moreover, recall values tended to be higher the 
lower the baseline terms’ frequency categories were.  

These overall trends contribute to explaining why relations whose test queries mainly 
populate expansion term frequency categories at the right end of the spectrum, such as 
broader terms, induced comparatively high average gains in recall in the experiments (see 
section 7.2.2). Opposite effects were reported for relations that populate these frequency 
categories with smaller fractions of test queries. Examples are narrower terms and 
compounds, which both obtained comparatively small average recall values.  

However, the relation-specific populations of frequency categories could not completely 
explain for the differences in the relations’ expansion effects which were reported in section 
7.2.3. After all, the relations’ frequency category-specific average values would resemble 
each other more closely if this were the case. Moreover, differences in expansion effects were 
observable between the semantic relations, even when taking the relation-typical populations 
of term frequency categories into account. In conclusion, it can thus be stated that both the 
type of the semantic relation and the baseline and expansion terms’ frequencies have an 
impact on query expansion effectiveness. 

Accordingly, the nature of semantic relations is a viable criterion for estimating the 
effectiveness of an expansion term, as assumed in section 6.3. On the basis of relation-
specific expansion effects, the use of expansion terms in either the automatic or the interactive 
expansion mode can thus be determined. This will be realized in the following section 7.3.4. 

7.3.4. Semantic Relations’ Suitability for the Automatic and Interactive Query 
Expansion Modes 

The previous section 7.3.3 showed that the nature of expansion terms’ semantic relations to 
original query terms allows to estimate the terms’ expectable expansion effects. Accordingly, 
the descriptions of the relations’ respective expansion effects which were presented in 
sections 7.2.2, 7.2.4 and 7.3.3 allow to deduce which relations are best implementable in the 



 

 152

automatic expansion mode and which should be used for interactive query expansion 
purposes. This research interest had been formulated in see section 6.3 and the previous 
sections already referred to it at several points when interpreting the experimental findings. 
On the basis of the previous analyses, this section will summarize the overall effects of the 
different expansion relations to suggest their usage in either the automatic or interactive query 
expansion modes.  

Optimally, expansion terms should only be employed to automatically expand queries if their 
positive effect on recall does not co-occur with serious losses in precision. This rationale was 
also applied by [GREENBERG 2001b] when estimating the suitability of distinct thesaurus 
relations for automatic query expansion purposes (see section 4.4.1). However, the 
acceptability of losses in precision can be very situation-dependent. One can imagine 
situations where the user’s primary interest consists in detecting all relevant documents for a 
topic while possible losses in precision are of secondary interest and therefore acceptable. 
Such situation-specific requirements can best be supported through the implementation of 
interactive query expansion mechanisms (see section 3.1.4). These enable the user to 
autonomously decide whether or not losses in precision or topical switches are accepted to 
increase a query’s recall value. 

Synonyms and Alternative Labels 
The expansions with synonyms and alternative labels showed similar effects in sections 7.2.2, 
7.2.4 and 7.3.3. For this reason, these two types of expansion relation are discussed conjointly 
here. As delineated in section 7.2.2, the average effects of synonyms and alternative labels on 
both recall and precision were positive although both relations’ distributions of precision 
values also comprised negative scores (see section 7.2.4). However, small negative impacts 
tended to occur more frequently than higher negative impacts. The latter were partly 
ascribable to the effects of expansion terms with very high frequencies. At least, the terms in 
this category showed comparatively high average negative precision values in section 7.3.3. 
Disregarding synonyms and alternative labels with very high frequencies, these two semantic 
relations can thus be considered as appropriate for the automatic expansion mode. 

Term Components 
When expanding queries with term components, the expansion terms’ effects on recall and 
precision tended to be oppositional, average gains in recall often being accompanied by 
average losses in precision. However, this relation’s precision value distribution was right-
skewed, illustrating a slight dominance of positive impacts on precision (see section 7.2.4). 
Moreover, only a small average loss in precision was reported for this type of expansion (see 
section 7.2.2). Accordingly, term components are considered as appropriate for being 
implemented in either the automatic or interactive expansion mode.  

Broader Terms 
While the expansion with broader terms on average induced an important gain in recall, this 
effect was accompanied by a considerable average loss in precision (see section 7.2.2). The 
frequency category-specific analysis of expansion effects in section 7.3.3 revealed that these 
antagonistic effects were most extreme in the most populated categories of very high-
frequency expansion terms. The higher the gains in recall, the higher the losses in precision 
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tended to be. Overall, the average gains in recall were outweighed by the average losses in 
precision in most frequency categories, which was illustrated by the categories’ mainly 
negative F1-measure values. Accordingly, the queries expanded with broader terms usually 
delivered a high fraction of irrelevant documents, which was also expressed by this relation’s 
low average relative precision value (see section 7.2.2). Broader terms are therefore not 
considered as suitable for the implementation of automatic query expansion mechanisms. 
Instead, their usage should be left to the users’ decision, which suggests the usage of broader 
terms in the interactive expansion mode. Only in cases where the original query or a certain 
query facet has not delivered any or only a few result documents, the automatic expansion 
with broader terms would be justified.  

Narrower Terms 
On average, the expansion with narrower terms had only a small effect on recall (see section 
7.2.2). This can be explained by the fact that narrower terms predominantly served to expand 
baseline queries with very high-frequency terms. At least, the frequency category-dependent 
analyses in section 7.3.3 detected that the higher the frequency categories of the baseline 
terms, the smaller the expansion effects in terms of recall tend to be. Alternatively, this 
relation’s comparatively small effects on recall can be explained by the inherent nature of 
narrower terms. In the test queries, the baseline query terms often formed part of the 
expansion term or phrase like when expanding psychology with “occupational psychology” 
(see Example query 5 in section 7.1.1). In such cases, the expanded query cannot identify 
additional result documents, as compared to the baseline query, thus not having any effect on 
recall. For the largest portion of the test queries, in which baseline terms with very high 
frequencies were expanded with narrower terms, the average effects on recall were thus 
negligible while neutral or slightly negative average effects on precision were reported. 
Hence, the expansion with narrower terms would not incur serious negative effects when 
being implemented in the automatic expansion mode. However, if the reported losses in 
precision are to be prevented, these terms should be implemented in the interactive expansion 
mode.  

Related Terms 
While the average gain in recall reported for the expansion with related terms was small, this 
was accompanied by a comparatively high average loss in precision (see section 7.2.2). While 
increases in recall above average were obtained by expansion terms with very high 
frequencies, these frequency category-specific increases often went along with important 
losses in precision, even having negative impacts on the categories’ average Fβ=1-measure 
values (see section 7.3.3). Related terms should thus primarily serve for interactive query 
expansion purposes where the user can assess the suitability of the expansion terms. 

Organization Names 
In the largest part of this relation’s test queries, very high-frequency baseline terms were 
expanded with low-frequency organization names (see section 7.3.2). However, in this 
prevailing frequency category, the expansion mechanism’s impacts on retrieval effectiveness 
in terms of recall, precision, R-precision and the Fβ=1- and Fβ=5-measures were neutral (see 
section 7.3.3). Overall, this relation’s average impact on recall was also reported to be neutral, 
being accompanied by a minimally negative average impact in precision (see section 7.2.2). 
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For the remaining frequency categories, minimal gains in recall were outweighed by negative 
impacts on precision, leading to predominantly negative category-specific Fβ=1-measure 
values. Consequently, organization names should be applied in the interactive expansion 
mode rather than in the automatic one. 

Compounds 
This type of expansion terms on average had a minimal positive effect on recall and a neutral 
impact on precision (see section 7.2.2). Moreover, this expansion relation’s relative precision 
values were relatively high and the overall effects on the Fβ=1- and Fβ=1-measures were 
slightly positive. However, this relation’s precision value distribution illustrated that for the 
slight majority of the test queries, precision was negatively affected by the expansion, though 
only minimally (see section 7.2.4). Accordingly, compounds should preferably be 
implemented in the interactive mode although only minimal negative impacts on precision are 
expectable in case they are implemented in the automatic mode.  

Project Names 
The expansion with project names on average had negligible impacts on both recall and 
precision although the latter measure was slightly negatively affected by the expansion (see 
section 7.2.2). The small average effects can be explained by the relation’s populations of the 
frequency categories: Similarly to the expansion with organization names, the prevailing 
frequency category of this expansion relation combined very high-frequency baseline terms 
with low-frequency expansion terms (see section 7.3.3). In this frequency category, both the 
recall and precision measure values were on average neutrally affected by the expansion. In 
the remaining categories, minimal average gains in recall often went along with average 
losses in precision. If concept queries were automatically expanded with project names, the 
negative effects on precision would thus prevail. Consequently, the expansion with project 
names should be implemented in the interactive expansion mode.  

Summary 

This section recapitulated the findings on the relations’ respective expansion effects which 
were presented in sections 7.2.2, 7.2.4 and 7.3.3. On this basis, conclusions were drawn which 
relations are best to be implemented in the automatic expansion mode and which are better 
suited for the interactive expansion mode.  

Due to their positive effects on recall and the slight prevalence of even positive effects on 
precision in their test queries, alternative labels, synonyms and term components were 
identified as suitable candidates for the automatic query expansion mode. Narrower terms and 
compounds were suggested to be preferably implemented in the interactive expansion mode 
although it was noted that for these relations, no important negative impacts would be 
expectable in the automatic expansion mode. The remaining relations’ effects in terms of 
recall, precision, relative precision and the F-measures were more ambiguous. Accordingly, it 
was suggested to implement them in the interactive expansion mode.  

These conclusions regarding the effectiveness of expansion methods for concept queries will 
inspire the configuration of the retrieval prototypes applicable in the interactive experiments  
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which will be described in chapter 8. In addition, these prototypes will implement expansion 
mechanisms for organization and project queries. Accordingly, the following section will 
examine the effectiveness of expansion strategies for these types of queries.  

7.4. Experiments for Organization and Project Queries 
This section will address research question Q3 defined in section 6.3, asking how queries for 
project and organization names can be effectively expanded. For this purpose, automatic 
retrieval experiments for organization and project queries are conducted. This section 
describes main constituents of these retrieval experiments, namely the definition of test 
queries (section 7.4.1), the assignment of relevance judgments (section 7.4.2) and the 
application of evaluation measures (section 7.4.3).  

7.4.1. Test Queries 

To generate test queries for organization names, 100 instances of the Organization class are 
randomly selected from the ontological knowledge base (see section 6.5). To serve for the 
generation of test queries, these instances have to fulfill several criteria: Firstly, they need to 
comprise values for both the rescon:altLabelOrganization and the 
rescon:prefLabelOrganization properties whose string values will either serve as baseline 
query terms or as expansion terms in the test queries; secondly, it is ensured that both of these 
types of labels occur in the corpus. Otherwise, the labels are not considered as realistic test 
queries for the GEI corpus. This also applies to labels containing special characters which are 
unlikely to occur in real user queries55. To further ensure the authenticity of the test queries, 
occurrences of the abbreviation e.V.56 are deleted from the labels of Organization instances, 
as well as text in parentheses. 

Similar to the organization queries, test queries for project names are generated. Accordingly, 
the preferred labels and alternative labels of selected Project instances will serve either as 
baseline queries or as expansion terms in the experiments. In the ontology, these relations are 
represented by the rescon:altLabelProject and rescon:prefLabelProject properties. However, 
only a small subset of the Project instances in the ontology fulfills the above delineated 
criteria for test queries. For this reason, these experiments are conducted with a smaller 
amount of 38 test queries.  

Like in the experiments for concept queries (see section 7.1), the retrieval prototype presented 
in section 6.6 is used in these experiments. Accordingly, the test queries are sent to an index 
encompassing the abstract, title and subtitle fields of the documents in the corpus (see section 
6.7). 

7.4.2. Relevance Judgments 

Different from the case of concept queries which were examined in section 7.1, no 
automatically derivable relevance judgments are available for organization and project 
queries. Instead, the relevance judgments for the test queries have to be realized by a human 

                                                 
55 This refers to the special characters “<”, “,”, “/”, “&” and “-“ and to queries that merely consist of numerals. 
56 German abbreviation for incorporated society. 
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assessor, hence these experiments for organization and project queries are carried out on a 
smaller scale than the experiments for concept queries. 

For evaluating the effectiveness of the different expansion strategies for organization and 
project queries, the documents in the result lists of both the baseline and expanded queries are 
manually checked for their relevance. To restrict the number of relevance judgments to a 
manageable size, a maximum of 100 result documents is inspected per query. Generally, a 
document is considered as relevant if it refers to the queried organization or project. 

The actual amount of query-relevant documents contained in the corpus is hence unknown. 
Instead, the pooled sets of relevant documents which are retrieved by the pairs of baseline and 
expanded queries and classified as relevant are considered as the gold standard in these 
experiments. However, it has to be noted that the document corpus may comprise additional, 
though undetected, relevant documents which are not taken into account in the evaluation 
process, a drawback which is common to the pooling method (see section 3.2.3). But although 
the applied evaluation method thus does not allow to assess the queries’ capacity to detect all 
existing relevant documents in the corpus, it is adequate to identify effective expansion 
mechanisms for organization and project queries, as formulated in research question Q3 in 
section 6.3. 

7.4.3. Evaluation Measures 

Based on the manually assigned relevance judgments for the result documents of organization 
and project queries, the recall and precision values of the baseline and expanded queries can 
be calculated (see section 3.2.4). It has to be noted that these evaluation measures are both 
influenced by the restriction to a maximum amount of 100 analyzed result documents (see 
section 7.4.2): In case more than 100 result documents exist, only the first 100 result 
documents are thus taken into account for the calculation of the evaluation measure figures. In 
this case, the precision measure corresponds to the precision@100 measure (see section 
3.2.4). Otherwise, if the result list comprises less than 100 hits, precision is calculated across 
all result documents.  

Moreover, the queries’ Fβ=1- and Fβ=5-measure values are determined to assess the expansion 
mechanisms’ simultaneous effects on both recall and precision. The R-precision and relative 
precision measures (see section 3.2.4), by contrast, are not considered in these experiments. 
For calculating the R-precision measure, it is necessary to know the total amount of relevant 
documents in the corpus, meaning that relevance judgments would also have to be realized for 
documents beyond rank 100 in the result lists. Similarly, the relative precision measure 
requires knowledge about the relevance of the expanded queries’ additionally delivered 
documents. If the number of relevance judgments per query is restricted, the baseline and 
expanded queries will often not show any differences in the length of their result lists. 
Although their respective top 100 hits may comprise different compilations of documents, it is 
not possible to identify the fraction of relevant documents among those documents that have 
been additionally delivered by the expanded query, thus preventing the applicability of the 
relative precision measure. Against the background of a limited number of realizable 
relevance judgments, the R-precision and relative precision measures are not considered to be 
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sufficiently expressive to determine the expansion mechanisms’ effectiveness in these 
experiments. 

To sum up, the recall, precision, Fβ=1- and Fβ=5-measures will thus serve to evaluate the 
effectiveness of the expansion mechanisms for organization and project queries. For this 
purpose, differences in evaluation measure scores between baseline queries and expanded 
queries are calculated, analogously to the experiments for concept queries described in section 
7.1.  

7.5. Query Expansion Effects for Organization and Project Queries 
Leveraging the context information comprised in the ontology, three expansion strategies for 
organization and project queries are examined. On the one hand, these queries are expanded 
with the preferred labels of the Organization and Project instances to which they can be 
mapped (section 7.5.1). On the other hand, the queries are expanded with the respective 
instances’ alternative labels (section 7.5.2). Furthermore, a so-called disambiguated expansion 
strategy is applied, using ontological context information to specify possibly ambiguous 
alternative labels that serve as expansion terms (see 7.5.3). In the following, the test design 
and the results of the three types of experiments will be presented. 

As will be shown, the expansion mechanisms for project and organization queries yield 
similar results. For this reason, this section focuses on describing the expansion effects at the 
example of organization queries. The respective figures illustrating the project queries’ 
expansion effects can be found in Appendix G.  

7.5.1. Expansion with Preferred Labels 

In the first type of experiments, the preferred labels of the selected Organization and Project 
instances (see section 7.4.1) serve as baseline queries that are expanded with their respective 
alternative labels. Example query 6 illustrates this type of expansion for organization queries. 
Here, an Organization instance’s preferred label “German Youth Institute” (G: “Deutsches 
Jugendinstitut”) is expanded with its alternative label DJI, the acronym of the German 
organization name. 

E: DJI OR “German Youth Institute” 

G: DJI OR “Deutsches Jugendinstitut” 
Example query 6: Expansion of organization query with preferred label 

Similarly, expanded queries are generated for project queries. This is illustrated by Example 
query 7 where the baseline query consisting of the acronym piko is expanded with the 
preferred label “Physics in context” (G: “Physik im Kontext”). 

E: piko OR “Physics in context” 

G: piko OR “Physik im Kontext” 
Example query 7: Expansion of project query with preferred label 

Table 26 depicts how this type of expansion on average affects the baseline queries’ retrieval 
effectiveness in terms of the evaluation measures recall, precision and the F-measure for both 
organization and project queries.  
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M: Mean; SD: Standard deviation; Organ: Organization 
Difference in  

recall 
Difference  
precision 

Difference in  
Fβ=1-measure 

Difference inFβ=5-
measure 

Type of 
query 

M SD M SD M SD M SD 
Organ. 0.38 0.39 0.08 0.20 0.24 0.30 0.36 0.37 
Project 0.25 0.36 0.10 0.33 0.17 0.34 0.23 0.34 

Table 26: Average effects of the expansion with preferred labels 

As shown in Table 26, the expansion with preferred labels on average obviously has a 
positive impact on recall and precision for both organization and project queries. However, as 
high standard deviations are reported, the respective evaluation measure value distributions 
for the recall, precision and F-measures will be analyzed more in detail in the following. 

Expansion Effects on Recall 

Table 27 visualizes the distributions of the baseline and expanded queries’ recall values for 
organization queries. In addition, the distribution of differences in recall between the baseline 
and expanded queries is depicted in this table. As can be seen in Appendix G, the project 
queries’ histograms closely resemble those of organization queries. 

Baseline queries Expanded queries Differences 

   
Table 27: Recall values for the expansion of organization queries with preferred labels 

Table 27 illustrates that the recall values of the expanded organization queries most frequently 
amount to 1.00. The prevalence of this maximum value is due to the pooling method which 
was applied to assign relevance judgments (see section 7.4.2): As the result sets of the 
expanded queries usually subsume a large portion of the baseline queries’ hits and thus also 
the relevant documents listed therein, the expanded queries often obtain the maximum recall 
level. For example, if an expanded query delivered 20 relevant documents, among them 5 
documents which were already identified by the baseline query, the expanded query would be 
assigned the maximum recall value of 1.00 while the baseline query would obtain a recall 
level of 0.25. 

Table 27 further illustrates that in many test queries, the expansion with preferred labels 
induces only minimal or even neutral effects on recall. Nonetheless, the expansion overall 
often invokes an increase in recall, which is illustrated by the predominantly positive values 
for differences in recall depicted in Table 27. Negative effects on recall, by contrast, hardly 
ever occur.  
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High increases in recall are obtained if the baseline queries have identified only a small 
fraction of documents from the relevant set. This is often due to the ambiguity of the 
alternative labels that serve as baseline query terms. For example, the baseline query UBA, 
referring to the “University Library of Augsburg” (G: “Universitätsbibliothek Augsburg”), 
delivers three irrelevant result documents in which the string UBA occurs with an alternative 
meaning, namely “Federal Environment Agency” (G: “Umweltbundesamt”). In this case, the 
query’s three result documents are thus all classified as irrelevant. The expanded query, by 
contrast, produces four hits and adds one relevant document to the baseline query’s result set. 
Accordingly, the recall of the expanded query reaches the maximum value of 1.00 while the 
baseline query is assigned a recall value of zero, the expansion thus inducing a maximum 
increase in recall. As depicted in Table 27, such a maximum increase is reported for a high 
fraction of the test queries, the distribution of differences in recall showing a local peak at the 
recall level of 1.00. 

Expansion Effects on Precision 

Table 28 visualizes the precision values that are achieved by the baseline organization queries 
which are expanded with preferred labels. The table moreover depicts the histogram of the 
expanded queries’ precision values, as well as the histogram of the differences in precision 
scores between the baseline and expanded queries.  

Baseline queries Expanded queries Differences 

   
Table 28: Precision values for the expansion of organization queries with preferred labels 

Table 28 denotes that for the majority of the test queries, the expansion with preferred labels 
has a minimal or even neutral impact on precision. This also applies to project queries, as 
indicated by their closely resembling histograms that are presented in Appendix G. The 
prevalence of neutral effects on precision can be explained by the fact that the expanded query 
cannot withhold irrelevant documents which have been delivered by the baseline query, due 
to the underlying Boolean retrieval model of the retrieval prototype (see section 6.6). In the 
experiments, the fraction of relevant documents can only be increased in result sets that 
comprise more than 100 hits. Increases in precision occur if the expansion induces changes in 
the ranking which devaluate irrelevant documents of the baseline query by assigning them to 
ranks below 100. Neutral effects on precision which prevail for this expansion strategy thus 
constitute a desirable effect. 



 

 160

As shown in Table 28, a positive impact on precision is indeed reported for a small fraction of 
the test queries. This can be explained as follows: Alternative labels, which serve as baseline 
query terms in these experiments, are often ambiguous terms such as acronyms. Ambiguous 
alternative labels often invoke a high amount of irrelevant result documents and therefore 
often achieve low precision scores. The preferred labels that serve as expansion terms, by 
contrast, are predominantly long, precise, and thus unambiguous, versions of organization 
names. Similarly, the baseline queries for projects also often consist of acronyms that are 
expanded with long and precise versions of project names. Owing to these query 
characteristics, the preferred labels have a high potential to increase the fraction of relevant 
documents in the result lists and thereby improve the baseline queries’ precision scores.  

In a few test queries only, the expansion leads to a decrease in precision, namely when the 
preferred label is ambiguous. This is for example the case when the baseline query ifo is 
expanded with the preferred label “Institute for Economic Research” (G: “Institut für 
Wirtschaftsforschung”). This expansion term is ambiguous because it can also refer to similar 
institutes such as the “Lower Saxon Institute for Economic Research” (G: 
“Niedersächsisches Institut für Wirtschaftsforschung”) and the “German Institute for 
Economic Research” (G: “Deutsches Institut für Wirtschaftsforschung”). If such alternative 
senses of the preferred label occur, a negative impact on precision is induced. 

Expansion Effects on the F-Measures 

Owing to the expansion strategy’s predominantly positive effects on recall and the neutral or 
even positive effects on precision, it also induces increases in the Fβ=1-measure, as depicted in 
Table 29.  

Baseline queries Expanded queries Differences 

   
Table 29: Fβ=1-measure values for the expansion of organization queries with preferred labels 

Positive or neutral difference scores for the Fβ=1-measure are reported for the vast majority of 
the test queries while negative differences rarely occur. The same applies to the Fβ=5-measure 
whose distributions resemble those of the Fβ=1-measure, as illustrated in Appendix B. Closely 
resembling histograms are reported for project queries, as shown in Appendix G. Overall, the 
expansion with preferred labels thus has predominantly positive effects on the baseline 
queries.  
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Summary 

To summarize the effects of the expansion with preferred labels, Table 30 presents an 
overview of how expansion mechanisms can affect the test queries’ recall and precision 
values. To classify the test queries according to their expansion effects, the table draws a 
distinction between increases and decreases in recall and precision that are brought about by 
the expansion, as well as between neutral effects on the recall and precision measures.  

: Positive effect, : Negative effect, : Neutral effect, ? : Indefinite effect 
Recall  

Increase Neutral Decrease 

Increase 
  ?  

Neutral 
   

P
re

ci
si

on
 

Decrease ?    
Table 30: Overall effects of the expansion mechanisms 

Taking an expansion mechanism’s simultaneous effects on a test query’s recall and precision 
values into account, its overall expansion effect can be categorized as either positive, 
negative, neutral or indefinite expansion, as visualized in Table 30. Test queries with 
increases in recall are only classified as positively affected if these increases coincide with 
neutral or even positive effects on precision. By contrast, test queries in which decreases in 
recall or neutral impacts on recall were accompanied by similar effects on precision are 
classified as negatively affected. For test queries where decreases in precision coincided with 
increases in recall or vice versa, the expansion mechanism’s overall effectiveness is denoted 
as indefinite as it is highly dependent on the situation-specific importance that is attributed to 
the recall and precision measures respectively. 

Figure 26 depicts how the organization-related test queries can be classified according to the 
schema presented in Table 30 while statistics about the designated portions of test queries in 
the distinct categories are denoted in Appendix I.  

 

Figure 26: Overall effects of expanding organization queries with preferred labels 

Figure 26 shows that the majority of the organization-related test queries (68%) was 
positively affected by the expansion with preferred labels. As denoted in Appendix I, similar 
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effects are reported for a large portion of the project queries (52.6%). The prevalence of these 
positive expansion effects is explainable by the fact that the expansion with preferred labels 
often induced increases in recall that were hardly ever accompanied by losses in precision. 
Instead, the increases in recall usually went along with neutral or even positive impacts on 
precision. Expanding organization queries with preferred labels can thus be considered as a 
promising automatic query expansion strategy. 

7.5.2. Expansion with Alternative Labels 

In this type of experiments, the preferred labels of the selected Organization and Project 
instances (see section 7.4.1) serve as baseline queries which are expanded with the instances’ 
respective alternative labels. As indicated in the previous section, alternative labels often 
denote acronyms of organization and project names while preferred labels usually express 
their long versions. This is illustrated by Example query 8 where the baseline query for the 
preferred label “German Youth Institute” (G: “Deutsches Jugendinstitut”) is expanded with 
the acronym for the German organization name, DJI. 

E: “German Youth Institute” OR DJI 
G:“Deutsches Jugendinstitut” OR DJI 

Example query 8: Expansion of organization query with preferred label 

Similarly, the expansion with alternative labels is applied to project queries. In Example 
query 9, the preferred project label “Physics in context” (G: “Physik im Kontext”) serves as 
the baseline query which is expanded with the project’s acronym piko. 

E: “Physics in context” OR piko 
G:“Physik im Kontext” OR piko 

Example query 9: Expansion of project query with preferred label 

Table 31 depicts how the expansion with alternative labels on average affects the retrieval 
effectiveness of the organization and project queries.  

M: Mean; SD: Standard deviation; Organ: Organization 
Difference in 

recall 
Difference in 

precision 
Difference in 
Fβ=1-measure 

Difference in 
Fβ=5-measure 

Type of 
query 

M SD M SD M SD M SD 
Organ. 0.41 0.37 -0.22 0.32 0.15 0.50 0.36 0.42 
Project 0.27 0.35 -0.14 0.33 0.00 0.39 0.20 0.37 

Table 31: Average effects of the expansion with alternative labels 

Table 31 illustrates that the average gain in recall which is induced by the expansion 
mechanism is accompanied by an average loss in precision. Moreover, the table shows that 
the more importance is attributed to recall in the F-measure, the higher the reported average 
gain which is brought about by the expansion. Due to the average negative impact on 
precision, the automatic expansion of organization and project queries with alternative labels 
seems to be acceptable only in situations where recall is attributed more importance than 
precision and where losses in the latter measure are acceptable. 
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As Table 31 depicts that the distributions of evaluation measure values display high standard 
deviations, the distinct value distributions will be analyzed in more detail in the following.  

Expansion Effects on Recall 

Table 32 visualizes the distributions of the recall values which are achieved by the baseline 
and expanded queries for organization names. In addition, the figure depicts the distribution 
of the resulting differences in recall between the baseline and expanded queries. Again, the 
respective histograms of project queries can be found in Appendix G, testifying that the 
histograms closely resemble those of the organization queries depicted in Table 32. 

Baseline queries Expanded queries Differences 

   
Table 32: Recall values for the expansion of organization queries with alternative labels 

Table 32 shows that for the majority of the test queries, the expansion with alternative labels 
has a positive impact on recall, reaching as far as the maximum difference score of 1.00. 
However, for many test queries, no difference in recall is reported and a few outlier queries 
are even negatively affected by the expansion57.  

Expansion Effects on Precision 

Table 33 visualizes the baseline and expanded organization queries’ distributions of precision 
values, as well as the distribution of values for differences in precision between these two 
types of queries. The respective histograms for project queries are assembled in Appendix G.  

                                                 
57 This negative effect can be explained by the applied pooling method (see section 7.4.2), according to which 
only the first 100 resulting documents of the baseline and expanded queries are taken into account in the 
evaluation measure calculations. If a baseline query delivers a higher fraction of relevant result documents 
among the first 100 hits than the expanded query, the baseline query’s recall value is higher than that of the 
expanded query, even if the latter may have delivered additional relevant documents beyond rank 100. 
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Baseline queries Expanded queries Differences 

   
Table 33: Precision values for the expansion of organization queries with alternative labels 

Table 33 shows that, for about half of the organization queries, the expansion with alternative 
labels has a neutral or minimally positive impact on precision. Neutral impacts on precision 
are reported in two cases: Either the expanded query does not deliver any additional irrelevant 
documents or the fraction of irrelevant documents in the result set remains stable. For the 
remaining organization queries, whose precision values are not neutrally affected by the 
expansion, predominantly negative effects on precision are reported. This can be explained by 
the fact that the baseline queries, usually long and precise versions of organization names, 
frequently achieve the optimal precision score of 1.00, as depicted in Table 33. If these 
queries are expanded with alternative labels, the prevalent ambiguity of these expansion terms 
(see above) is often accountable for losses in precision. 

Expansion Effects on the F-Measures 

Table 34 depicts how the Fβ=1-measure values of organization queries are affected by the 
expansion with alternative labels while the respective Fβ=5-measure value distributions can be 
found in Appendix H. The closely resembling histograms for project queries are presented in 
Appendix G. 

Baseline queries Expanded queries Differences 

   
Table 34: Fβ=1-measure values for the expansion of organization queries with alternative labels 

As reported in Table 34, the expansion with alternative labels on average has a positive 
impact on both the Fβ=1- and Fβ=5-measures, especially on the latter. However, the Fβ=1-
measure value distribution depicted in Table 34 reveals that, despite the average values being 
positive, both positive and negative scores for differences in the F β=1-measure are reported for 
the test queries. The same holds true for the Fβ=5-measure value distribution depicted in 
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Appendix H. The expansion mechanism’s overall impacts on retrieval effectiveness is thus 
ambiguous for organization queries. This also holds true for project queries, as indicated by 
the respective histograms in Appendix G. 

Summary 

In the above described experiments, most of the test queries already achieved optimal 
precision scores for the baseline queries if these were made up by preferred labels of 
Organization or Project instances. In these cases, the expansion with alternative labels could 
only increase retrieval effectiveness by gains in recall. The expansion with alternative labels 
was thus most effective if it led to an increase in recall without inducing a loss in precision. 
As depicted in Figure 27, this positive effect applied to 48% of the test queries. For the 
project queries, a slightly lower percentage of positive effects (32%) is reported in Appendix 
I. In return, these test queries were more frequently neutrally affected by the expansion with 
alternative labels. 

 

Figure 27: Overall effects of expanding organization queries with alternative labels 

For the remaining 52% of the organization queries which were not positively affected by the 
expansion with alternative labels, the expansion showed either neutral, indefinite or negative 
effects: In 5% of the test queries, the expansion’s effect was neutral as the queries’ recall and 
precision values remained stable while 22% of the test queries showed ambiguous effects 
where increases in recall were accompanied by losses in precision. For the remaining 25% of 
the test queries, a negative effect was reported, their recall values remaining stable while the 
precision values decreased. 

As the expansion with alternative labels showed negative impacts on precision for a 
considerable portion of the test queries, the usage of alternative labels for the automatic 
expansion of organization and project queries is only recommendable in situations that require 
high recall values while the precision values are considered as subordinate. Alternatively, 
disambiguation strategies may help to counteract the expanded queries’ partly negative 
impacts on precision. Optimally, these strategies should leverage the expansion mechanism’s 
positive effect on recall while at the same time minimizing its frequent detrimental effect on 
precision. The effectiveness of such a strategy will be examined in the following section 
7.5.3. 
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7.5.3. Disambiguated Expansion with Alternative Labels and Context 
Information 

As shown in the experiments in the previous section, expanding organization and project 
queries with alternative labels can positively affect the queries’ recall values. However, 
alternative labels serving as expansion terms are often ambiguous terms which run the risk of 
affecting the baseline queries’ precision figures negatively. 

This section examines whether disambiguation methods can reduce the above described 
deficiency of alternative labels. For this purpose, the occurrence of alternative labels in result 
documents is linked to that of terms which specify the queried organization’s semantic 
context. For example, when using the alternative label SFB to expand the baseline query for 
“Sender Freies Berlin”, a former German radio station58, additional disambiguation terms 
could specify that the acronym SFB refers to a radio station and not to the similarly 
abbreviated term “special educational needs” (G: “Sonderpädagogischer Förderbedarf”). 

The ontology comprises information that can be leveraged for this purpose, many 
Organization instances being interlinked with Concept instances that express their interests 
(see section 6.5.1). These relationships are described by the rescon:organizationHasInterest 
property. For example, the above mentioned organization “Sender Freies Berlin”, is reported 
to deal with the topics broadcasting (G: Rundfunk), radio (G: Radio), television (G: 
Fernsehen), tv (G: TV) and “political education” (G: “Politische Bildung”). Similarly to 
Organization instances, Project instances are interlinked with Concept instances designating 
the subjects they deal with. These relationships are represented by the 
rescon:projectHasSubject property (see section 6.5.1).  

In the experiments, the above described context information is taken into account when 
expanding organization and project queries with alternative labels: In the case of organization 
queries, the disambiguation terms are made up by the queried organizations’ interests while 
for project queries, project subjects serve as disambiguation terms.With the aim of specifying 
the meaning of the possibly ambiguous alternative labels, their occurrences in the result 
documents are tied to the occurrence of at least one disambiguation terms. Documents in 
which the alternative labels, serving as expansion terms, do not occur in combination with any 
of the disambiguation terms will thus not be retrieved.  

To examine the effectiveness of this so-called disambiguated expansion strategy, the test 
queries from the previous experiment (see section 7.5.2) are used, provided that context 
information is available for them. Accordingly, the expansion effects on 74 organization 
queries and 38 project queries can be analyzed. On average, 6.76 disambiguation terms can be 
generated for the organization queries while an average number of 15.05 disambiguation 
terms is employed to expand the project queries.  

Example query 10 illustrates the process of defining disambiguated expanded queries. .It 
depicts how the alternative label SFB, which serves to expand the query for the organization 

                                                 
58 In 2003 the SFB merged with the East German Broadcasting Brandenburg (ORB) to the Rundfunk Berlin-
Brandenburg (RBB). 
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name “Sender Freies Berlin”, is disambiguated by several terms that designate the queried 
organization’s interests, namely broadcasting, radio, television, tv and “political education”. 

E:“Sender Freies Berlin”  
OR (SFB AND broadcasting) 
OR (SFB AND radio) 
OR (SFB AND television) 
OR (SFB AND tv) 
OR (SFB AND “political education”) 

G:“Sender Freies Berlin”  
OR (SFB AND Rundfunk) 
OR (SFB AND Radio) 
OR (SFB AND Fernsehen) 
OR (SFB AND TV) 
OR (SFB AND “Politische Bildung”) 

Example query 10: Disambiguated expanded organization query 

Similarly to Example query 10, Example query 11 illustrates how a disambiguated expanded 
query version is constructed for a project query. Here, the project query “physics in context” 
is expanded with the alternative label piko which is tied to the occurrence of the projects’ 
subjects which are listed in the ontology (see section 6.5.1). 

E:"Physics in context" 
OR(piko AND “physics classes”) 
OR(piko AND “teaching culture”) 
OR(piko AND class) 
OR(piko AND development) 
OR(piko AND “teacher training”) 
OR(piko AND teacher) 
OR(piko AND student) 
OR(piko AND physics) 
OR(piko AND “natural sciences”) 
OR(piko AND “basic education”) 
OR(piko AND “teaching-learning process”) 
OR(piko AND “teaching concept”) 

G:"Physik im Kontext" 
OR(piko AND Physikunterricht) 
OR(piko AND Lehrkultur) 
OR(piko AND Unterricht) 
OR(piko AND Entwicklung) 
OR(piko AND Lehrerfortbildung) 
OR(piko AND Lehrer) 
OR(piko AND Schüler) 
OR(piko AND Physik) 
OR(piko AND Naturwissenschaften) 
OR(piko AND Grundbildung) 
OR(piko AND Lehr-Lern-Prozess) 
OR(piko AND Unterrichtskonzeption) 

Example query 11: Disambiguated expanded project query 

To examine the effectiveness of the disambiguated expansion strategy, the disambiguated 
expanded queries’ effectiveness is compared to that of the respective baseline queries. This 
procedure allows to calculate the average impact that the disambiguated expansion 
mechanism has on the baseline queries’ recall, precision and F-measure values. These impacts 
are expressed in terms of difference scores between the baseline and expanded queries which 
are presented in Table 35 for both organization and project queries.  

M: Mean; SD: Standard deviation; Organ: Organization 
Difference in 

recall 
Difference in 

precision 
Difference in 
Fβ=1-measure 

Difference in 
Fβ=5-measure 

Type of 
query 

M SD M SD M SD M SD 
Organ. 0.26 0.33 -0.11 0.25 0.15 0.39 0.24 0.34 
Project 0.13 0.27 -0.09 0.22 0.01 0.21 0.08 0.21 

Table 35: Average effects of the expansion with alternative labels 

According to Table 35, the disambiguated expansion mechanism induces an average increase 
in recall that is accompanied by an average loss in precision, like the expansion with 
alternative labels described in section 7.5.2. 

To examine whether the disambiguated expansion strategy is more successful than the mere 
expansion with alternative labels, the average evaluation measure values depicted in Table 35 
can be compared to those reported for the mere expansion with alternative labels presented in 
Table 31 in section 7.5.2. This comparison illustrates that overall, the disambiguated 
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expansion strategy is successful in restricting the average losses in precision which are 
brought about by the expansion with alternative labels. These losses are reduced from M = -
0.22 to M = -0.11 for organization queries and from M = -0.14 to M = -0.09 for project 
queries. 

However, the average recall values reported in Table 35 for the disambiguated expansion 
strategy are lower than those for the expansion with alternative labels (see Table 31 in section 
7.5.2). More specifically, the average gain in recall reported for organization queries is 
reduced from M = 0.41 to M = 0.26 while the project queries’ average increase in recall 
diminishes from M = 0.27 to M = 0.13. 

The comparison of the two expansion mechanisms’ effects will be continued in the summary 
of this section while the following paragraphs first of all describe the experimental results 
regarding the disambiguated expansion strategy’s impacts on the recall, precision and F-
measures.  

Expansion Effects on Recall 

The disambiguated expansion strategy’s effects on the test queries’ recall values are 
illustrated in Table 36. The table depicts that for the vast majority of the test queries, the 
disambiguated expansion induces gains in recall. A similar trend is observable for the 
disambiguated expansion of project queries whose histograms are assembled in Appendix G.  

Baseline queries Expanded queries Differences 

   
Table 36: Recall values for the disambiguated expansion of organization queries with alternative labels and 

organizations’ interests 

Expansion Effects on Precision 

Table 37 depicts how the disambiguated expansion strategy affects the baseline queries’ 
precision values of the organization queries. Evidently, for a high fraction of the test queries, 
the expansion induces neutral or only slightly positive effects on precision while for the 
remaining queries negative effects are reported. As can be seen in Appendix G, a similar 
effect can be observed for project queries. 



 

 169

Baseline queries Expanded queries Differences 

   
Table 37: Precision values for the disambiguated expansion of organization queries with alternative labels and 

organizations’ interests 

Expansion Effects on the F-Measures 

As indicated above, the goal of the disambiguated expansion strategy consists in reducing the 
negative effects on precision which are induced by the mere expansion with alternative labels 
(see section 7.5.2). However, as indicated above, this strategy’s overall success in reducing 
losses in precision is achieved at the expense of gains in recall. These overall oppositional 
effects are also expressed by the expansion strategies’ Fβ=1-measure values which are depicted 
in Table 38. The table shows that in terms of the Fβ=1-measure, a considerable fraction of the 
test queries is neutrally affected by the disambiguated expansion mechanism. As depicted in 
Appendix G, similar effects are visualized by the F-measure histograms for project queries. 

Baseline queries Expanded queries Differences 

   
Table 38: Fβ=1-measure values for the disambiguated expansion of organization queries with alternative labels 

and organizations’ interests 

Summary 

The disambiguated expansion strategy aimed to reduce the negative impacts on precision that 
were induced by the mere expansion with alternative labels (see section 7.5.2). As the 
disambiguated expansion strategy overall obtained a less negative average precision value 
than the expansion with alternative labels, it proved successful in this respect. Nonetheless, 
the restriction of the average loss in precision went along with a smaller average gain in 
recall, as compared to the mere expansion with alternative labels.  
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To compare the effectiveness of the two expansion strategies in more detail, Figure 28 
contrasts the two expansion mechanisms’ effects at the level of test queries. For this purpose, 
the figure only takes those organization queries into account to which both types of expansion 
strategies could be applied, the disambiguated expansion and the mere expansion with 
alternative labels, amounting to 74 organization queries. Similarly, the overall effects of the 
two expansion strategies are contrasted for project queries in Appendix I.  

 

Figure 28: Overall effects of expanding organization queries with alternative labels and context information 

Recalling that the disambiguated expansion strategy’s primary goal consisted in reducing the 
alternative labels’ negative impacts which were primarily due to negative impacts on 
precision, Figure 28 proves its success, albeit partial. While negative expansion effects could 
be observed for 28% of the organization queries which were merely expanded with alternative 
labels, the fraction of negatively affected test queries was reduced to 15% by the 
disambiguated expansion strategy. For project queries, negative expansion effects were 
reduced from 18% of the test queries to 10.52% (see Appendix I). In return, the fractions of 
positively and neutrally affected test queries were increased through the disambiguated 
expansion strategy, both for the organization queries and for the project queries.  

The above described results indicate that the disambiguated expansion strategy is appropriate 
for withholding irrelevant documents that were often delivered if ambiguous alternative labels 
had been used as expansion terms. At the same time, the disambiguated expansion strategy 
increased the fraction of test queries for which an overall positive impact on retrieval 
effectiveness was reported, as compared to the mere expansion with alternative labels, even if 
comparatively lower fractions of gains in recall were induced by this expansion strategy. 
However, these restricted gains in recall should not be interpreted negatively. Eventually, the 
disambiguated expansion strategy still induced gains in recall, as compared to the users’ 
baseline queries.  

In summary, it can be stated that the disambiguated expansion strategy induced the desired 
effect of withholding irrelevant documents and thereby restricting the negative impacts on 
precision which had been identified as an undesired side effect of the expansion with 
alternative labels. If alternative labels are to be used for automatically expanding organization 
or project queries, the disambiguated expansion strategy should thus be preferred to the mere 
expansion with alternative labels.  
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7.6. Conclusion for Automatic Query Expansion Experiments 
This section summarizes the main results of the automatic query expansion experiments with 
reference to the research questions defined in section 6.3. On the one hand, the automatic 
experiments investigated how different semantic relations affect the effectiveness of concept 
queries and on the other hand, they identified effective strategies for the expansion of project 
and organization queries.  

7.6.1. Semantic Relations’ Effects for the Expansion of Concept Queries 

In the context of research question Q2, the two research hypotheses H11 and H12 were tested. 
With reference to these two hypotheses, the experimental results presented in sections 7.2 and 
7.3 are summarized here.  

Research Hypothesis H11 

H11 postulated that the usage of each of the nine semantic relations for the generation of 
expansion terms would have a significant impact on the effectiveness of the relations’ 
respective baseline queries. The relations’ effects were examined in terms of five evaluation 
measures, namely recall, precision, R-precision, relative precision and the Fβ=1- and Fβ=5-
measures. The experiments revealed that all expansion relations’ impacts on the baseline 
queries’ effectiveness were indeed significant in terms of all evaluation measures, apart from 
only two exceptions (see section 7.2.1).  

Moreover, the analyses in sections 7.2.2 and 7.2.4 disclosed both commonalities and 
differences in the way the expansion relations affected the baseline queries’ evaluation 
measure values. For example, all expansion relations were shown to have significantly 
positive effects in terms of recall. Most of the relations’ impacts on precision, by contrast, 
were predominantly negative. These findings raised interest for research hypothesis H12, 
namely to assess whether the semantic relations differed as to how they affected the 
evaluation measures. Amongst others, this analysis aimed to identify relations that have 
especially positive effects on recall which are not accompanied by serious losses in precision, 
which would suggest their usage as expansion terms in the automatic expansion mode.  

Research Hypothesis H12 

To approach the analysis of differences in the relations’ expansion effects and thereby test 
research hypothesis H12, the relations’ respective average evaluation measure values were 
compared in section 7.2.2. The results of these comparisons supported the assumption of 
differences between the semantic relations. In order to base this conclusion not only on the 
comparison of single-figure average values but on the relations’ value distributions, paired U-
Test comparisons were conducted in section 7.2.3. These comparisons revealed that the vast 
majority of the relations significantly differed from one another in terms of their effects on 
recall, precision, R-precision, relative precision and the Fβ=1- and Fβ=5-measures (see section 
7.2.3). Research hypothesis H21 was thus supported for the majority of the paired 
comparisons of the relations’ effects.  

However, the test results did not yet provide information about the nature of the relations’ 
differences although section 7.2.2 already indicated that most relations on average had 
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antagonistic effects on the recall and precision measures. Predominantly positive effects on all 
evaluation measures, by contrast, were reported for only a few relations. To allow for an 
estimate about the relations’ suitability for generating expansion terms for the automatic 
expansion mode, their evaluation measure value distributions were analyzed and compared in 
detail in section 7.2.4. These analyses revealed that large portions of the test queries were 
only neutrally or minimally affected by the expansion mechanisms. This was indicated by the 
fact that the distributions of difference scores between their baseline and expanded queries 
shared a mode at zero.  

Apart from this, the analyses demonstrated that the distributions often resembled each other 
regarding their forms, for example most of the recall value distributions being right-skewed 
and the majority of the precision value distributions being left-skewed. With respect to 
precision, only the distributions of alternative labels, term components and synonyms showed 
strikingly different shapes. These relations’ value distributions approximated a normal 
distribution with a mode at one, though being slightly right-skewed. Accordingly, these 
distributions comprised similar portions of positive and negative values, the former slightly 
outweighing the latter. Due to their comparatively limited negative impacts on precision, as 
compared to the remaining relations, alternative labels, term components and synonyms were 
identified as possible candidates for automatic query expansion. 

The analysis of the relations’ expansion effects in section 7.2.4 also called attention to the fact 
that all expansion relations showed wide spreads of in their respective evaluation measure 
value distributions, indicating relation-internal differences in expansion effects. For example, 
the recall values of all relations covered the full range of values between zero and one and 
their precision value distributions covered both positive and negative values. It was therefore 
assumed that, apart from the nature of the expansion relation, another criterion may have had 
an impact on an expansion term’s effectiveness, namely its baseline and expansion terms’ 
frequencies. As the relations partly differed strongly in the population of frequency categories 
with test queries (see section 7.3.2), it was exploratively analyzed whether the relations’ 
differences in expansion effects were attributable to their relation-typical distributions of 
baseline and expansion term frequencies.  

The frequency-dependent analysis of expansion effects revealed several trends that were 
observable across relations regarding the recall, precision, R-precision, relative precision and 
Fβ=1- and Fβ=5-measures. For example, precision and R-precision values tended to decrease 
along with expansion term frequency categories. By contrast, recall was higher the lower the 
baseline frequency categories were and recall values often showed a trend to increase along 
with expansion term frequencies. For the relative precision measure, by contrast, category-
specific trends are were less obvious.  

The observability of frequency-dependent trends across relations indicated that baseline and 
expansion term frequencies both have an impact on an expansion term’s effectiveness. 
However, apart from the above stated common trends in frequency-dependent retrieval 
effects, the relations showed differences in their frequency category-specific effects. If the 
baseline and expansion term frequencies alone were able to explain for the differences in the 
relations’ expansion effects, their relations’ category-specific values would have closely 
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resembled each other. However, the explorative analyses of the category-specific expansion 
effects revealed that the relations showed obvious differences in their category-specific 
evaluation measure values.  

It was thus concluded that not all differences between the relations’ evaluation measure value 
distributions are explainable by the impacts of  term frequencies. Instead, both the nature of 
the semantic relations and the relation-specific query term frequencies have an impact on the 
relations’ expansion effects. To summarize the results of the explorative analyses in section 
7.3.3, it can be stated that the effectiveness of ontology based query expansion terms is thus 
influenced by at least three factors: the expansion term’s semantic relation to the baseline 
query term and the term frequencies of both the baseline and expanded query terms.  

Accordingly, the semantic relation between an expansion term and the original query term is 
one criteria which may serve to estimate its effectiveness. Based on this assumption, the 
observed differences in the semantic relations’ expansion effects were taken as a basis for 
deciding which terms are suitable to be used in the automatic expansion mode. Based on the 
detailed analyses of the semantic relations’ expansion effects in sections 7.2.2, 7.2.4 and 
7.3.3, alternative labels, synonyms and term components were identified as appropriate 
candidates for the automatic expansion mode in section 7.3.4. The remaining relations, by 
contrast were considered to be best implementable in the interactive expansion mode. These 
decisions will serve as a basis for implementing query expansion mechanisms for concept 
queries in the retrieval prototype which will be presented in section 8.8.  

7.6.2. Semantic Relations’ Effects for the Expansion of Project and Organization 
Queries 

In the experiments described in section 7.4, three different strategies for the expansion of 
organization and project queries were examined. With reference to research question Q3 
defined in section 6.3, asking how queries for project and organization names can be 
effectively expanded, the main results of the experiments are summarized in the following. 

Expanding organization and project queries with preferred labels was shown to have a 
predominantly positive impact on recall that usually did not even coincide with losses in 
precision (see section 7.5.1). Instead, the precision values of many test queries even increased 
along with the recall values. Even if the expansion did not induce an increase in recall, 
precision was usually not negatively affected in the test queries. Taking the expansion 
strategy’s simultaneous impacts on the test queries’ recall and precision values into account, 
the strategy showed primarily positive impacts. As overall negative impacts were rare, the 
expansion with preferred labels is considered suitable for an automatic implementation: It 
either improves the users’ original queries’ effectiveness or it does not induce any visible 
effect. 

Compared to the expansion with preferred labels, the usage of alternative labels as expansion 
terms on average induced a slightly higher average gain in recall (see section 7.5.2). However, 
the experiments illustrated that in many test queries, this gain was accompanied by partly 
serious losses in precision. These were mainly due to the frequent ambiguity of alternative 
labels, often denoting acronyms of organization and project names. This type of expansion 
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mechanism thus showed the potential for increasing recall, nonetheless leaving unanswered 
the question how the frequently supplied irrelevant documents can be withheld. 

To circumvent this problem, the effectiveness of a disambiguation strategy was examined in 
section 7.5.3. It used context information of the queried organizations and projects to specify 
the expansion terms’ partly ambiguous meanings. Compared to the mere expansion with 
alternative labels, the disambiguated expansion strategy induced a lower average loss in 
precision. Moreover, the fraction of test queries whose overall effectiveness was negatively 
affected could be reduced by the disambiguated expansion strategy, as compared to the mere 
expansion with alternative labels. Even if decreases in precision could not be completely 
circumvented by the disambiguated expansion strategy, it clearly reduced the severity of 
negative side effects brought about by the expansion with alternative labels in a high fraction 
of the test queries. If alternative labels are to be used for the automatic expansion of 
organization queries, the disambiguated expansion strategy is thus clearly preferable to the 
mere expansion with alternative labels.  

7.6.3. Methodological Discussion 

At this point, some methodological decisions are discussed that have an impact on the 
interpretation and the practical significance of the experimental results which were 
summarized in the previous sections 7.6.1 and 7.6.2. In particular, this concerns the artificial 
test design in the automatic experiments, the significance of the results, the applied methods 
for deriving relevance judgments, as well as characteristics of both the document corpus and 
the employed ontology. 

Artificiality 

The experiments described in this chapter followed the tradition of automatic retrieval 
experiments (see section 3.1.4) which typically suffer from several drawbacks concerning the 
artificial character of the test design (see section 3.2.2). 

For example, it may be criticized that the employed test queries had not been derived from 
real situations. Moreover, only single-facet queries were employed as test queries in the 
experiments although real user queries in the GEI are of course not restricted to this type of 
queries (see section 5.6.4).  

Moreover, only one expansion term at a time was used for the expansion of the test queries 
while in practice, several expansion terms may of course be conjointly applied. For example, 
all available synonyms may be used for expansion purposes. Nonetheless, the focus on single-
facet queries and on using one expansion term at a time had several methodological 
advantages: On the one hand, it restricted the complexity of the experiments and ensured the 
comparability of the expansion mechanisms’ respective effects. On the other hand, it allowed 
to examine the relations’ respective impacts on retrieval effectiveness based on a large scale 
of test queries for which relevance judgments could be automatically derived (see section 
7.1.2).  
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In the end, the automatic experiments employed the entirety of the possible combinations of 
ontology derived baseline and expansion terms as test queries. These test queries thus 
constituted a broad base for the calculation of the relation-specific query expansion effects. 
As a side-effect of the experiments, the query expansion effects of all expandable single-facet 
queries were thus determined for the GEI document corpus.  

Although the automatic experiments were based on a realistic environment (see section 6.4), 
they showed several restrictions in realism that were portrayed above. However such 
restrictions are not uncommon for automatic retrieval experiments that use high amounts of 
test queries. In exchange, automatic experiments allow to base the experimental findings on a 
broad foundation. Accordingly, the partly artificial test design in this thesis allowed to 
compare the relative expansion effects of different semantic relations and to describe the 
characteristics of their relation-specific evaluation measure value distributions on a broad 
basis of test queries.  

Significance of the Results 

In the experiments on concept queries, several hypotheses were statistically tested, namely the 
sub-hypotheses of H11 and H12 (see sections 7.2.1 and 7.2.3). The applied significance tests 
in section 7.2 revealed highly significant results with regard to many of the sub-hypotheses of 
H11 and H12. In this context, it has to be noted that large amounts of test queries were 
employed for the experiments, a circumstance which increases the likelihood of detecting 
highly significant results.  

When testing research hypothesis H12, stating that the semantic relations show significant 
differences in their expansion effects, the compilation of the samples of test queries may 
moreover have had an impact on the test results. As delineated in section 7.1.1, the entirety of 
available test queries were employed for each of the semantic relations. Accordingly, the 
relations’ average expansion effects were compared on the basis of different sets of test 
queries. This may have increased the probability of detecting significant differences in the 
relations’ expansion effects. However, this procedure allowed to assess the relations’ 
expansion potential on the basis of the entirety of the available vocabulary terms, thereby 
determining the expansion effects in the basic population of test queries.  

Relevance Judgments 

For assessing the result documents’ relevance of such a high amount of test queries as used in 
the automatic experiments, the intellectual assignment of relevance judgments was not 
feasible (see section 7.1.2). In such situations, the pooling method (see section 3.2.3) is often 
applied, though implying that the identified sets of relevant documents are possibly 
incomplete. Similarly, the alternative method for automatically deriving large-scale relevance 
judgments based on the documents’ keywords, which was applied in section 7.1.2, also 
suffered from the drawback of disregarding possibly relevant documents. The same applied to 
the intellectually assigned relevance judgments on pooled sets of documents that were 
realized for organization and concept queries in section 7.4.2. 
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Moreover, it has to be noted that the applied relevance judgments were artificially strictly 
interpreted (see section 7.1.2). This circumstance should be taken into account when 
interpreting the evaluation measure values reported in the automatic experiments. In real 
retrieval situations, the users’ judgments on the relevance of documents may be more flexible 
than the relevance judgments which were used in the automatic experiments. For example, a 
user who does not find any information about a specific topic may also be satisfied with a 
document that discusses a broader related topic. But dynamic search processes, such as focus 
switches, were not taken into account in the automatic experiments. If documents did not 
directly discuss the queried topic but a related topic, the respective documents were classified 
as irrelevant. The strict interpretation of relevance judgments may thus explain for the 
expansion mechanisms’ overall rather small positive impacts on retrieval effectiveness. 

The above described drawbacks of incomplete and artificially strict relevance judgments may 
thus have entailed the calculation of unrealistically low evaluation measure figures. In the 
relations’ evaluations measure value distributions presented in section 7.2.4, this was 
indicated by the prevalence of modes at one. Moreover, the average gains in recall were 
reported to be relatively small, the highest average difference in recall being obtained by 
broader terms and amounting to M = 0.14 (see section 7.2.2). The overall small gains in recall 
can be explained by the disregard of potentially relevant documents in the query-specific sets 
of relevant documents. This may for example have occurred if semantically similar terms had 
been used for indexing the GEI documents, owing to the cooperative indexing efforts of 
different partnering institutions (see section 5.6.1). If such indexing terms with similar 
meanings were not declared as synonyms in the thesaurus (see 5.6.1), the documents with the 
respective synonymous keywords were not comprised in the queries’ sets of relevant 
documents. If expanded queries identified additional relevant documents which were not 
comprised in these sets, the queries were mistakenly reported not to have increased recall. For 
this reason, the experimental recall figures may be considerable lower than the actual recall 
figures.  

For the same reason, the expansion mechanisms’ impacts on precision reported in the 
experiments may be more negative than the actual figures. If expanded queries delivered 
relevant documents that did not form part of the identified sets of relevant documents, these 
relevant documents affected the precision scores unjustly negatively. In practice, the 
expansion relations’ effects on retrieval effectiveness may thus be more positive than 
indicated by the automatic experiments. This methodological drawback should be taken into 
consideration when interpreting the practical impacts of the experimental results. Nonetheless, 
the automatically derived relevance judgments were appropriate for pursuing the main goal of 
the experiments, namely to assess and compare the relative expansion effects of the different 
semantic relations.  

Document Corpus 

When interpreting the results of the automatic experiments, it has to be noted that these were 
influenced by the characteristics of the test collection. Owing to the fact that the expansion 
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relations’ effects were assessed in a specific retrieval environment, the German Education 
Index, the experimental results are possibly not directly transferrable to other corpora.  

However, the use of test corpora is common in IR tests (see section 3.2.1). Only with their 
help, the effects of different retrieval methods can be compared. For example in the TREC 
evaluation series, a common document corpus usually serves to compare the results of 
different research groups (see section 3.2.3). Analogously, the automatic experiments in this 
thesis compared different query expansion methods based on a stable document corpus. This 
approach served to pursue the experiments’ goal to assess differences in the relations’ 
respective expansion effects. Moreover, the experimental results have a practical impact for 
the application context for which effective expansion mechanisms could be identified. 

Ontology Quality and Coverage 

Apart from the document corpus, the quality and coverage of the underlying ontology from 
which expansion terms were derived also had an impact on the results of the automatic 
experiments. As described in section 6.5, the employed ontology was semi-automatically 
created and not systematically developed as a linguistic resource. Moreover, the ontology was 
by no means completely defined, as far as the semantic relationships between its instances are 
concerned. 

The ontology’s quality and coverage may thus have affected the results of the automatic query 
expansion experiments. These aspects are also discussed by [NÁGYPAL 2007] and 
[STRASUNSKAS and TOMASSEN 2008] who point out the possible imperfection of ontologies 
and its impact on search effectiveness. 

Related to the ontology’s restrictions in quality and coverage, several drawbacks of the 
ontological knowledge base emerged in the automatic experiments. For example, the interests 
of organizations turned out to be frequently expressed by means of very general terms in the 
ontology (see section 7.3.2). If these terms were expanded with organization names, the 
expansion effects were thus minimal (see section 7.2.2). Moreover, many test queries in the 
automatic experiments were not affected at all be the expansion mechanisms (see section 
7.2.4). This observation indicates a lack of congruence between the vocabularies of the 
ontology and the document corpus.  

The experimental results are thus very dependent on the characteristics of the ontology. For 
this reason, a detailed description of the ontology vocabulary’s characteristics was given in 
section 6.5.2 and Appendix A which described the sources of the ontology’s instances and 
relations. Moreover, section 7.3.2 provided an overview of the document frequencies of the  
ontology derived query and expansion terms which were used in the automatic experiments. 
On this basis, comparisons to similarly structured knowledge sources can be drawn, which, to 
a limited extent, allows for transferring the experimental findings to other domains.  
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8. Interactive Query Expansion Experiments 
The interactive experiments which will be subject of this chapter build upon the results of the 
automatic experiments which were described in the previous chapter 7. Based on the therein 
findings on the semantic relations’ respective expansion effects, different versions of an 
interactive retrieval prototype will be implemented.  

In addition, several of the methodical drawbacks of the automatic experiments which were 
delineated in section 7.6.3 can be overcome in the interactive experiments. Although the 
interactive test design still creates an artificial experimental situation, it is much more realistic 
than the setting in the automatic experiments. Firstly, this is due to the fact that real users 
work on realistic retrieval tasks in the interactive experiments. Secondly, the level of 
authenticity is increased by allowing the users to reformulate their queries as often as they 
like without imposing any constraints regarding the complexity of their query formulations. 
Furthermore, the interactive retrieval experiments allow to study not only the expansion 
mechanisms’ effectiveness in a user-centered and more realistic environment, but also their 
impact on the users’ search behavior. 

Table 39 summarizes which of the research questions and hypotheses defined in section 6.3 
will be addressed in the interactive experiments: On the one hand, the effectiveness of 
ontology based query expansion mechanisms is examined and on the other hand, the users’ 
query (re-)formulation behavior is analyzed. 
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Interactive experiments 

Q1: Potential of ontology based query expansion 

Which potential does a semi-automatically created domain ontology offer for the purpose of query expansion? 

Q4: Effectiveness of ontology based query expansion 
Does the implementation of ontology based query expansion mechanisms have an impact on retrieval 
effectiveness? 

Retrieval effectiveness: 
 H13: RecallAUT > RecallB 

 H14: RecallINT > RecallB 

 H15: RecallINT > RecallAUT 

 H16: PrecisionAUT ≠ PrecisionB 

 H17: PrecisionINT ≠ PrecisionB 

 H18: PrecisionINT ≠ PrecisionAUT 

Number of collected documents: 
 H19: CollDocAUT > CollDocB 

 H110: CollDocINT > CollDocB 

 H111: CollDocINT > CollDocAUT 

DistinctDocuments measure: 
 H112: DDAUT > DDB 

 H113: DDINT > DDB 

 H114: DDINT > DDAUT 

Pre-click confidence: 
 H115: PCCAUT > PCCB 

 H116: PCCINT > PCCB 

 H117: PCCINT > PCCAUT 

Q5: Query expansion behavior 

How do ontology based query expansion mechanisms affect the users’ query (re-)formulation behavior? 

Helpfulness of expansion terms: 
 H118: RatingPositive > RatingNegative 

Number of query reformulations: 
 H119: RefB > RefAUT 

 H120: RefINT > RefB 

 H121: RefINT > RefAUT 

Query complexity: 
 H122: ComplexityINT > ComplexityB 

 H123: ComplexityINT > ComplexityAUT 

Table 39: Research questions and hypotheses addressed in the interactive query expansion experiments 

This chapter starts with delineating the experimental framework of the interactive 
experiments. This comprises the experimental test design (section 8.1), the data collection 
methods (section 8.2), characteristics of the test persons (section 8.3), the retrieval topics 
(section 8.4), the relevance judgments (section 8.5), the evaluation measures (section 8.6), the 
significance tests (section 8.7) and the three versions of the retrieval prototype (section 8.8). 
Finally, the results of the interactive experiments are presented (section 8.9) on whose basis 
conclusions on the above listed research questions are drawn in section 8.10. 
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8.1. Experimental Design 
To examine the impacts of ontology based query expansion mechanisms, interactive retrieval 
experiments with three retrieval system versions were realized (see section 6.2). To compare 
the system versions’ respective impacts on the search process and its outcome, an 
experimental test design had to be defined. More specifically, it had to be decided whether to 
apply a within-groups design or a between-groups design (see section 3.2.2). 

In interactive IR evaluation studies, the within-groups design has classically been applied 
because this design allows for direct system comparisons (see section 3.2.2). As delineated in 
section 3.2.3, this design was also commonly deployed in the TREC Interactive Tracks to 
compare the effectiveness of interactive IR systems. However, it has one major drawback, the 
high susceptibility of training effects (see section 3.2.2): If users subsequently work with 
different retrieval system versions, they are likely to get used to certain system functionalities. 
In interactive query expansion experiments, the users might for example get accustomed to 
the usage of expansion terms in one system version, which might affect their search behavior 
in the other system versions.  

Moreover, applying the within-groups design to retrieval experiments implies that the 
employed retrieval topics all have similar levels of difficulty and specificity (see section 
3.2.2). This implicit assumption is often taken for granted, though not formally assessed when 
evaluating interactive IR systems. In the between-groups design, by contrast, where all users 
work on the same topics, topic-specific effects can even be assessed for topics with varying 
levels of difficulty and specificity. 

In order to take such possible variances in the topics’ difficulty into account and to prevent 
training effects, this study preferred the between-groups design to the within-groups design. 
However, this was at the expense of direct system comparisons. Moreover, the between-
groups design entailed a slightly higher inter-individual variability than the within-groups 
design and therefore required bigger sample sizes (see section 3.2.2). 

Apart from adhering to the between-groups design, the experimental setup was nonetheless 
strongly inspired by the evaluation methodology applied in the TREC Interactive Track (see 
section 3.2.3). The therein applied framework allowed to experimentally compare the 
effectiveness of interactive retrieval systems. While cross-site-comparisons had proven 
difficult in the TREC Interactive Tracks, their experimental design was considered as well-
suited to compare the effectiveness of different retrieval system versions in the interactive 
experiments.  

In the last of the TREC Interactive Tracks, at least 16 subjects worked on eight retrieval 
topics, as delineated in section 3.2.3. Accordingly, seven retrieval topics were defined for the 
planned experiments and more than 16 subjects worked under each of the three testing 
conditions. In the experiments, each user group worked with a distinct retrieval system 
version. To minimize the impact of inter-individual differences, the subjects were randomly 
assigned to these conditions. These possible inter-individual differences refer for example to 
the users’ subject knowledge and search expertise, factors which were shown to have an 
impact on the users’ search behavior and effectiveness (see section 4.4.1). 
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The three retrieval system versions which were deployed in the interactive experiments were 
all based on the same basic retrieval prototype (see section 6.6), though differing in the levels 
of ontology based query expansion support they offered. While the baseline system version 
did not possess any query expansion functionalities, the automatic system version 
implemented an automatic query expansion component. This also formed part of the 
interactive system version which further generated interactive suggestions of query expansion 
terms. These three system versions, hereafter referred to as the baseline, automatic and 
interactive systems, will be presented in more detail in sections 8.8.1 to 8.8.3.  

At the beginning of the experiments, all three user groups were shown a video explaining the 
systems’ respective search functionalities. This method of introducing the system to the users 
guaranteed a high level of standardization. Amongst others, the video introduced the systems’ 
basic search syntax and a functionality for collecting result documents. By means of this 
functionality, the users could collect documents they considered as relevant for a given 
retrieval topic. As the three retrieval system versions partly differed in the functionalities they 
offered, each user group was shown a system-specific version of the video.  

After the video presentation, the users had six minutes time at their disposal to familiarize 
themselves with the retrieval system. This means that the users did not work on a predefined 
topic but could dispatch queries of their own interest. After this time span, the actual retrieval 
experiment started. As indicated above, all users worked on the same set of retrieval topics. 
The topics were presented to the users in randomized order. This way, order effects, such as 
training or fatigue, were controlled for.  

For the accomplishment of each of these topics, the users had five minutes time. This time 
span was shorter than in the latest TREC Interactive Tracks which, however, had partly 
allowed the users to switch to the next topic as soon as they had finished the current one (see 
section 3.2.3). The present study, by contrast, instructed the users to fully exploit the fixed 
time span of five minutes. By restricting the time for task completion to a relatively short time 
span, users were moreover prevented from autonomously stopping the search sessions ahead 
of time, which would have decreased the search sessions’ comparability. 

One aspect that often impairs the authenticity of interactive experiments is the restriction of 
search sessions to a single query iteration or the mere simulation of interactive query 
formulations like in several studies on knowledge based query expansion that were presented 
in section 4.4. In the interactive experiments of the present study, by contrast, several query 
iterations were allowed to achieve a possibly realistic retrieval setting. 

As stated above, the experimental design of the interactive experiments was thus mainly 
inspired by the test design that had evolved throughout the TREC Interactive Tracks. The 
described deviations from its testing standards were due to the goals of guaranteeing a high 
level of comparability between the users’ search sessions and taking the retrieval topics’ 
varying levels of difficulty into account. 
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8.2. Data Collection Methods 
Figure 29 gives an overview of the different data collection methods which were applied in 
the interactive experiments. Prior to the actual retrieval test, a pre-questionnaire on the users’ 
background was handed out. During the retrieval test, query logfiles recorded data on the 
users’ interactions with the retrieval systems. Finally, after having completed the retrieval 
tasks, the users were asked to fill out a post-questionnaire on their search experiences. 

 

Figure 29: Data collection methods in the interactive experiments 

As delineated in section 3.2.4, user-centered evaluations have emerged as the method of 
choice for assessing the effectiveness of interactive retrieval systems, as for example stressed 
by [BORLUND and RUTHVEN 2008] and [PETRELLI 2008]. In this context, [PETRELLI 2008] 
recommends to gather not only objective but also subjective data and to combine quantitative 
and qualitative methods of analysis (see section 3.2.4). The experiments conducted in the 
present study strived to meet these requirements by applying a compilation of data collection 
methods. Table 40 on the one hand categorizes these different methods according to the types 
of data they collected (be it objective or subjective). On the other hand, the table depicts 
whether quantitative or qualitative methods of analysis can be applied to the collected data.  

Type of data  

Objective Subjective 

Quantitative Interactive IR experiments: 
Number and relevance of collected 
documents  

Query logfiles: Statistics about 
search behavior

Post-questionnaire: User ratings of 
retrieval system functionalities and 
usability aspects 

M
et

h
od

 o
f 

an
al

ys
is

 

Qualitative Pre-questionnaire: User 
characteristics 

Query logfiles: Data about search 
interactions 

Post-questionnaire: User 
comments on search experience 

Table 40: Data collection methods applied in the interactive query expansion experiments 

Table 40 depicts that the users’ search success was assessed by objective and quantifiable 
criteria of retrieval effectiveness: Established IR evaluation measures that are based on the 
number and relevance of collected documents were applied. Query logfiles in which the 
users’ interactions wih the retrieval systems were recorded yield complementary objective 
data about the search process that can be quantitatively analyzed. Additionally, subjective 
data on the users’ search experience was gathered in the post-questionnaire. Objective and 
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qualitatively analyzable data on user characteristics was collected in the pre-questionnaire. 
The post-questionnaire recorded both subjective, but still quantifiable data on the users’ 
search experience, as well as user comments that can be qualitatively analyzed. The query 
logfiles moreover allow to interpret distinct search sessions not only quantitatively but also 
qualitatively. This way, distinct user actions can be traced to gain a deep understanding of the 
users’ interactions with the retrieval systems.  

In the following paragraphs, the above mentioned data collection methods, namely the pre-
questionnaire, the query logfiles and the post-questionnaire, will be elaborated on in more 
detail.  

Pre-Questionnaire 

As a standard method of assessing the theoretical and professional background of the test 
persons (see section 4.5), a pre-questionnaire was employed. This questionnaire recorded for 
example the users’ field of study, their age, their connection to the domain of educational 
research and their usage of the German Education Index (GEI). On the one hand, the 
questionnaire served to identify whether the test persons were typical users of the GEI. On the 
other hand, the given information can serve to determine whether certain user characteristics 
had a systematic impact on the users’ search behavior and on their search effectiveness. 
However, the randomized assignment of users to the testing conditions should have 
minimized such possible impacts (see section 8.1). 

Query Logfiles 

During the retrieval test, all of the users’ interactions with the retrieval system were logfiled. 
The logfiles recorded the queries that were formulated by the users, the ids of the inspected 
and collected documents and the length of the result lists. Moreover, the usage of 
automatically and interactively generated expansion terms was recorded. The logfile entries 
thus allow to trace the users’ subsequent query reformulations, the applications of expansion 
terms and the usage of distinct search functionalities. Figure 30 presents an excerpt of a query 
logfile which was gathered during the interactive experiments.  

 
Figure 30: Sample excerpt from the query logfiles of a search session59 

The logfile excerpt in Figure 30 presents an initial query formulation, namely the three-
faceted query for measures AND “language support” AND migrants AND preschool. As this 
query led to an empty result set, it was reformulated by deleting a query facet, namely 
measures. The new, more general query formulation induced two hits, one of which was 

                                                 
59 Please note that the users in the experiments issued German language queries. For the purpose of illustration, 
the sample logfile was translated into English. 
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How satisfied were you with the ranking of the search results?

Not satisfied Rather dissatified Rather satisfied Fully satisfied Do not know

viewed by the user (the document with the id 80982). The logfile moreover documents that 
the user finally selected this document as relevant for the given retrieval topic.  

Post-Questionnaire 

As exemplified by the studies of the TREC Interactive Track (see section 3.2.3), 
questionnaires are an established method of gathering not only background information about 
the test users but also data about their subjective search experience. In the present study, the 
users were therefore asked to fill out a post-questionnaire covering aspects of usability, user 
satisfaction and subjective search experience after having accomplished the retrieval tasks. 
Moreover, the questionnaire requested the users to rate selected search functionalities such as 
different types of expansion term suggestions. 

Three system-specific versions of the post-questionnaire were compiled which. These had 
been adapted to the different system versions’ search functionalities. For example, only the 
users working with the automatic and interactive systems were asked about their opinion on 
the automatic query expansion functionality which was not implemented in the baseline 
system. Similarly, ratings of interactive query expansion functionalities which only formed 
part of the interactive system were only included in the respective version of the post-
questionnaire.  

Apart from the system-specific questions, the three versions of the post-questionnaire also 
comprised a common set of questions. For example, the users were asked how satisfied they 
were with their success in the completion of the retrieval tasks. Furthermore, they could judge 
search functionalities which were common to all system versions like the underlying ranking 
mechanism and the systems’ basic query formulation functionalities.  

Figure 31 exemplarily presents a question which stems from the post-questionnaire. It 
assessed the users’ satisfaction with the retrieval systems’ ranking mechanism. The users’ 
answers to the quantitatively analyzable questions of the post-questionnaire were all recorded 
on 5-point Likert scales. These answer scales comprised labels ranging from not satisfied (1) 
to very satisfied (4). Moreover, the answer category labeled do not know (5) allowed for 
abstentions in case users were undecided about their opinion regarding a certain question. 

 

Figure 31: Sample question from the post-questionnaire 

In addition to the quantitatively analyzable data, the post-questionnaire also collected a small 
amount of data that can be qualitatively analyzed. Openly defined questions gave the users 
space for freely expressing their search experiences, delineating possible problems with the 
retrieval systems and formulating suggestions for system improvements. This data can serve 
to detect problems that may have occurred throughout the experiments. If such problems are 
identified, possibly distorted data can be excluded from the analysis. 
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8.3. Test Persons 
The test persons that were recruited for the interactive experiments were meant to resemble 
typical users of the GEI since conducting experiments with unrealistic subjects has, for 
example, been criticized as a drawback of the TREC Interactive Tracks (see section 3.2.3). To 
ensure the authenticity of the users in the present study, the pre-questionnaire asked the test 
persons about their educational and professional background. To determine whether the test 
persons represented typical users of the GEI, these data could then be compared to the results 
of the online survey among users of the German Education Portal, a selection of its findings 
having been presented in section 5.6.4. 

To prevent unintended interference effects between user characteristics and search behavior 
during the experiments, the users were randomly assigned to the three groups (see section 
8.1). Accordingly, user characteristics were expected to be similarly distributed across the 
three user groups. To examine whether this was the case, the figures in Table 41 illustrate the 
users’ answering behavior in the pre-questionnaire by user group. The baseline system’s 
group comprises´d 22 users, that of the automatic system was made up of 20 users and that of 
the interactive system consisted of 20 users.  

The figures in Table 41 depict information about the users’ field of activity, their final degree, 
their relation to the educational domain, their current function, their age and gender, as well as 
their previous usage of the GEI.  
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*: multiple answers allowed  
Table 41: User characteristics by user group 

Figure 3: Relation to the educational domain* 
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Field of Activity 
As delineated in section 5.6.3, most participants in the online survey had a background in 
educational research. To ensure that the answers to the present study’s pre-questionnaire 
would be comparable to the results of the online survey, it employed the same answer 
categories to record data about the users’ fields of activity. Figure 32 shows that the most 
frequently selected answer category in all user groups was educational research/pedagogics, 
similarly to the GEI users’ answers in the online survey (see section 5.6.3). Other frequently 
selected categories were those labeled social sciences, psychology and Other, the latter 
category often designating a lectureship activity. This applied to all three user groups. 
Obviously, the randomized assignment of users to the three groups had thus induced a well-
balanced distribution of answers. 

Final Degree 
As the online survey had observed that the GEI was predominantly addressed for 
accomplishing research-related tasks (see section 5.6.3), the present study strived to recruit 
test users with an academic background. As illustrated in Figure 33, all test person fulfilled 
this criterion, either being in the course of their studies or already having accomplished a final 
degree, apart from one exception (an educator). 

Relation to the Educational Domain 
As the GEI is a domain-specific retrieval system, the pre-questionnaire assessed whether the 
test participants all had a relation to the educational domain, for example taking the form of a 
corresponding academic background or practical experiences in education-related fields. 
Figure 34 shows that, except for one missing value, all participants selected at least one of the 
answer categories denoting practical or theoretical relations to the domain of education. The 
most frequently selected answer category was labeled field of study, which held true for all 
system versions. 

Current Function 
The majority of the study participants states they were enrolled as students at the time of the 
experiments. As illustrated in Figure 35, this applied to all three system versions. Although 
the students category had been selected only sixth frequently by the GEI users that had 
answered the online survey where the category of research assistants had been prevalent, it 
has to be noted that this survey was not representative for the GEI (see section 5.6.3). Instead, 
the survey served to identify typical user characteristics, such as an academic background in 
education-related fields, that the students definitely showed. They could thus be considered as 
a typical group of GEI users. 

Age 
The age distribution of the participants depicted in Figure 36 indicates that the majority of the 
test users were within a typical student age cohort, the categories ranging from 21 to 25 and 
from 26 to 30 years being most frequently selected. This was the case in all three user groups. 
However, Figure 36 depicts that the baseline system’s users (M = 24.86) were on average 
about five years younger than those of the automatic system (M =29.15) who, again, tended to 
be slightly younger than the interactive system’s users (M = 30.30). 
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Gender 
Figure 37 illustrates that the majority of the test users were female. This holds true for all 
system versions. 

Previous Usage of the GEI 
The pre-questionnaire further assessed whether the test users were familiar with the GEI. As 
illustrated in Figure 38, the majority of the participants stated not to have used the GEI before. 
While this held true for all system versions, the baseline system user group comprised an 
especially high percentage of users who were not familiar with the GEI.  

With reference to the online survey, it can be stated that all test persons showed typical 
characteristics of GEI users. Their background thus underpinned the authenticity of the 
experiments’ test design. Except for slight differences in the groups’ age distributions, the 
users’ answers did not show any systematic differences between the three groups. As the user 
characteristics tended to be similarly distributed across the groups, the probability of 
experimental bias owing to inter-individual variances had been minimized by the users’ 
randomized assignment to the groups (see section 8.1). Consequently, interference effects that 
would have been attributable to the users’ background and that might have affected the results 
of the system comparisons were unlikely to occur.  

8.4. Topics 
As the GEI is usually addressed for research-related tasks (see section 5.6.3), recall-oriented 
retrieval goals where users strive to get an overview of a certain topic can be considered as a 
typical use case for the GEI. This is also suggested by the high portion of subject search steps 
which were reported for the GEI (see section 5.6.4). It was assumed that one common 
research-related task consists in gathering scientific documents for getting an overview of a 
certain research topic. Accordingly, research-related topics that focused on identifying 
documents for a certain topic, i.e. recall-oriented topics, were defined for the experiments.  

Moreover, the effectiveness of query expansion mechanisms is expected to be highest for the 
support of such recall-oriented tasks, as indicated by the results of the automatic query 
expansion experiments (see chapter 7). The interactive experiments therefore focused on 
assessing the effects of query expansion mechanisms in the accomplishment of recall-
oriented, research-related tasks. 

With the aim of defining realistic topics for the domain of educational research, the retrieval 
topics were predominantly derived from query logfiles of the GEI, the respective logfile 
entries being listed in Appendix J. One retrieval topic was further derived from a database that 
recorded user requests about education-related topics which had been answered by the 
information specialists working at the Information Center for Education. 

A further criterion for the selection of search topics was the existence of topic-related 
background information in the ontological knowledge base (see section 6.5). Only if such 
information was available, the ontology’s potential for query expansion purposes could be 
assessed. Moreover, the test topics needed to be covered by the GEI’s document corpus, 
which was verified by a human assessor. 
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To examine the ontology’s potential for expanding different types of queries, the defined 
topics partly differed in the type of information that is queried for. While all of the topics 
asked for information about concepts from the educational domain, some of them further 
included references to domain-specific project or organization names.  

As delineated in section 4.5, two different types of recall-oriented topic definitions were 
commonly applied in the TREC Interactive Tracks: those measured in terms of user recall and 
those measured by aspectual recall (see section 3.2.4). For the present study, five recall-
oriented topics were defined and two aspectual one. The recall-oriented topics requested the 
users to collect as many relevant documents as possible for a certain topic, thus measuring 
retrieval success in terms of user recall. In the two remaining aspectual recall-topics, by 
contrast, the users were asked to collect as many relevant documents as possible that cover 
different aspects of a topic. Accordingly, retrieval effectiveness was measured in terms of 
aspectual recall in these topics. 

All topic definitions were expressed in a similar way which is illustrated by the two example 
topics presented in Table 4260. While the first example shows a recall-oriented topic 
definition, the second one illustrates how aspectual topics are defined. The topic definitions 
all included a detailed description of criteria that indicated a document’s topical relevance, 
similarly to the topic definitions in the TREC Interactive Tracks (see section 3.2.3).  

Id Topic definition 
1 Imagine you were working on a research paper about the following topic: Decisions of the KMK61on 

educational standards for language classes.  
In the given time, please collect as many documents as possible that are relevant for working on the topic.  
Those documents are relevant that name, describe or refer to one or more decisions of the KMK on 
educational standards for language classes. 

2 Imagine you were working on a research paper about the following topic: Survey of projects for 
promoting reading in schools. 
For the survey you want to assemble information about as many distinct projects as possible. In the given 
time, please collect documents that name, describe or refer to as many different projects on reading 
promotion as possible. 
Relevant are documents that refer to one or more projects. 

Table 42: Examples for topic definitions 

The following Table 43 gives an overview of the main contents of the seven retrieval topics 
which were used in the interactive experiments while an overview of the detailed topic 
formulations can be found in Appendix K. The table further illustrates whether the topics 
focused on user recall or on aspectual recall. 

                                                 
60 Please note that the original topics were defined in German language and that the users accordingly also issued 
German language queries. 
61 Abbreviation of Kultusministerkonferenz: the Standing Conference of the Ministers of Education and Cultural 
Affairs of the Länder in the Federal Republic of Germany. 
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Topic id Topic definition Type of topic 

1 Decisions of the KMK on educational standards for language classes User recall 

2 Survey of projects for promoting reading in schools Aspectual recall 

3 The influence of PISA62 results on elementary pedagogics User recall 

4 Measurements for language support for migrants in preschool in Germany User recall 

5 Introduction of geometric figures in class User recall 

6 Survey of projects of the IPN (Leibniz Institute for Science and 
Mathematics Education) about the topic of chemistry classes 

Aspectual recall 

7 Open learning in foreign language classes in secondary school User recall 
Table 43: Overview of topic definitions 

As stressed by the research activities which were realized in the context of the TREC Robust 
Track, the variability between topics is often higher than that between systems (see section 
3.2.3). As the topics’ levels of difficulty were not known prior to the experiments, system 
comparisons were realized at the topic level in the experiments. To realize cross-topic system 
comparisons despite the topics’ possibly varying levels of difficulty, the three systems’ 
respective samples of valid search sessions would have needed to be equal in size.  

However, even the topic level comparisons were expected to indicate whether certain system 
versions excelled others in topics that proved especially difficult to deal with in the 
experiments. As delineated in section 3.2.3, this capacity is an important criterion for 
determining the robustness of a retrieval system (see section 3.2.3).  

8.5. Relevance Judgments 
In the interactive experiments, the pooling method was applied (see section 3.2.3) for 
identifying sets of relevant documents. This method allows to calculate figures of retrieval 
effectiveness without needing to assess the relevance of every single document in the corpus. 
For each topic, the pooled set of documents that had been collected by the entirety of the 
different system versions’ users was determined. These documents’ relevance was then 
judged by human assessors.  

As stated in section 3.2.3, figures of retrieval effectiveness which are based on this pooling 
method rather give information about relative than absolute retrieval effectiveness. 
Nonetheless, the main goal of the interactive experiments could be realized by means of these 
relative figures of retrieval effectiveness, namely to draw comparisons between the three 
system versions. 

The intellectual relevance judgments were realized by seven information specialists in the 
field of educational research. In order to guarantee consistency in the topic-specific ratings, 
each of these assessors carried out the relevance judgments for a distinct topic. On the whole, 
between 44 and 102 result documents had to be assessed for the seven different retrieval 
topics (see Appendix L). These relevance assessments were recorded by means of an 
assessment tool, a screenshot of which is presented in Appendix M. This tool provided a 
functionality to mark each of the collected documents as either relevant, non-relevant or 

                                                 
62 Programme for International Student Assessment. 
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partly relevant. It thus allows for the notion of partial relevance which was also applied in the 
last TREC Interactive Tracks (see section 3.2.3).  

A document was considered as relevant if it covered all aspects of the topic definition. The 
distinction between partially and completely relevant documents can be exemplarily 
illustrated by topic 3 that asked the users to collect documents which describe the influence of 
the PISA results on elementary pedagogics. If a document discussed the PISA study’s general 
impact on pedagogics without explicitly referring to elementary pedagogics for example, it 
was classified as partially relevant. Only if the domain of elementary pedagogics was 
explicitly mentioned, a document was considered to be fully relevant for this topic.  

The assessment tool also allowed the information specialists to denote which topical aspects 
were covered by those documents which had been collected for the two aspectual topics. For 
example, topic 6 asked the users to collect documents that mention as many different projects 
as possible that the IPN had carried out in the field of chemistry instruction. In the assessment 
tool, the name(s) of the project(s) which was/were referenced in the result documents could 
thus be denoted. This information allows to assess the retrieval effectiveness in the aspectual 
topics by means of the aspectual recall and precision measures.  

8.6. Evaluation Measures 
As delineated in section 8.2, the interactive experiments collected data that can be 
qualitatively analyzed, as well as data that can be quantitatively analyzed. The latter type of 
data will allow to apply a variety of evaluation measures which are presented in Table 44. 
These were gathered in the interactive retrieval experiments, by the query logfiles and the 
post-questionnaire.  

Type of data  

Objective Subjective 

M
et
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od
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Quantitative Interactive IR experiments:  
 User recall, aspectual recall 
 User precision, aspectual precision 
 Number of collected documents 
 Number of distinct relevant documents 
 Pre-click confidence 

Query logfiles: 
 Number of query reformulations 
 Fraction of interactive reformulation 

steps 
 Effects of interactive reformulations 
 Types of reformulations 
 Query complexity 
 

Post-questionnaire:  
 Subjective search experience (managing 

the system, time for familiarizing with the 
system, perceived success, query 
complexity, query effectiveness, usage of 
document terms for query reformulations, 
problems) 
 Rating of further system functionalities 

(ranking mechanism, query formulation 
functionalities, traceability of the query 
interpretation) 
 Rating of helpfulness of automatic query 

expansion functionality 
 Rating of overall usability and helpfulness 

of different types of interactive expansion 
terms 
 Rating of helpfulness of different types of 

reformulation buttons 

Table 44: Evaluation measures applied for quantitative data analysis in the interactive experiments 

As depicted in Table 44, the evaluation measures user recall, user precision, aspectual recall 
and aspectual precision (see section 3.2.4) will be applied to compare the three user groups’ 
retrieval effectiveness in the interactive experiments. While user recall and user precision will 
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serve to assess the retrieval effectiveness in the recall-oriented topics, aspectual recall and 
aspectual precision will be applied to determine the effectiveness in the aspectual recall-topics 
(see section 8.4). Moreover, the retrieval effectiveness of the three systems will be compared 
in terms of the number of collected documents, the number of distinct relevant documents and 
the pre-click confidence measure. 

From the query logfiles, quantifiable information about the number of viewed and selected 
documents was gained, as well as about the number of query reformulations and the 
complexity of the users’ queries. The logfiles further provide information about the number 
and nature of employed expansion terms, as well as about the effects of these expansion 
terms. 

After having accomplished the retrieval tasks, the users were interrogated about their search 
experience in the post-questionnaire. Amongst others, they were asked to rate general system 
functionalities and to judge the usefulness of the automatic and interactive expansion 
functionalities, dependent on the retrieval system version they had worked with.  

The above listed evaluation criteria serve to assess whether and how the objective retrieval 
effectiveness and the users’ subjective search experiences vary between the different system 
versions. The experimental results will thus shed light on the effects that the ontology based 
query expansion mechanisms had on both the search process and its outcome in the different 
system versions. 

8.7. Significance Tests for System Comparisons 
To address the research hypotheses formulated in section 6.3 and recapitulated at the 
beginning of this chapter, the interactive experiments compared the effectiveness of the three 
retrieval sysem versions in terms of the evaluation measures which were enumerated in the 
previous section 8.6. As the three system versions implemented different levels of query 
expansion support, the hypotheses posited differences to exist between the retrieval 
effectiveness, the user ratings and their interactions in the three system versions. More 
specifically, the hypotheses formulated assumptions about the respective scores of two system 
versions. For example, H13 posited that the automatic system would outperform the baseline 
system in terms of recall. Accordingly, significance tests for paired system comparisons were 
conducted to test the hypotheses. Although the test design comprised three factors, namely the 
three system versions, only paired comparisons were able to examine which pairs of systems 
in particular show significant differences. 

Considering the systems’ user groups as independent samples, the T-Test for independent 
samples and the U-Test were applicable for the paired comparisons. While the T-Test requires 
the data to be interval scaled, the U-Test can also be applied to ordinal scaled data. Moreover, 
the T-Test is based on the presumption that the samples’ value distributions approximate 
normal distributions. To examine whether this premise is met, the Kolmogorov-Smirnov Test 
(K-S Test) can be applied [KOLMOGOROV 1933]. Value distributions deviate significantly 
from normal distributions if the K-S Test’s resulting significance level p is smaller than 0.05. 
In case the precondition of normally distributed values is not met, the non-parametric 
alternative to the T-Test, the U-Test, is applicable. As delineated in section 7.2.3, it compares 



 

 193

two samples by the ranks of their pooled sets of values. The probability of two samples 
originating from the same basic population is expressed by the level of significance p. 
Depending on the fulfillment of the tests’ preconditions, either the T-Test or the U-Test was 
thus applied to analyze the experimental results in the interactive experiments.  

Like in the automatic experiments (see chapter 7), an alpha level of 0.05 was used for all 
statistical tests in the context of the interactive experiments. Accordingly, a p value below 
0.05 indicates differences between two samples to be statistically significant. Depending on 
the definition of the research hypotheses, be they directed or non-directed, either one-tailed or  
two-tailed probability values (p) will be reported respectively. Due to the comparatively small 
sample sizes in the interactive experiments, marginally significant test results (p ≤ 0.10) will 
also be reported, indicated by the abbreviation ms. 

8.8. Retrieval System Versions 
In the interactive experiments, the document corpus described in section 6.7 was employed. It 
remained stable across all system versions which thus accessed the same search indexes. As 
described in section 6.6, the basic retrieval prototype was augmented with a user search 
interface for the interactive experiments. While its main retrieval functionalities were 
common to all system versions, the automatic and interactive system versions implemented 
ontology based query expansion mechanisms that were not accessible in the baseline system. 
The following section 8.8.1 presents the baseline system version, thereby describing the 
functionalities which were shared by all system versions whereas the additional 
functionalities of the automatic and interactive system versions are elaborated on in detail in 
sections 8.8.2 and 8.8.3. 

8.8.1. Baseline System 

After an introductory phase in which the users could familiarize themselves with the retrieval 
systems (see section 8.1), they were presented the definition of the first retrieval topic. As 
soon as the users had read the topic, they had to activate the task completion phase by clicking 
onto a start button which directed them to the search mask presented in Figure 39. 

Time: Seconds1

2 Freetext search

Keyword search
Freetext search Please enter a query.

>> Document list
>> Help page
>> Retrieval task

3

Start search

Figure 39: Search mask of the baseline system63 

As explained in section 8.1, the users were allocated five minutes for the completion of each 
topic, the remaining time being shown in the navigation bar (1). At any time during the search 
sessions, the users could recall the current topic definition by following the respective link in 
the navigation bar (3). Another link to the document list led to a page which displayed the 
documents that the users had already collected for the current topic. As soon as the time for 
task completion had elapsed, the users were automatically presented the next topic definition. 

                                                 
63 Please note that the search interface was designed in German language. For the purpose of illustration, the 
screenshots are presented with English labels in this thesis. 
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(PISA AND result)

As shown in Figure 39, the navigation bar further listed a link to the help page (3). This page 
could also be addressed at any time during the search process. It presented an overview of the 
system’s main retrieval functionalities. The help page explained for example that entered 
query terms were by default combined by the Boolean AND operator, just like in the live 
version of the GEI (see section 5.6.2). Alternatively, the users could manually type in the 
AND and OR operators, as well as parentheses, to logically structure their queries. The help 
page further explained that query terms needed to be enclosed in inverted commas to be 
interpreted as phrases. The use of wildcards for one or more characters was allowed, except 
for leading wildcards while punctuation marks in queries were ignored. If query terms 
comprised German umlauts or the special character ß, the query term was automatically 
expanded with the respective spelling variants like ae for ä and ss for ß.  

As shown in Figure 39 (2), the users could decide whether to conduct a free text search or a 
keyword search. While the free text search mode queried the free text index over the 
document fields abstract, title, subtitle and keyword, the keyword search mode exclusively 
addressed the index for the keyword field (see section 6.7).  

As soon as the users had entered a query, this was interpreted by the query parser that took 
Boolean operators and parentheses into account. Moreover, the query parser automatically 
added parentheses and default search operators to the queries. Free text queries were 
processed by Lucene’s StandardAnalyzer which transformed them into lower case for 
conducting case insensitive searches. Moreover, Lucene’s default German stopword list was 
applied to interpret free text queries. Accordingly, the query parser did not take query terms 
like articles and propositions into account. In the keyword searches, by contrast, stopwords 
were not identified. In these types of searches, all distinct query terms were processed by the 
KeywordAnalyzer that interpreted the query terms as single tokens.  

In the query field of the retrieval interface, the query was then presented the way it is 
interpreted by the query parser. If a user entered the query PISA result, for example, the query 
terms were interpreted as the Boolean conjunction of query terms which is presented in Figure 
40. 

 
Figure 40: Example of an interpreted query 

To ensure the comparability of the three retrieval system versions, automatic and interactive 
expansion terms were generated in all system versions although the baseline system did not 
make use of these terms. However, this procedure guaranteed that the query processing phase 
lasted equally long in all system versions, independently from the computational costs of the 
systems’ respective query expansion modes.  

After a query had been processed, a result list was generated and presented to the user. This 
list was restricted to a maximum amount of 100 result documents that were ordered based on 
Lucene’s ranking mechanism (see section 3.1.2). The entries of the generated result lists 
comprised the documents’ rank numbers, their ids, the name(s) of their author(s) and the 
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Select document as relevant1
Metadata of the selected document

Author:
Title:

Subtitle:
Year:

Keywords:

Abstract:

Document type:
Journal:
Volume:
Number:

Pages:
Additional material:

Language:

2

documents’ titles. This is illustrated by the excerpt from a result list which is presented in 
Figure 41. 

 
Figure 41: Excerpt from a result list 

In the result list, the document titles were interlinked with the respective metadata pages of 
the documents. Amongst others, these pages presented the following information about the 
documents: their title, subtitle, author name(s) and an abstract. Figure 42 exemplarily shows 
the metadata (2) of a result document. 

 
Figure 42: Example of document metadata 

After having gained an overview of the document’s metadata, the users could decide whether 
or not they considered the document as relevant for the current retrieval topic. If this was the 
case, the document could be marked as relevant by following the link Select document as 
relevant (1). The document was accordingly added to the user’s collection of relevant 
documents for the current topic, unless the respective id was already included in the list of 
collected documents, in which case the user was informed about this circumstance. The list of 
collected documents could be consulted at any time during the search process and it was also 
possible to delete selected documents from this list. 

8.8.2. Automatic System 

The implementation of the automatic system’s query expansion component was based on the 
results of the automatic query expansion experiments described in chapter 7. These results 
provided a basis for deciding which semantic relations should be used in the automatic 
expansion mode. These decisions are summarized in the following section, followed by an 
explanation of how the expansion terms were employed to create automatically expanded 
queries. 
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Selection of Semantic Relations for Automatic Query Expansion 

Based on the summaries of the relations’ respective expansion effects which were given in 
section 7.3.4, it could be decided which relations should be used for automatic query 
expansion purposes. Eventually, that section formulated which expansion relations were 
suitable for the automatic expansion mode and which should preferably be implemented in 
the interactive expansion mode. These suggestions are briefly recapitulated here because they 
served as a basis for implementing automatic query expansion mechanisms in the retrieval 
prototype. 

In section 7.3.4, synonyms, alternative labels and term components were identified as suitable 
relations for automatic query expansion due to the average gains in recall that these expansion 
relations had achieved in the automatic experiments, in combination with predominantly 
positive effects on precision. The remaining expansion relations, by contrast, had more 
ambiguous impacts on retrieval effectiveness. Accordingly, these relations were suggested to 
be implemented in the interactive expansion mode. Exceptions were formulated with regard 
to narrower terms and compounds which had shown only small negative average impacts on 
precision. Although it was suggested to preferably implement these relations in the interactive 
expansion mode, they were also considered as possible candidates for the automatic 
expansion mode. When implementing the automatic prototype for the experiments, the 
decision was taken to leave the estimation of these relations’ values as expansion terms to the 
users. Accordingly, narrower terms and compound terms served for generating expansion 
terms in the automatic expansion mode. 

Overall, the automatic retrieval system version thus employed the following ontological 
relations to automatically expand queries that could be mapped to Concept instances in the 
ontology: synonyms, alternative labels and term components. 

Moreover, the experiments on expansion methods for organization and project queries 
described in section 7.5 identified both the expansion with preferred labels and the 
disambiguated expansion with alternative labels as successful expansion strategies. 
Accordingly, these two expansion mechanisms were implemented to automatically expand 
queries for organization and project names in the automatic and interactive retrieval system 
versions. 

Construction of Automatically Expanded Queries 

In the automatic system, the above listed semantic relations were deployed to automatically 
expand the distinct facets of the users’ queries. Hence, if a user entered a query, be it in the 
keyword or in the free text search field, the query’s facets were identified. Afterwards, the 
query terms were mapped to the labels of Concept, Organization or Project instances in the 
ontology (see section 6.5.1). In case a query term was mappable to a Concept label in the 
underlying ontology, it was automatically expanded with all identifiable terms that were 
semantically related to the query by a synonym, alternative label or term component. If these 
relations interlinked a query term with several terms in the ontology, these were all employed 
as expansion terms for the respective query facet.  
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Freetext search “language support” AND preschool

37 results

It was also searched for:
“language support program” AND “preschool facility”

Start search

Clear search field

If queried organization or project names could be mapped to alternative labels of 
Organization or Project instances in the ontology, the query terms were automatically 
expanded with the respective instances’ preferred labels (see section 7.5.1). In case the 
queried organization or project names matched a preferred label of an ontology instance, the 
disambiguated query expansion method described and evaluated in section 7.5.3 was applied.  

According to the building blocks strategy presented in section 5.2, each query facet of an 
entered query was expanded separately. This is illustrated by an example query for “language 
support” AND preschool in Figure 43. 

 
Figure 43: Automatic query expansion in the prototype 

For the example query in Figure 43, the ontology listed an automatic expansion term for the 
query term “language support”, namely “language support program” and one expansion 
term for the query term preschool, namely “preschool facility”. In the background, the 
automatic expansion terms were connected to the original query terms using the OR operator. 
Although the automatic expansion terms were not visibly integrated into the users’ queries in 
the query field, the automatically applied expansion terms were enlisted at the bottom of the 
search mask, as shown in Figure 43.  

Example query 12 depicts the automatically expanded query which was generated for the 
query presented in Figure 43. 

E: (“Language support” OR “Language support program”) AND (preschool OR 
“preschool facility”) 

G: (Sprachförderung OR Sprachförderungsprogramm) AND (Vorschule OR 
Vorschuleinrichtung) 

Example query 12: Example of automatic query expansion64 

In brief, the automatic system version thus accessed the ontology to automatically construct 
expanded queries. For this purpose, synonyms, alternative labels, term components and 
(disambiguated) labels of organization and project names were employed as expansion 
relations as these had been shown to have the most positive and stable impact on retrieval 
effectiveness in the automatic expansion experiments described in chapter 7.  

8.8.3. Interactive System 

The interactive system version built upon the automatic system and further extended it by an 
interactive query expansion component. The automatic query expansion component presented 
in the previous section 8.8.2 thus also formed part of the interactive system.  

                                                 
64 In the query “language support”, the expansion with the term “language support program“ is obsolete 
because the facet expansion will not deliver any additional documents; this also applies to the term query 
preschool which is expanded with the query term “preschool facility“. However, in the original German query 
Vorschule the facet expansion (Vorschule OR Vorschuleinrichtung) is expected to be beneficial.  
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Presentation of Expansion Terms 

The interactive system used all semantic relations presented in section 6.5.1 to generate 
interactive expansion terms, except for the ones which were already used in the automatic 
expansion component (see section 8.8.2). Appendix N summarizes which types of ontological 
relations were used to identify automatic expansion terms and which served to generate 
interactive expansion term suggestions for concept, project, organization and person queries. 
For example, when querying for an organization name that could be mapped to the label of an 
Organization instance in the ontology, its superordinate and subordinate organization(s), 
interest(s) and project(s) were suggested as interactive expansion terms. For project queries, 
the respective superordinate and subordinate projects were identified as expansion terms, as 
well as successor and predecessor projects and the name of the organization that carried out 
the project. However, these types of expansion terms were assumed to be of interest for 
special use cases only which went beyond the focus of the interactive experiments. For this 
reason, the usefulness of the above listed types of expansion term suggestions was not 
explicitly evaluated. Instead, the retrieval topics focused on subject searches that are most 
common in the GEI (see section 6.3). Only two of the topic definitions made reference to 
organization and project names (see section 8.4).  

As delineated in section 4.4, previous studies on the effectiveness of ontology based 
interactive query expansion mechanisms had shown that users were often reluctant to actively 
consult knowledge sources for selecting query terms. In the GEI, a similar behavior could be 
observed, index term registers seldomly being addressed by the GEI users, as described in 
section 5.6.4. In various experiments on knowledge-driven query expansion, users had 
therefore been instructed to select their query terms exclusively from the knowledge sources 
such as thesauri or ontologies. This was for example the case in the experiments by [JACHNA 
et al. 1993] and [SUOMELA et al. 2005] and in the studies by [KAMEL et al. 2007] and 
[TUDHOPE et al. 2006] presented in section 4.4.1. However, even despite these instructions, 
the effectiveness of knowledge based query expansion could rarely be proven. In the 
interactive experiments, the users were therefore not forced to behave unnaturally by using 
controlled vocabulary terms. Instead, the expansion term suggestions were presented to them 
in a prominent position in the retrieval interface so that they were always in the focus of view. 
This way, the users could decide whether to make use of the suggested terms or not and they 
did not explicitly need to access an external ontology for selecting expansion terms, if desired. 

Similarly to the derivation of expansion terms for the automatic mode (see section 8.8.2), 
interactive expansion terms were generated both for queries entered in the keyword search 
field and for queries entered in the free text search field. In the interactive system, interactive 
expansion terms were identified for each of a query’s distinct query terms. Pretests on the 
usability of the interactive system version had demonstrated that users might found long lists 
of expansion term suggestions confusing. For this reason, the presentation of the interactive 
expansion terms was clearly arranged, the terms being ordered by their semantic relations to 
the original query. This is illustrated in Figure 44 which presents a list of interactive 
expansion terms which was generated for the query “language support” AND preschool. The 
list comprises expansion terms for the query’s two facets: Firstly, compound terms relating to 
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1 2 3

Freetext search (“language support” AND preschool) Start search

Clear search field
37 results

It was also searched for:
“language support program” AND “preschool facility”

Compounds (2)

preschool

preschool

preschooler

“preschool educator“

Related terms (2)

“language support“ “special teaching“

Projects with topic (5)

“language support“ AND preschool
“Promotion of children and youth

from a migrant background“

the facet preschool are listed and secondly, the list enumerates terms which are related to the 
facet “language support”. Thirdly, the list of expansion terms presents projects that deal with 
the queried topics “language support” and preschool. 

 
Figure 44: Example of interactive expansion terms 

To reduce the search interface’s complexity, only one expansion term per semantic relation 
was immediately shown to the users while the remaining term suggestions were hidden in an 
expandable list, as shown in Figure 44. In this figure, the list of suggested compound terms 
was presented in the expanded mode, thus showing the two available compound terms that 
referred to the given query. The figure further illustrates that the amount of available 
expansion terms of each semantic relation was indicated in the lists’ headings designating the 
names of the expansion relations. Correspondingly, two compound terms, two related terms 
and five project names were available as expansion terms for the example query presented in 
Figure 44. 

Support of Term Tactics 

As pointed out in section 4.1, the definition of query expansion in this thesis refers to the 
reformulation of queries that are either broadened or narrowed with the aim of improving the 
effectiveness of the search. To achieve these goals,  three different search formulation tactics 
(see section 5.3) can be applied in a search environment that supports Boolean syntax like the 
prototypes used in the interactive experiments: To specify an initial query formulation, an 
expansion term can be appended to the original query by the AND operator as a new facet. By 
contrast, if the OR operator is used to integrate an expansion term into the query, the query is 
broadened. Alternatively, an expansion term can be used to replace one of the original query 
terms. Depending on the nature of the expansion term, this replacement can either induce a 
specification or a generalization of the original query. 

Referring to these three types of search formulation tactics, the interactive retrieval prototype 
implemented three types of buttons to assist the users in integrating suggested expansion 
terms into their queries. Each of the buttons presented in Figure 45 supported one of the three 
above mentioned query reformulation tactics – broaden (1), specify (2) and replace (3). 

 

Figure 45: Support of query reformulation tactics for query expansion 
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(“language support” AND (preschool OR “preschooler”))

If one of the buttons presented in Figure 45 was pressed in the experiments, the selected 
expansion term was automatically integrated into the query facet to which it was semantically 
related. The application of the three query reformulation tactics can be demonstrated with 
reference to the query for “language support” AND preschool presented in in Figure 44. 
Here, the suggested interactive expansion term preschooler could be used to expand the 
original query’s facet preschool. Depending on the selected term tactic, be it broadening, 
specifying or replacing, the expansion led to one of the expanded query versions presented in 
Example query 13.  

1) Expansion by broadening: 
E: “language support” AND (preschool OR preschooler) 
G: Sprachförderung AND (Vorschule OR Vorschulkind) 

2) Expansion by specification: 
E: “language support” AND (preschool AND preschooler) 
G: Sprachförderung AND (Vorschule AND Vorschulkind) 

3) Expansion by replacement: 
E: “language support” AND preschooler 
G: Sprachförderung AND Vorschulkind 

Example query 13: Query expansion variants 

Amongst others, Example query 13 visualizes that the usage of the expand button induced the 
application of the building blocks strategy (see section 5.2) for integrating the selected 
expansion term into the user’s original query. 

If the users had selected interactive expansion terms, these were directly integrated into their 
original queries and the expanded queries were immediately issued. Unlike the automatic 
expansion terms, which were invisibly integrated into the query (see section 8.8.2), the 
interactively selected expansion terms were visible in the query field. This is illustrated by the 
example query in Figure 46 where the interactive expansion term preschooler has been 
selected to expand a query facet.  

 

Figure 46: Example of interactively expanded query 

Figure 46 shows how the application of the expand tactic induced the visible integration of 
the expansion term preschooler in the user’s original query. This is realized by connecting the 
term preschooler to the original query term preschool by the Boolean OR operator. Owing to 
this visible integration of expansion terms into the original queries, the interactive expansion 
mechanisms were transparent to the users who could also manually reformulate their 
interactively expanded queries, if desired. 

All of the above described functionalities for interactive query expansion support were 
described on the help page of the interactive system that could be consulted at any time during 
the search process. 



 

 201

Ranking of Expansion Terms for Concept Queries 

As explained above, the interactive expansion term suggestions were ordered by their 
semantic relations to the query terms of the original query when being presented to the users. 
While the optimization of the expansion terms’ ranking goes beyond the scope of this thesis, 
an ordering mechanism for the relation-specific lists of expansion terms nonetheless needed to 
be defined.  

With reference to the situation-dependency of search moves delineated by [FIDEL 1985] (see 
section 5.3), the ordering of the expansion relations was varied in dependency of the length of 
the result lists. As the selection of interactive query expansion terms could serve two different 
goals in the interactive system – either for expanding or for specifying queries, this system 
implemented two different modes for ranking the expansion terms by semantic relations. 
Referring to [FIDEL 1985], it was assumed that broadening tactics are in the focus of the 
user’s interest if a query has delivered few results (less than ten). For this reason, semantic 
relations that had been reported to induce high average gains in recall in the automatic 
experiments (see section 7.2.3) were ranked highest in the case of short result. Accordingly, 
broader terms were listed first in this case, followed by related terms, compounds and 
narrower terms. 

If the result set exceeded ten hits, the expansion relations were ranked in the opposite order, 
the most specific types of expansion terms being listed at the top. In these cases, narrower 
terms were listed first, followed by compounds, related terms and broader terms. 

For ordering the relations’ respective expansion term suggestions, findings from the automatic 
retrieval experiments were taken into account. These had shown that the document frequency 
of expansion terms has an impact on their retrieval effectiveness (see section 7.3). More 
specifically, the experiments had revealed that expansion terms with high frequencies tend to 
bring about the highest effects on recall. As query expansion mechanisms are usually 
associated with their potential to increase recall (see section 4.1), the expansion terms were 
ranked by decreasing term frequencies in the relation-specific lists of expansion terms. 

The automatic experiments had further shown that the higher the frequency of the expansion 
terms, the more severe their predominantly negative effects on precision tend to be (see 
section 7.3.3). For this reason, expansion terms with very high frequencies (exceeding 5,000 
occurrences in the document corpus65) were excluded from the set of possible expansion 
terms. Accordingly, very general terms from the educational domain such as school, teacher 
and learning were not employed as expansion terms. 

As shown in section 7.2.2, the expansion with organization and project names on average had 
only minimal effects on both recall and precision. These types of expansion terms were 

                                                 
65 In the automatic experiments, terms with frequencies beyond 100 had already been classified as very high-
frequency terms (see section 7.3.1). This lower bound was raised because the interactive experiments were not 
restricted to single-facet queries, unlike the automatic experiments. In Boolean based multi-facet queries, even 
expansion terms with very high frequencies may be beneficial because the Boolean conjunction of query facets 
often induces empty result sets.  
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positioned at the bottom of the list of expansion terms as they were expected to be of use in 
specific retrieval situations only (see above).  

Identification of Query-Related Organization and Project Names 

As described in the preceding paragraphs, interactive expansion terms were usually identified 
separately for each of a query’s distinct terms. Only for the identification of query-related 
organization and project names a slightly different method was applied. This was related to 
the fact that the automatic experiments had revealed that many Organization and Project 
instances in the ontology are interlinked with Concept instances whose labels have very high 
frequencies. Organization and project names, by contrast, were shown to have predominantly 
low term frequencies (see section 7.3.2). In other words, project and organization names are 
often very specialized terms while the organizations’ interests and the projects’ subjects tend 
to be expressed in very general terms in the ontology.  

Moreover, many Concept instances with general labels like school tend to be interlinked with 
several Organization or Project instances that express their interests or subjects respectively. 
Accordingly, queries comprising general terms like school would produce long lists of 
organization and project names as expansion term suggestions if the conventional method for 
deriving interactive expansion terms was applied.   

For this reason, an alternative strategy for identifying query-related organization and project 
names was deployed in the interactive prototype. Instead of identifying expansion terms 
separately for the distinct facets of multi-facet queries, the ontology was queried whether 
projects or organizations existed that were interrelated with at least two of the query’s facets. 
To identify such relationships, the ARQ66 query engine was employed that supports and 
extends the SPARQL query language (see section 2.2.1). It allows for example to query for 
several-step property paths67 that interrelate different objects in an ontology.  

The SPARQL query presented in Figure 47 for example identifies Project instances that are 
interrelated with each of two query terms from different facets of a query. These query terms 
are referred to as Concept_1 and Concept_2 in the example.  

1 SELECT ?prefLabelProject WHERE  

2 {{?Concept_1 SKOS:semanticRelation?/RESCON:isSubjectOfProject ?Project} 

3 {?Concept_2 SKOS:semanticRelation?/RESCON:isSubjectOfProject ?Project} 

4 {?Project RESCON:prefLabelAll ?prefLabelProject}} 
Figure 47: SPARQL query for deriving query-related projects for the expansion of multi-facet queries 

The query depicted in Figure 47 defines that only those projects are to be identified as 
expansion terms which are interrelated with both Concept_1 and Concept_2. The property 
path between each of these concepts and the queried projects is defined by the relationship 
?Concept rescon:isSubjectOfProject ?Project. Additionally, indirect relationships between 
the Concept instances and the queried projects are taken into account. In Figure 47, these are 

                                                 
66 http://jena.sourceforge.net/ARQ. 
67 http://jena.sourceforge.net/ARQ/property_paths.html. 
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defined as follows: ?Concept skos:semanticRelation?/rescon:isSubjectOfProject ?Project. 
This expression defines that the queried project may be related to a Concept term by the 
rescon:isSubjectOfProject property which, in turn, may be interrelated to another Concept by 
any kind of semantic relation68. These expressions thus identify Project instances that are 
interlinked with the two given Concept instances. As a result, the preferred labels of the 
Project instances serve as interactive expansion terms. In the interactive prototype, the same 
mechanism was applied to identify query-related organization names. In this case, the 
SPARQL query presented in Figure 47 replaced the relation rescon:isSubjectOfProject by the 
rescon:isInterestOfOrganization property. 

An example query in Figure 48 illustrates this mechanism for deriving query-related projects, 
imagining that a user has submitted the query “language diagnosis” AND migrants.  
 

Figure 48: Example for the derivation of query-related projects 

As depicted in Figure 48, the query terms of both query facets, namely “language diagnosis” 
and migrants can be mapped to Concept labels in the ontology. The concept with the label 
migrants is directly interrelated with the project “Promotion of children and youth from a 
migrant background”69 by the rescon:projectHasSubject relationship. For the concept labeled 
“language diagnosis”, by contrast, this is not the case. Nevertheless, an indirect relationship 
to the above mentioned project exists because “language diagnosis” is defined as 
synonymous to “language diagnostics” which, in turn, is interrelated with the above 
mentioned project.  

The SPARQL query presented in Figure 47 would thus identify the project “Promotion of 
children and youth from a migrant background” as being related to the two-facet query 
“language diagnosis” AND migrants.  

Ontology Based Disambiguation 

The ontology further comprised information that could serve to disambiguate query terms. In 
the interactive system. This can be illustrated by a query for the  term class (G: Klasse) which 
has two meanings: On the one hand, it can refer to a school class and on the other hand, it can 
be used in the sense of social class. Accordingly, the query term matched the alternative 
labels of two Concept instances in the ontology, as depicted in Figure 49.  

                                                 
68As defined in the ontology (see section 6.5.1), the skos:semanticRelation property subsumes the relations 
skos:narrower, skos:related, skos:broader and rescon:synonymous. 
69 G: “Förderung von Kindern und Jugendlichen mit Migrationshintergrund“ (http://www.foermig.uni-
hamburg.de/web/de/all/org/index.html. 
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Freetext search

7172 results

(class) Start search

Clear search field

Did you mean “class“

Did you mean “class“

“school class“

“social class“

 

Figure 49: Example of ontology based disambiguation 

Figure 49 shows that the two query-related Concept instances are assigned different preferred 
labels in the ontology that further specify their respective meanings. If ambiguous query terms 
were issued in the interactive system, the preferred labels of the respective Concept instances 
were presented to the users who could then decide whether they wished to specify the original 
ambiguous query term class with either one of the term suggestions. This was realizable by 
using the replacement button (see above) to replace the ambiguous query term class with 
either “school class” or “social class”. The implementation of this disambiguation 
functionality is visualized in Figure 50.  
 

Figure 50: Example of disambiguation functionality 

Remarks on the System Design 

As delineated in section 8.1, the interactive retrieval experiments mainly focused on the 
accomplishment of recall-oriented tasks. In this context, the ontology-supported expansion by 
broadening was expected to be the most useful query reformulation tactic. 

The other query reformulation tactics (replace and add), by contrast, were expected to be of 
little use in the accomplishment of the recall-oriented tasks in the experiments. As stated 
above, the same applied to context information for organization and project queries.  

However, the description of the full range of ontology based expansion functionalities in the 
preceding paragraphs contributed to answering research question Q1 (see section 6.3), 
referring to the potential of using an ontology for query expansion purposes. Although the 
effectiveness of only a subset of these functionalities was formally evaluated in the interactive 
experiments, their presentation served to illustrate the ontology’s potential for various, partly 
specialized, use cases.  

8.9. Experimental Results 
The previous sections delineated the interactive experiments’ overall test design, elaborating 
on the data collection methods, characteristics of the test persons, the definition of the 
retrieval topics, the realization of the relevance judgments, the selection of evaluation 
measures and the implementation of the prototypical retrieval system versions. Based on this 
test design, comparative retrieval experiments were carried out. In this section, the collected 
data is analyzed under various aspects: Firstly, the users’ subjective ratings of the three 
retrieval system versions are examined (sections 8.9.1 and 8.9.2). Secondly, the retrieval 
system versions are compared by their effectiveness (sections 8.9.3 to 8.9.7). Thirdly, the 
users’ search behavior in the different systems is analyzed in detail (sections 8.9.8 to 8.9.12).  



 

 205

Overall, I got along well with the handling of the system. 
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8.9.1. Subjective Ratings of the Systems’ Shared Functionalities 

To examine the users’ ratings of distinct retrieval functionalities, their answers to the post-
questionnaire (see section 8.2) are analyzed in this section. All three versions of the post-
questionnaire comprised several questions that assessed how the users had experienced the 
interactions with the retrieval systems and how satisfied they were with specific 
functionalities. As the users’ ratings were all recorded on Likert scales (see section 8.2), the 
U-Test is applied for comparing the users’ answers in the three groups. As explained in 
section 8.7, the U-Test is able to deal with ordinal scaled data and allows to inspect whether 
pairs of user groups show differences in their answering behaviors. While the following 
sections are confined to highlighting such significant differences, the comprehensive U-Test 
results are presented in Appendix O. 

Managing the System 

In all three versions of the post-questionnaire, the users were asked in how far they found the 
retrieval system they had used well manageable. Figure 51 shows that in all groups, the 
majority of the users rather or even fully agrees with the statement to have got along well with 
the handling of the system. 

 

Figure 51: Managing the system 

The U-Test gives evidence of a significant difference between the answers of the baseline and 
the interactive systems’ user groups (z = -1.983, p = 0.047). Figure 51 indicates that the 
significant difference in the groups’ answering behavior may be due to the fact that the 
number of fully agreeing users is much higher in the baseline system than in the interactive 
system. Moreover, four users of the interactive system hardly agreed to find the system well 
manageable while this answer category was not selected at all by the baseline system’s user 
group. 

At least a few users of the interactive system had thus encountered difficulties in system 
handling. Their free-text problem descriptions in the post-questionnaire revealed the main 
reasons for their difficulties, namely the retrieval system’s complexity and the need to get 
accustomed to its new functionalities. One user further noted that the time span for 
familiarizing with the interactive system’s functionalities had been too short. The next 
paragraph therefore examines whether the remaining users shared this view. 
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The time for familiarizing with the system was too short. 
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Time for Familiarizing with the System 

Figure 52 visualizes the shares of users who agreed with the statement that the time given for 
familiarizing with the system had been too short. Obviously, the majority of the users in all 
three groups rather or even fully disagreed with this statement, thus not considering the time 
span to be too short. 

 

Figure 52: Time for familiarizing with the system 

However, Figure 52 illustrates an obvious difference in the answering behaviors of the three 
user groups. While the overwhelming majority of the baseline and automatic systems’ users 
selected the does not apply or hardly applies categories (81.8% and 90% respectively), thus 
not considering the time span to be too short, this only applied to a slight majority of the users 
in the interactive system (55%). 

The U-Test reveals that the users’ answers in the automatic system version differ importantly 
from the answers in each of the other two system versions. While the automatic system’s 
differences from the baseline system version are significant (z = -2.21, p = 0.027), those from 
the interactive system are even reported to be very significant (z = -2, p = 0.007). These 
differences can be attributed to the automatic system’s users having selected the does not 
apply category much more frequently than the users in the other two groups. Overall, the 
automatic system’s users were thus comparatively satisfied with the time they had been given 
for familiarizing with the system. 

However, it is astonishing that the baseline system’s users were more reluctant than the 
automatic system’s users in their denial of the above listed statement because the two system 
versions had similar levels of complexity (see sections 8.8.1 and 8.8.2). The fact that the 
interactive system’s users showed a comparatively high tendency to answering that they 
would have favored more time for familiarizing with the system’s functionalities, by contrast, 
is more plausible. This tendency can be attributed to the complexity of the interactive system 
version’s expansion functionalities, which was not implemented in the other system versions.  

Perceived Success in Task Completion 

Regarding the users’ perceived success in task completion, the post-questionnaire assessed 
their agreement with the statement that they had predominantly succeeded in accomplishing 
the retrieval tasks, as depicted in Figure 62. 
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The system supported me in formulating complex queries. 
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Figure 53: Perceived success in task completion 

Figure 62 denotes that in all groups, the majority of the users rather or even fully agreed to 
having predominantly succeeded in accomplishing the tasks. This applied to 86.4% of the 
baseline system’s users, to 75% of the automatic system’s users and to 50% of the interactive 
system’s users. However, the U-Test does not prove any of the differences between the users’ 
answers to be statistically significant. Accordingly, the subjectively perceived search success 
does not differ between the three groups. 

Formulation of Complex Queries 

As delineated in section 8.8.3, the interactive system offered several functionalities that 
supported users in the construction of expanded queries. As these functionalities were not 
implemented in the other two system versions, the questionnaire assessed whether this 
difference had an impact on the users’ search experience. For this purpose, the users were 
requested to express their agreement with the statement that the system had supported them in 
formulating complex queries, as depicted in Figure 54. 

 

Figure 54: Formulation of complex queries 

Figure 54 shows that the percentage of rather and fully agreeing users was highest in the 
interactive system version (75%). But the majority of the users of the other two system 
versions also rather or even fully agreed with the statement above (63.6% in the baseline 
system and 60% in the automatic system version). Overall, the groups’ answering behaviors 
therefore did not differ importantly, which is also demonstrated by the U-Test results 
presented in Appendix O. 
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The system supported me in formulating effective queries. 
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Formulation of Effective Queries 

Apart from judging the complexity of their queries, the users were asked to give an estimate 
of their queries’ effectiveness, their answers being presented in Figure 55. 

 

Figure 55: Formulation of effective queries 

As shown in Figure 55, the majority of the users in all three system versions agreed with the 
statement that the retrieval system had supported them in formulating effective queries. The 
figure moreover depicts that the automatic system’s users showed a higher tendency to fully 
agree and a smaller tendency to disagree than the users of the other two system versions. 
Nonetheless, the U-Test results report these differences in the groups’ answering behavior not 
to be statistically significant (see Appendix O). 

Usage of Document Terms for Query Reformulations 

As delineated in section 8.8.3, only the interactive system version proactively offered the 
users term suggestions for the reformulation of their queries. It was assumed that the users of 
the other system versions derived their expansion terms mainly from different sources, such 
as the metadata of result documents. The interactive system’s users were therefore expected to 
resort to deriving expansion terms from result documents less frequently than the users of the 
other system versions.  

To test whether this was the case, the users are asked whether they had frequently derived 
query terms from result documents they viewed. As visualized in Figure 56, the baseline 
system’s users were more prone to deriving query terms from result documents than the 
interactive system’s users, in accordance with the above stated assumption.  
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To reformulate my queries, I often adopted terms from viewed 
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Figure 56: Usage of document terms for query reformulations 

The U-Test results reveal one significant difference, namely between the baseline and 
interactive systems’ user groups (z = -2.04, p = 0.041). These findings may indicate that the 
users of the interactive system paid more attention to the presented interactive search 
suggestions rather than being inspired by the vocabulary in the result documents like the users 
of the baseline system and, to a lesser degree, of the users of the automatic system. 

Satisfaction with Basic Retrieval Functionalities 

To assess whether certain basic retrieval functionalities that were common to all system 
versions had an important impact on the users’ search experience, the post-questionnaire 
recorded the users’ satisfaction with these functionalities. More specifically, the questionnaire 
assessed the users’ satisfaction with the systems’ shared ranking mechanism, with their query 
formulation functionalities and with the traceability of how queries had been interpreted by 
the systems.  

As far as the systems’ underlying ranking mechanism is concerned, the majority of the users 
stated they were rather or even fully satisfied with its performance, as depicted in Figure 57. 
This applied to all system versions. Accordingly, the U-Test results do not report any 
significant differences between the answers of the three user groups (see Appendix O). 

 

Figure 57: Satisfaction with the ranking 

Another question referred to the users’ satisfaction with the query formulation functionalities 
that were common to all system versions, such as phrase searches, Boolean searches and 
truncations (see section 8.8.1). As depicted in Figure 58, the three user groups did not show 
any striking differences in their answers to this question, the majority of the users in all three 
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groups evidently being satisfied with the implemented query formulation functionalities. 
Accordingly, no significant differences between the groups are reported by the U-Test results 
(see Appendix O). 

 

Figure 58: Satisfaction with query formulation functionalities 

The last question on user satisfaction assessed whether the systems had interpreted the users’ 
query formulations according to their expectations. As can be seen in Figure 59, the majority 
of the users in all three groups stated they were rather or even fully satisfied with the systems’ 
interpretations of their queries. The apparent close resemblance of the groups’ answering 
behavior is further supported by the U-Test results that do not reveal any significant 
differences between the three groups (see Appendix O). 

 

Figure 59: Traceability of the query interpretation 

Overall, the majority of the users in all three groups were thus satisfied with the above listed 
retrieval functionalities. Moreover, no system-dependent tendencies in the users’ answers 
were observed so that a systematic bias on the experimental results can be ruled out: As the 
three user groups do not show any significant differences regarding their satisfaction with the 
functionalities, these are unlikely to have systematically influenced the experimental results. 

Problems 

Apart from gathering user ratings on system functionalities, the post-questionnaire assessed 
whether the users had encountered problems when interacting with the retrieval systems. An 
openly defined question allowed them to specify such possible problems. Problem causes are 
presented in Appendix P, identifying the display of parentheses in the search field and the 
systems’ overall query syntax as the most frequently mentioned issues. However, an in-depth 
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 The automatic expansion of queries is helpful for literature research.
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analysis of the users’ query logfiles did not identify any search sessions in which persistent 
problems with the query syntax would have hindered the users from accomplishing the 
retrieval tasks. The predominantly minor problem causes mentioned by the users thus did not 
necessitate an exclusion of any search sessions from further analyses. 

However, some additional problems and deviations from the predefined test procedure 
occurred during the experiments. For example, one user terminated several topics before the 
predefined time limit expired, this user’s search sessions thus not being taken into account in 
the analyses to ensure the comparability of the experimental results. Moreover, in case a 
parser mistake had occurred more than once during a search session, this session was also 
excluded from the analyses in order to prevent a distortion of the experimental results. 
Consequently, the sizes of the search session samples, whose effectiveness will be analyzed in 
the following sections, may vary between the topics. 

8.9.2. Subjective Ratings of the Query Expansion Functionalities 

The post-questionnaire further assessed how the users perceived the usefulness of the query 
expansion functionalities in the automatic and interactive system versions. The questionnaires 
for the automatic and interactive system versions each asked the users to rate the automatic 
query expansion functionality. Moreover, the questionnaire for the interactive system 
comprised several questions that referred to functionalities which were particular to this 
system version. More specifically, the users were asked to rate the general usability of the 
expansion term suggestions, the suggestions’ helpfulness in accomplishing the retrieval tasks 
and the usefulness of the query reformulation buttons (see section 8.8.3). The users’ ratings 
are presented in the following, all of the questions having been answered by the entirety of the 
interactive system’s 20 users. 

Helpfulness of Automatic Query Expansion 

To assess how the users subjectively estimated the usefulness of the automatic query 
expansion functionality, they were asked whether they considered the automatic expansion of 
their queries as helpful for literature research. This question was only addressed to the users 
of the automatic and interactive system versions where the automatic query expansion 
component was implemented, these users’ answers being presented in Figure 60. 

 

Figure 60: Helpfulness of automatic query expansion component 
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Figure 60 illustrates that the majority of the users of both the automatic and interactive system 
versions appreciated the automatic query expansion functionality (93.8% and 95% 
respectively). Accordingly, the U-Test does not report any significant differences between the 
two groups’ answering behaviors (see Appendix O). 

Usability of Interactive Expansion Terms 

The users of the interactive system version were moreover asked how they perceived the 
usability of the interactive expansion term suggestions. Their answers to this question are 
depicted in Figure 61.  

 

Figure 61: Usability of interactive expansion terms 

As shown in Figure 61, the vast majority of the users confirmed the overall usability of the 
interactive expansion term suggestions by rather or even fully agreeing to the statement that 
the usage of search suggestions for the formulation of new queries had been easy (40% and 
50% respectively). 

Helpfulness of Interactive Expansion Terms 

Another question asked the users in how far they agreed with the statement that the suggested 
expansion terms were helpful for accomplishing the retrieval tasks. As shown in Figure 62, 
the majority of the users rather agreed upon this statement (60%) and a small number of the 
users even expressed full agreement (15%). 

 

Figure 62: Helpfulness of interactive expansion terms 
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To further examine whether the users considered the various types of expansion term 
suggestions as differently useful, a set of questions referred to the helpfulness of distinct types 
of suggestions. These took the form or broader terms, narrower terms, related terms, 
organization names, compounds, project names, organizational information and project-
related information (see section 8.8.3). 

As depicted by the figures in Table 45, the majority of the interactive system’s users 
expressed rather or even full agreement on the helpfulness of all types of search suggestions. 
The users thus estimated all types of search suggestions as predominantly useful for literature 
research. 
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Table 45: Helpfulness of different types of interactive expansion terms 

Based on the users’ judgments of the expansion terms’ helpfulness, research hypothesis H118 
can be tested. As recapitulated in Table 46, it posits the users to consider the interactive 
expansion functionalities as useful (see section 6.3). 

H118: RatingPositive ≠ RatingNegative 
Table 46: Research hypothesis about the rating of the interactive expansion functionalities 

To test research hypothesis H118, it is examined whether the users’ predominantly positive 
ratings of the expansion terms’ helpfulness outweigh the negative ratings at a significant 
level. For this purpose, the respective questions’ five distinct answer categories are 



 

 215

The functionality for broadening queries by adding search 
suggestions with the OR operator is helpful for literature 

research.

0

10

20

30

40

50

60

70

Does not
apply

Hardly applies Rather
applies

Fully applies Do not know

%

The functionality for specifying queries by adding search 
suggestions with the AND operator is helpful for literature 

research.

0

10

20

30

40

50

60

70

Does not
apply

Hardly applies Rather
applies

Fully applies Do not know

%

The functionality for reformulating queries by replacing query 
terms with search suggestions is helpful for literature research.

0

10

20

30

40

50

60

70

Does not
apply

Hardly applies Rather
applies

Fully applies Do not know

%
aggregated. While the categories does not apply and hardly applies are subsumed under the 
category negative rating, the categories rather applies and fully applies are subsumed under 
the category positive rating. Disregarding the answers in the do not know category, the Chi-
Square Test [GREENWOOD and NIKULIN 1996] can then be applied to test whether the users 
considered the different types of interactive query expansion term suggestions as helpful  

The test results presented in Appendix Q reveal that for all expansion relations a significantly 
higher number of users judged the helpfulness positively rather than negatively. 
Consequently, research hypothesis H118 is supported by the experimental results. 

Helpfulness of Reformulation Buttons 

The users of the interactive system were further asked to judge the usefulness of the three 
types of reformulation buttons that assisted them in integrating expansion terms into their 
queries (see section 8.8.3). The users’ ratings of the expand, add and replace buttons are 
presented in Table 47. 
  

  

Table 47: Helpfulness of interactive reformulation buttons 

The figures in Table 47 visualize that the buttons for expanding and specifying queries were 
considered as helpful by the vast majority of the users. By contrast, many users were 
indecisive about the helpfulness of the button which served to replace original query terms by 
expansion terms. 45% of the users abstained from rating this functionality by selecting the 
answer category do not know. But overall, all three types of reformulation buttons were 
predominantly positively rated, even at significant levels. This is revealed by the Chi-Square 
Test results presented in Appendix Q. The reformulation buttons were thus unanimously 
considered as helpful for literature research by the users. 

Figure 63 shows how the users judged the usefulness of the ontology based disambiguation 
functionality which was implemented in the interactive system version (see section 8.8.3).  
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Figure 63: Helpfulness of the disambiguation functionality 

As depicted in Figure 63, the majority of the users considered the interactive system’s 
functionality for the disambiguation of query terms to be helpful. The Chi-Square Test results 
in Appendix Q even report this positive rating to be highly significant. 

All in all, it can thus be stated that the users’ ratings of the systems’ query expansion 
functionalities were predominantly positive. This applied both to the automatic query 
expansion functionality and to the interactive query expansion functionalities.  

8.9.3. Recall 

This section examines whether the different levels of query expansion support in the three 
system versions had a significant impact on the users’ retrieval effectiveness in terms of 
recall. In this context, research hypotheses H13, H14 and H15 are tested (see section 6.3). 
These hypotheses are recapitulated in Table 48.  

H13: RecallAUT > RecallB 

H14: RecallINT > RecallB 

H15: RecallINT > RecallAUT 
Table 48: Research hypotheses about recall 

While H13 and H14 assume the users of the automatic and interactive system versions to be 
more successful than the users of the baseline system in terms of recall, research hypothesis 
H15 states the interactive system’s user group to outperform that of the automatic system, as 
shown in Table 48. 

To compare the user groups’ retrieval effectiveness in terms of recall (see section 8.6), each 
user’s recall scores are calculated, based on the user’s collected documents. For this purpose, 
relevance judgments are assigned to the groups’ pooled sets of collected documents for each 
of the topics (see section 8.5).  

While the users’ performance in the recall-oriented topics is assessed by the user recall 
measure, the aspectual recall measure provides information about the retrieval success in the 
two aspectual topics (see section 8.6)70. The latter measure denotes which fraction of the 
pooled sets of relevant aspects is identified by the users (see section 3.2.4). If several of a 
user’s collected documents discuss the same aspect, this aspect counts only once.  

                                                 
70 The topic-specific numbers of relevant documents/aspects is identified by assigning relevance judgments to 
the pooled sets of documents that were collected in both the valid and invalid search sessions (see section 8.9.1). 
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Figure 64 depicts the systems’ respective average user recall or aspectual recall values for 
each of the seven retrieval topics. More details on the distributions’ location parameters 
(sample size, mean, standard deviation and median) are provided by Appendix R. The dashed 
lines in Figure 64 illustrate that differences between the systems’ topic-specific average recall 
values exist.  

 

 

Figure 64: Topic-specific mean recall values by system 

The lines in Figure 64 give a first visual impression of whether research hypotheses H13, H14 
and H15 are supported by the experimental results. If this was the case, the lines would show 
rising trends from the baseline system over the automatic system to the interactive system 
version. However, Figure 64 visualizes that for most of the topics, the automatic system 
achieves the highest recall values. Only in topic 2, the automatic system scores lower than 
both the baseline and interactive system versions. In the remaining topics, the baseline 
system’s performance is lower than that of the automatic system. The same applies to the 
interactive system whose scores also show the tendency to be lower than those of the 
automatic system, except for topics 2 and 5. Apart from the above stated exceptions, the 
automatic system’s performance thus tends to be superior to that of the other two system 
versions. 

Due to the fact that the systems’ topic-specific average recall values in Figure 64 differ in 
height, one can assume that the topics vary in their levels of difficulty. These observations 
thus confirm the decision to compare the systems’ respective performance at the topic-level in 
these experiments (see section 8.4). 

To determine whether the above described differences between the user groups’ recall values 
are statistically significant, paired system comparisons are carried out. As the K-S Test results 
presented in Appendix R reveal that several of the systems’ topic-specific recall value 
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distributions deviate from normal distributions, the U-Test is applied for the paired system 
comparisons (see section 8.7). 

While the comprehensive U-Test results for all topic-specific paired system comparisons are 
compiled in Appendix R, Table 49 highlights which of the system versions show significant 
differences in terms of aspectual recall or user recall. Moreover, the table depicts the 
directions of these differences by comparing the systems’ mean recall values. On this basis, 
the table denotes whether the U-Test results support research hypotheses H13, H14 or H15 or 
whether they show support for their alternative hypotheses H03, H04 or H05. 

M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
 *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H13 
MAUT > MB 

H03 
MAUT ≤ MB 

H14 
MINT > MB 

H04 
MINT ≤ MRB 

H15 
MINT > MAUT 

H05 
MINT ≤ MAUT 

1 ns  ns   ns 
2  ns  ns  ns 
3 *  ns   ms 
4 *  *   ns 
5  ns  *  ms 
6 ns   *  *** 
7 ms  ms  ns  

Table 49: U-Test results for the system comparisons by recall 

As depicted in Table 49, research hypothesis H13, positing the automatic system’s users to be 
more effective than those of the baseline system, is supported at a significant level for the 
comparisons of topics 3 and 4. Moreover, the comparisons of topics 1, 6 and 7 show 
supporting tendencies, the latter even at a marginally significant level. Only for two topics (2 
and 5), opposite tendencies can be observed, the baseline system’s average value exceeding 
that of the automatic system, though not at a significant level. Overall, research hypothesis 
H13 is thus predominantly supported by the experimental results. 

The results regarding the interactive system’s assumed superiority over the baseline system 
version formulated in H14 are more ambiguous. Other than expected, the baseline system 
outperforms the interactive system to a significant degree in topics 5 and 6. A similar , though 
non-significant, tendency is reported for topic 2. However, opposite tendencies are similarly 
frequently observable, being reported for topics 1, 3, 4 and 7. In topic 4, the interactive 
system even outperforms the baseline system at a significant level and in topic 7 at a 
marginally significant level. The experimental results thus do not show any clear tendency, 
neither for supporting nor rejecting research hypothesis H14. Instead, the superiority of either 
the baseline or interactive system versions in terms of recall seems to be highly dependent on 
the topic.  

With regard to research hypothesis H15, the experimental results are more easily interpretable. 
Except for topic 7, the automatic system outperforms the interactive system in all topic-
specific comparisons. These differences are even highly significant for topic 6 while the 
remaining comparisons show supporting tendencies, some of them at marginally significant 
levels (topics 3 and 5). Overall, H15 thus cannot be maintained by the experimental results 
which instead mainly show support for the alternative hypothesis H05. Other than expected, 
the interactive system did not outperform the automatic system. 
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The above presented calculations of recall figures are based on strict relevance judgments, 
considering all documents classified as partially relevant to be irrelevant (see section 8.5). To 
test whether the strictness of the relevance judgments had an impact on the systems’ 
performance, system comparison are repeated on the basis of looser relevance judgments. In 
this case, documents categorized as partly relevant are also considered as relevant.  

Appendix S presents the results of the system comparisons by recall figures when applying 
loose relevance judgments. It denotes both the systems’ topic-specific mean recall values and 
the U-Test results for comparing the systems’ recall values based on loose relevance 
judgments. Appendix S indicates that the systems’ overall recall values are lower than in 
Figure 64 when applying loose relevance judgments. This can be explained by the increased 
size of the set of relevant documents that comprises both the relevant and partly relevant 
result documents. 

According to the results presented in Appendix S, the above described trends in the systems’ 
effectiveness in terms of recall are supported by the analyses based on looser relevance 
judgments,. As far as the comparison of the baseline and automatic system versions is 
concerned, the superiority of the automatic system version even becomes more obvious. 

8.9.4. Number of Collected Documents 

In the preceding section, the systems were compared by the fractions of collected documents 
that had been judged as relevant by human assessors (see section 8.5). Alternatively, the 
users’ mere selection of documents can also be interpreted as a criterion of relevance, though 
a more subjective one. This section therefore compares the systems by the amounts of 
collected documents that were considered as relevant by the users. These comparisons serve 
to test research hypotheses H19, H110 and H111 formulated in section 6.3 that are recapitulated 
in Table 50.  

H19: CollDocAUT > CollDocB 

H110: CollDocINT > CollDocB 

H111: CollDocINT > CollDocAUT 
Table 50: Research hypotheses about the number of collected documents 

The research hypotheses in Table 50 express that the automatic system is expected to 
outperform the baseline system in terms of the number of collected documents while the 
interactive system is assumed to outperform both the baseline and automatic system versions 
in this regard. 

Figure 84 gives a first visual impression of whether these hypotheses are supported by the 
experimental results. It depicts the systems’ average numbers of collected documents for each 
of the topics.  
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Figure 65: Topic-specific mean numbers of collected documents by system 

Figure 65 illustrates that, similarly to the comparison by recall values presented in section 
8.9.3, the automatic system’s values exceed those of the baseline system for most of the topics 
except for topic 2. The automatic system moreover excels the interactive system in terms of 
number of collected documents, except for topic 7.  

As the K-S Test results presented in Appendix T reveal that the systems’ topic-specific 
numbers of collected documents are not all normally distributed, the U-Test is applied for the 
system comparisons at the topic-level. Table 51 summarizes the results of these topic-specific 
comparisons while the comprehensive test results are presented in Appendix T.  

M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
 *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H91 
MAUT > MB 

H90 
MAUT ≤ MB 

H101 
MINT > MB 

H100 
MINT ≤ MB 

H111 
MINT > MAUT 

H110 
MINT ≤ MAUT 

1 ns   ns  ns 
2  ns  ns  ns 
3 *  *   ns 
4 *  ns   ns 
5 ns   ns  * 
6 ms   *  *** 
7 ns  ms  ns  

Table 51: U-Test results for the system comparisons by the number of collected documents 

As depicted in Table 51, the automatic system achieves significantly higher scores than the 
baseline system for topics 3 and 4. Except for topic 2, the experimental results give evidence 
of similar tendencies for the remaining topics. Subjectively, the users of the automatic system 
are thus more successful in task completion than the users of the baseline system, a finding 
that supports research hypothesis H19. Hence, the automatic system shows a tendency to 
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outperform the baseline system both in terms of user recall (see section 8.9.3) and in terms of 
the number of collected documents.  

The comparison of the baseline and interactive systems’ performance, by contrast, yields 
more ambiguous results and does not reveal any significant differences, as denoted in Table 
51. In the majority of the topic-level comparisons, the baseline system outperforms the 
interactive system, even to significant degrees in topics 5 and 6. For the remaining 
comparisons, opposite tendencies are reported, even significantly so in the case of topic 3 
where the interactive system achieves a higher average value than the baseline system. 
Overall, the baseline and interactive systems thus do not show a generalizable difference in 
performance. Instead, their respective effectiveness in terms of the number of collected 
documents seems to be very topic-dependent, similarly to the systems’ effectiveness in terms 
of recall (see section 8.9.3). 

The comparison of the interactive and automatic systems’ performance in terms of the 
number of collected documents reveals that the latter clearly outperforms the former. 
Significant differences between these system versions are reported for the comparisons for 
topics 5 and 6. The remaining comparisons show supporting tendencies of the automatic 
system’s superiority with only one exception, namely topic 7. In this topic, the interactive 
system scores better than the automatic system, though not at a significant level. But overall, 
research hypothesis H011, assuming the interactive system’s superiority over the automatic 
system (see Table 50), is not supported by the majority of the comparisons. Interestingly, 
topic 7 is the only topic that shows supporting tendencies for both H19, H110 and H111. In this 
topic, the automatic system achieves a higher average value than the baseline system while 
the interactive system outperforms both the baseline and automatic system versions.  

8.9.5. DistinctDocuments Measure 

The system comparisons by recall and the number of collected documents in the previous 
sections focused on the amounts of relevant documents that were collected. This section, by 
contrast, explores whether the compilations of the sets of collected relevant documents differ 
between the three retrieval system versions. The analyses strive to reveal whether a system 
version’s sets of collected documents often comprise documents that do not form part of the 
other system versions’ sets. This way, it can be examined whether certain system versions 
excel others in detecting topically relevant documents that are not easily identifiable by means 
of the other system versions.  

In this context, research hypotheses H112, H113 and H114 formulated in section 6.3 are tested. 
As depicted in Table 52, they express the following expectations: While H112 assumes the 
users of the automatic system version to detect more distinct relevant documents than the 
users of the baseline system, H113 and H114 assume the interactive system’s users to 
outperform the users of both the baseline and automatic system versions in this regard.  

H112: DDAUT > DDB 

H113: DDINT > DDB 

H114: DDINT > DDAUT 
Table 52: Research hypotheses about the DistinctDocuments measure 
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dx, y

Dx

nx, y

Nx

DistinctDocuments = 

As a precondition for determining the DistinctDocuments measure, the total amount of 
distinct relevant71 documents or aspects is identified for each topic, pooling the entirety of 
documents that have been collected in the three systems’ groups. Secondly, the 
DistinctDocuments measure is calculated for each topic and system version. This measure 
divides a system’s number of distinct collected, relevant documents for a topic by the total 
number of distinct relevant documents that have been identified for this topic in all valid 
search sessions across system versions. To take the partly differing sample sizes per topic and 
system into consideration (see section 8.9.1), the resulting figure is normalized by the number 
of valid search sessions.  

The calculation of the newly defined DistinctDocuments measure is formally defined in 
Formula (7). Let d be the amount of distinct relevant documents collected for topic x in 
system y while D designates the amount of pooled distinct relevant documents that have been 
identified for topic x. The total number of valid search sessions for a specific topic x is 
expressed by N, while n signifies the number of valid search sessions for topic x that have 
been realized with system y.  

 (7) 
 

The DistinctDocuments figure provides information about a system’s ability to identify a high 
variety of relevant documents. If the sets of collected documents in the three groups largely 
overlap, their DistinctDocument measure values are low. If a specific user group’s document 
sets, by contrast, comprise a higher amounts of distinct relevant documents than those of the 
other groups, this group’s DistinctDocuments measure value is high.  

To examine whether the three system versions show differences in the DistinctDocuments 
measure, Table 53 depicts the systems’ respective for each of the seven retrieval topics. 

                                                 
71 In this analysis, strict relevance judgments are applied. These consider documents marked as partly relevant as 
irrelevant (see section 8.5). 
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Topic  System 
 

Amount of 
distinct 
relevant 

documents  

Total 
amount of 

distinct 
relevant 

docs  

Number of 
users  

 

Total 
number of 

users  
 

DistinctDocuments 
measure 

x y dx,y Dx nx,y Nx DD 
Baseline 16 19 1.68 

Automatic 22 18 2.44 1 
Interactive 16 

28 
19 

56 
1.68 

Baseline 29 19 1.90 
Automatic 35 19 2.29 2 
Interactive 29 

45 
18 

56 
2.00 

Baseline 16 18 1.29 
Automatic 29 18 2.33 3 
Interactive 25 

38 
19 

55 
1.90 

Baseline 24 20 1.31 
Automatic 26 19 2.07 4 
Interactive 32 

53 
19 

58 
1.84 

Baseline 26 19 2.19 
Automatic 24 19 2.02 5 
Interactive 8 

35 
18 

56 
0.71 

Baseline 7 18 3.06 
Automatic 5 19 2.07 6 
Interactive 5 

7 
18 

55 
2.18 

Baseline 8 20 1.52 
Automatic 7 19 1.40 7 
Interactive 11 

15 
18 

57 
2.32 

Table 53: DistinctDocuments measure values by topic and system 

Table 53 illustrates for example that for the first topic, 28 distinct relevant documents were 
collected across all system versions. While 16 distinct relevant documents were assembled by 
the users of the baseline system, the automatic system’s users identified 22 distinct relevant 
documents, and the interactive system’s users on the whole collected 16 distinct relevant 
documents. Taking the systems’ different sample sizes of valid search sessions into account, 
namely 19 users working with the baseline system against 18 and 19 users working with the 
automatic and interactive systems respectively, the DistinctDocuments measure is calculated 
as depicted in Table 54 for topic 1. 

Baseline (16/28) * (56/19) = 1.68 
Automatic (22/28) * (56/18) = 2.44 
Interactive (16/28) * (56/19) = 1.68 

Table 54: Calculation of the DistinctDocuments measure for topic 1 

According to the DistinctDocuments measure values calculated in Table 53, the users of the 
automatic system thus overall identified a higher share of distinct relevant documents than the 
users of the two other system versions when accomplishing topic 1. As shown in Table 53, 
this also holds true for topics 2, 3 and 4. In topics 5 and 6, by contrast, the baseline system 
scores best, and in topic 7 the interactive system outperforms the other two system versions. 

Owing to the fact that the DistinctDocuments measure values have been normalized by the 
systems’ respective sample sizes of valid search sessions for the distinct topics (see above), 
the three system versions’ performance can be compared across all topics despite the topics’ 
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possibly varying levels of difficulty (see section 8.4). The box-and-whisker plots72 in Figure 
66 depict the results of these cross-topic system comparisons by the DistinctDocuments 
measure.  

N: Sample Size; M: Mean, SD: Standard deviation; Med: Median 

 

B AUT INT 
Topics 

N M SD Med N M SD Med N M SD Med 
All 7 1.850 0.621 1.684 7 2.090 0.343 2.073 7 1.808 0.528 1.904 

Figure 66: Cross-topic DistinctDocuments scores by system 

Figure 66 depicts that on average, the automatic system achieves the highest 
DistinctDocuments scores, followed by the interactive and baseline system versions. 

As the K-S Test results presented in Appendix U report the systems’ DistinctDocuments 
measure values across all topics to be approximately normally distributed, the T-Test can be 
applied to comparing the systems’ performance by the DistinctDocuments measure. While the 
comprehensive T-Test statistics are presented in Appendix U, a summary is given in Table 55. 
The table depicts that the paired system comparisons across all topics do only reveal 
marginally significant differences between the system versions. 

M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
*: p < 0.05; **: p < 0.01; ***: p < 0.001 

H19 
MAUT > MB 

H09 
MAUT ≤ MB 

H110 
MINT > MB 

H010 
MINT ≤ MB 

H111 
MINT > MAUT 

H011 
MINT ≤ MAUT 

ms  ns   ms 
Table 55: U-Test results for the system comparisons by the DistinctDocuments measure 

As depicted in Table 55, the automatic system shows a tendency to identify a higher amount 
of distinct relevant documents than the other two system versions. It outperforms both the 
baseline and interactive systems at a marginally significant level in terms of the 

                                                 
72 The box-and-whisker plots illustrate the systems’ respective value distributions based on a 95% confidence 
interval for mean and 5% trimmed mean. The boxes represent 50% of the cases while the other 50% of the cases 
are represented by the space between the two whiskers. The lines in the boxes indicate the distributions’ median 
values. 
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DistinctDocuments measure. These observations support research hypothesis H112 which 
posits the automatic system’s superiority over the baseline system (see Table 52). Research 
hypothesis H114, by contrast, is not supported by the experimental results. Instead, the results 
show a tendency for supporting the alternative hypothesis H014, due to the automatic system’s 
marginally significant superiority over the interactive system. The experimental results thus 
indicate that the automatic system tends to assist the users in detecting a higher amount of 
distinct relevant documents than the users of the other two system versions.  

As far as the interactive system is concerned, only a slight tendency for its assumed 
superiority over the baseline system is reported in Appendix U. While this tendency supports 
research hypothesis H113, it does not reach a significant level, as depicted in Table 55. 

8.9.6. Precision 

This section examines whether the system versions show differences in retrieval effectiveness 
in terms of precision. As stated in section 6.3, it is assumed that the systems’ query expansion 
functionalities do not have an impact on this measure. 

However, the expansion functionalities in the automatic and interactive system versions might 
induce result lists which divert the users from the original retrieval goal, thus leading to 
decreases in precision. To test whether this is the case, the systems are compared by their 
precision values, testing research hypotheses H16, H17 and H18 that are recapitulated in Table 
56. 

H16: PrecisionAUT ≠ PrecisionB 

H17: PrecisionINT ≠ PrecisionB 

H18: PrecisionINT ≠ PrecisionAUT 
Table 56: Research hypotheses about precision 

If the research hypotheses presented in Table 56 are supported by the experimental results, 
they would indicate a difference in precision to exist between the system versions. For testing 
the above defined hypotheses, the systems’ performance in the recall-oriented topics is 
determined by means of the user precision measure (see section 8.6) while the aspectual 
precision measure expresses their retrieval effectiveness in the aspectual topics. As the 
aspectual precision measure is calculated by determining the fractions of collected documents 
that cover different relevant aspects of a search topic (see section 3.2.4), duplicate and 
irrelevant aspects have a negative impact on the aspectual precision figures. These 
calculations are again based on strict relevance judgments (see section 8.9.3). 

The K-S Test serves to examine whether the systems’ respective precision value distributions 
approximate normal distributions (see section 8.7). As shown by the test results presented in 
Appendix V, this is not the case. Consequently, the U-Test is applied for the paired system 
comparisons by precision. According to the U-Test results which are presented in Appendix 
V, none of the paired system comparisons reveals any significant differences in precision for 
any of the topics. Research hypotheses H16, H17 and H18 can thus be rejected. In conclusion, 
it can be stated that the systems’ respective query expansion functionalities did not affect the 
precision measure, as initially assumed in section 6.3. 
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The average precision values depicted in Figure 67 also illustrate that the system versions 
obtain similar precision values for the distinct topics. Only for topics 1 and 6, striking 
differences are observable. In both topics, the precision value of the baseline system is 
comparatively low while in topic 6, this also applies to the interactive system. Nonetheless, 
these differences between the system versions do not reach a significant level, as reported in 
Appendix V.  

 

Figure 67: Topic-specific mean precision values by system 

Taking a closer look at the systems’ average precision values depicted in Figure 67, it is 
remarkable that for the majority of the topics, the values are far from the optimum of one. 
This indicates that a gap exists between the users’ subjective relevance judgments, indicated 
by the documents they selected as relevant, and the relevance judgments of the expert 
assessors (see section 8.5). However, it has to be noted that the size of the gap may also be 
due to the strictness of these relevance judgments (see above): A document was only 
considered to be relevant if it covered all aspects of a topic. 

Appendix W therefore presents the results of the system comparisons by precision which are 
based on loose relevance judgments, similarly to the respective calculations for the recall 
measure (see section 8.9.3). Accordingly, documents marked as partially relevant also form 
part of the set of relevant documents.  

As expected, the systems’ average precision values based on loose relevance judgments are 
overall higher than those depicted in Figure 67. Nonetheless, the systems overall obtain 
similar precision values for the distinct topics. Accordingly, the U-Test results in Appendix 
W, comparing the systems by precision values based on loose relevance judgments, do not 
report any significant differences between the systems. In this respect, the results based on 
loose relevance judgments thus resemble those for the above reported application of strict 
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relevance judgments. All in all, the system versions did not have a significant impact on the 
precision values that were obtained in the three groups. 

Nonetheless, due to the observed differences between the users’ relevance judgments and 
those of the assessors, the following section will compare the systems’ performance in terms 
of subjective relevance criteria. 

8.9.7. Pre-Click Confidence 

The original pre-click confidence measure, as defined by [RESNICK and LERGIER 2003], 
expresses the users’ confidence that a document meets their expectations of relevance (see 
section 3.2.4). In the interactive experiments, this confidence can be measured by identifying 
the fraction of opened documents that were actually saved by the users. If an opened 
document was saved by a user, this action is interpreted as an expression of confidence in the 
document’s relevance. If an opened document was not saved, by contrast, the user had 
possibly been misled by the respective document entry in the result list. Such cases where a 
document did not meet the user’s expectations of relevance thus diminished the user’s pre-
click confidence score. 

To examine whether differences in pre-click confidence exist between the three system 
versions, average pre-click confidence figures are calculated for each of the users’ search 
sessions. If a user neither opened nor saved any result documents during a topic-specific 
search session, this session is excluded from the analysis as a zero value would mistakenly 
suggest that none of the user’s supposedly opened documents had been relevant. 

By comparing the systems’ pre-click confidence scores, research hypotheses H115, H116 and 
H117 which were formulated in section 6.3 are tested. As recapitulated in Table 57, the 
hypotheses assume that the automatic system outperforms the baseline system in this regard 
while the interactive system is expected to excel over both the baseline and automatic systems 
(see section 6.3). 

H115: PCCAUT > PCCB 

H116: PCCINT > PCCB 

H117: PCCINT > PCCAUT 
Table 57: Research hypotheses about pre-click confidence 

Figure 68 depicts the system versions’ respective pre-click confidence scores for the different 
retrieval topics. The figure gives evidence of the interactive systems’ superiority over the 
other system versions in the majority of the topics. The automatic system, again, frequently 
outperforms the baseline system.  
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Figure 68: Topic-specific mean pre-click confidence values by system 

As the results of the K-S Test presented in Appendix X show that the systems’ respective pre-
click confidence values are not all normally distributed, the U-Test is applied for comparing 
the systems’ pre-click confidence scores. The results of the paired comparisons are presented 
in Appendix X and summarized in Table 58. 

M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
 *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H115 
MAUT > MB 

H015 
MAUT ≤ MB 

H116 
MINT > MB 

H016 
MINT ≤ MB 

H117 

MINT > MAUT 
H017 

MINT ≤ MAUT 
1  ns *  *  
2  ns  ns  ns 
3 ns ns ns 
4 *  *  ns  
5 ns  **  *  
6 ms  ms   ns 
7 ns  *  ns  

Table 58: U-Test results for the system comparisons by pre-click confidence 

The system comparisons by pre-click confidence scores reveal a significant difference 
between the baseline and automatic system versions for topic 4 where the automatic system 
outperforms the baseline system. In addition, the automatic system’s superiority over the 
baseline system is marginally significant in topic 6. Two of the remaining topic-level 
comparisons show similar tendencies. There is thus a slight tendency to support research 
hypothesis H115, assuming the automatic system to outperform the baseline system. 

With regard to research hypothesis H116, by contrast, the experimental results permit a clearer 
interpretation: As the interactive system outperforms the baseline system at a significant level 
in the slight majority of the comparisons, H116 is widely supported by the experimental 
results. 
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Moreover, the results indicate a tendency of the interactive system’s superiority over the 
automatic system, at least for distinct topics: In the comparison for topics 1 and 5, the 
interactive system outperforms the automatic system at a significant level. Consequently, the 
experimental results show a tendency for supporting H117. 

Overall, a trend supporting both H115, H116 and H117 is reported in topics 4, 5 and 7. In these 
topics, the interactive system outperforms the automatic system which, again, excels the 
baseline system. 

8.9.8. Number of Query Reformulations 

As delineated in section 6.3, the baseline system is assumed to require more user effort for 
accomplishing the retrieval topics than the automatic system version. Accordingly, research 
hypothesis H119 postulates that the users of the baseline system reformulate their queries more 
frequently than the users of the automatic system. Moreover, research hypotheses H120 and 
H121 assume the interactive system to trigger a higher number of query reformulations than 
the other two system versions, owing to the interactive expansion term suggestions it offers. 
These research hypotheses are summarized in Table 59. 

H119: RefB > RefAUT 

H120: RefINT > RefB 

H121: RefINT > RefAUT 
Table 59: Research hypotheses about the number of query reformulations 

The research hypotheses listed in Table 59 can be tested by analyzing the query logfiles in 
which the users’ search sessions were recorded (see section 8.2). They allow to trace the 
users’ distinct query (re-)formulation steps. All structural or content-based changes of a query 
are interpreted as distinct reformulation steps. These can for example consist of query 
reformulation and term tactics such as the addition, replacement or deletion of a query facet, 
the conversion of a query term or spelling corrections (see section 5.3).  

In the example logfile in Figure 69, the original three-faceted query “language support” AND 
migrants AND preschool is reformulated twice. In line 3, its original facet preschool is 
replaced by the broader term school and in line 5, the facet school is deleted to generalize the 
query. 

 
Figure 69: Example logfile with two query reformulation steps 

Like in the example logfile presented in Figure 69, the average numbers of reformulation 
steps are calculated for each of the users’ search sessions. On this basis, mean average 
numbers of reformulation steps can be determined for each topic and system version. In 
Figure 70, these topic- and system-specific mean average numbers of reformulation steps are 
depicted.  
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Figure 70: Topic-specific mean average numbers of query reformulations by system 

Figure 70 reveals that the topics partly differ importantly in terms of the systems’ average 
numbers of reformulation steps while the trends of the system comparisons are similar across 
topics. This is illustrated by the nearly parallel arrangement of the topic-specific lines. The 
differences between topics may indicate that the users’ reformulation behavior is influenced 
by the topics’ respective levels of specificity and difficulty (see section 8.4).  

Moreover, Figure 70 indicates that for each of the topics, the highest average number of 
reformulation steps is either reported for the interactive system or for the baseline system 
version. On average, the automatic system’s numbers of reformulation steps are thus 
comparatively low.  

The K-S Test is applied to test whether the systems’ respective value distributions 
approximate normal distributions, its results in Appendix Y revealing that only about half of 
the distributions fulfill this criterion. Consequently, the non-parametric U-Test (see section 
8.7) will serve to examine whether the three system versions show significant differences in 
the numbers of reformulation steps. While Table 60 summarizes the main U-Test results, the 
comprehensive test statistics are presented in Appendix Y. 
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M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
 *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H119 
MB > MAUT 

H019 
MB ≤ MAUT 

H120 
MINT > MB 

H020 
MINT ≤ MB 

H121 
MINT > MAUT 

H021 
MINT ≤ MAUT 

1 ns  ns  ns  
2  ms ms  ns  
3  ns ns  ns  
4 ***   ms *  
5 ns  ms  ms  
6 ns  *  **  
7 ns   ns  ns 

Table 60: U-Test results for the system comparisons by the numbers of query reformulations 

As depicted in Table 60, significant differences between the baseline and automatic system 
versions are only observed for one topic, namely topic 4. Here, the baseline system’s number 
of reformulation steps even exceeds that of the automatic system to a highly significant 
degree. The majority of the remaining topics shows supporting tendencies, though not at a 
significant level. These findings thus show a tendency to supporting H119, assuming the users 
of the baseline system to reformulate their queries more frequently than the users of the 
automatic system. 

Overall, the interactive system’s numbers of query reformulations tend to exceed those of the 
baseline system. For topic 6, the interactive system even shows a significantly higher number 
of reformulation steps than the baseline system. Similarly, marginally significant differences 
between the two system versions are detectable for topics 2 and 5. These findings support 
research hypothesis H120, stating that the interactive system encourages its users to 
reformulate their queries more frequently than the users of the baseline system version.  

With regard to research hypothesis H121, significant results are reported for topics 4 and 6. In 
these topics, the interactive system shows a significantly higher number of reformulation 
steps than the automatic system. The remaining topics, except for topics 7, also show support 
for this hypothesis.  

In summary, the baseline system shows the tendency for a higher number of reformulation 
steps than the automatic system while the interactive system again tends to exceed the 
numbers of reformulation steps in both the baseline and automatic system versions. These 
findings underpin both H119, H120 and H121. 

8.9.9. Fraction of Interactive Reformulation Steps 

As delineated in the previous section 8.9.8, the interactive system showed a comparatively 
high number of reformulation steps. In section 6.3 it was assumed that query reformulations 
in the interactive system might be animated by the interactive expansion term suggestions. To 
address this assumption, this section examines which fractions of the users’ reformulation 
steps are manually realized and which are system-driven, that is, triggered by the interactive 
expansion term suggestions. 

First of all, the fraction of interactive query reformulation steps is determined in each of the 
users’ search sessions which were realized by means of the interactive system version. 
Afterwards, the sessions are categorized as follows: Search sessions where interactive query 
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reformulations constitute up to one quarter of all reformulation steps, up to half of all 
reformulation steps, up to three quarters or up to the entirety of all reformulation steps. The 
figures in Table 61 depict how the search sessions are distributed according to this 
categorization scheme. 

  

  

    

Table 61: Fractions of interactive reformulation steps in the interactive system's search sessions 
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Table 61 illustrates that the fractions of the search sessions’ interactive reformulation steps 
varies between the topics. While interactive reformulation steps dominate over manual 
reformulations in most of the search sessions for topics 4 and 7, this does not apply to the 
remaining topics. Here, manual reformulations account for more than 50% of all 
reformulation steps in most of the search sessions. Accordingly, it can be stated that the users 
applied both manual and interactive query reformulations, though in varying portions.  

The figures in Table 61 moreover indicate that in several search sessions, interactive query 
reformulations were not realized at all. Overall, the fractions of search sessions in which 
interactive suggestions were not used vary between the topics. For example, the figures give 
evidence that a high number of users did not accept any of the interactive suggestions for 
topics 2 and 4. By contrast, only a few users completely disregarded the interactive 
suggestions in topics 6 and 7. However, the query logfiles (see section 8.2) reveal that all of 
the users applied interactive expansion term suggestions during the experiments, though not 
necessarily in all topics. 

All in all, the figures in Table 61 illustrate that interactive search suggestions were widely 
applied and accepted by the users during the experiments although their frequencies of usage 
varied between the topics. Nonetheless, statistics about the search suggestions’ usage rates do 
not give any information about their effectiveness, an aspect which will therefore be analyzed 
in the following section. 

8.9.10. Effects of Interactive Reformulation Steps 

In this section, the effects of the users’ interactive query reformulation steps in the interactive 
system are analyzed in detail. Due to the experiments’ recall-oriented topic definitions (see 
section 8.4), the use of interactive expansion terms is assumed to have predominantly served 
for increasing the number of result documents in the experiments. This could for example be 
achieved by applying facet expansion tactics with the respective query reformulation button 
(see section 8.8.3). Alternatively, interactive query reformulations could serve to decrease the 
number of result documents. For this purpose, expansion terms could be added to a query as a 
new facet by the AND operator. 

To assess the effectiveness of the users’ interactive query reformulations in the experiments, a 
variant of the implicit feedback measure, as applied by [HUANG and EFTHIMIADIS 2009] (see 
section 5.5), is employed. Accordingly, a query reformulation is considered as effective if the 
user immediately afterwards accesses a document of the result list, such a click being 
interpreted as an implicit indicator of (expected) relevance. The present study can even 
leverage more reliable indicators of relevance because the users explicitly had to select 
documents they considered to be relevant. 

In the interactive experiments, the users pursued the goal of identifying as many relevant 
documents as possible in a predefined timeframe (see section 8.1). Accordingly, an interactive 
query reformulation step is considered to be successful if the user added at least one 
document from the result set to the list of relevant documents immediately after the 
reformulation. Although this criterion of relevance is highly subjective, it allows to assess the 
users’ perceived success of the interactive query reformulation steps. Similarly, reformulation 
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steps can be interpreted as clearly unsuccessful if the user immediately afterwards viewed a 
result document which was not selected as relevant. This behavior may indicate that the user 
was misled by the interactively expanded query. In case the user did not view or select any 
result document after an interactive reformulation step, the query reformulation’s effect is 
interpreted as neutral in this analysis. 

To sum up, the users’ interactive query reformulation steps could thus induce the following 
effects: They could entail a result set that was either empty, remains stable, increased or 
decreased. While the selection of at least one result document indicates a successful 
reformulation step, merely viewing a document is interpreted as a failure, and the absence of 
interactions with the result list is denoted as a neutral effect. Depending on the user’s reaction 
to the result sets, the reformulation steps can be classified as either successful, unsuccessful or 
neutral. These possible expansion effects are summarized in Table 62.  

: Positive effect, : Negative effect, : Neutral effect 
Result set Empty Neutral Increase Decrease 
Document 
Action --- --- --- View Select --- View Select 

Overall 
Effect 

 
       

Table 62: Categorization of expansion effects 

Based on the categorization of expansion effects presented in Table 62, the effects of the 
users’ interactive query reformulation steps are analyzed for each of the seven retrieval topics. 
Figure 71 depicts which fractions of the users’ interactive query reformulation steps induced 
either neutral, positive or negative effects. 
 

Figure 71: Topic-specific effects of interactive reformulation steps 

Figure 71 shows that the result lists were in many cases not affected by the interactive query 
reformulations, which is indicated by the high fractions of neutral effects. This means that the 
selection of interactive expansion terms often did not deliver any additional result documents 
in the experiments. This applies to all topics, their respective shares of neutral effects ranging 
between 37.5% (for topic 3) and 62.86% (for topic 1). The interactive reformulations 
sometimes even induced negative effects which were either due to empty result sets or to the 
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mere viewing of documents that were not selected as relevant (see Table 62). Direct positive 
effects of interactive reformulation steps were most frequently observable for topic 3 (35%) 
while they occurred less frequently for the remaining topics except for topic 5.  

Figure 72 breaks down the overall expansion effects presented in Figure 71 by the way they 
were induced: either by empty, increased, decreased or neutrally affected result sets, in 
combination with no document interactions, the viewing of a document or the selection of a 
document (see Table 62). 
 

Figure 72: Topic-specific user reactions after interactive reformulation steps 

Figure 72 depicts that the fraction of decreased result lists ranges between 0% for topic 3 and 
19.04% for topic 2 while an exceptionally high fraction of 30.30% is only reported for topic 
5. A detailed analysis of the query logfiles reveals that this high percentage of decreased 
result lists was mainly due to the usage of the disambiguation functionality (see section 8.8.3) 
in this topic. This functionality was frequently employed to disambiguate the query term body 
which could be interpreted in either a mathematical or a biological sense. 

Unlike decreases of result lists, increases were more frequently induced by the users’ 
interactive query reformulations. The predominance of increases could be observed in all 
topics except for topic 5. The fraction of increases ranged between 3.12% for topic 5 and 56% 
for topic 3. Although these increases often did not trigger any direct user actions regarding the 
viewing or selection of documents, direct positive effects were nonetheless also observable. In 
these cases, the interactive reformulations fostered the users to immediately select at least one 
result document. 

Overall, the users’ interactive query reformulations thus mainly served to increase result lists 
while decreases occurred comparatively seldomly for most of the topics. This is in line with 
the above stated assumption that the implemented query expansion tactics would mainly serve 
to increase result lists when accomplishing the recall-oriented tasks in the interactive 
experiments. However, the analysis moreover revealed that high numbers of the interactive 
reformulation steps had no impact on the result lists, their lengths remaining stable. 
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8.9.11. Types of Query Reformulations 

To address research question Q3 defined in section 6.3, asking how users employ expansion 
terms, the nature of their reformulation tactics is analyzed in this section. First of all, a 
catalogue of term tactics is compiled for this purpose. It is based on the theoretical works by 
[BATES 1979] presented in section 5.3 and augmented for the purposes of this study. This 
catalogue enlists the following term tactics: the usage of alternative labels, term components, 
broader terms, narrower terms, related terms, organization names, compounds, project names, 
synonyms, as well as organizational interests.  

In the experiments, the application of the above listed tactics was either manually realized or 
triggered by the expansion term suggestions in the interactive system. Moreover, the term 
tactics could be employed in three different ways. An expansion term could replace an 
existing query term, expand a given facet or add a new facet to the original query. These three 
variants are therefore recorded as distinct variants of the above listed term tactics.  

The figures in Table 63 visualize the frequency of usage of the various term tactics in the 
three system versions. For each topic, the figures are normalized by the systems’ respective 
numbers of valid and thereby analyzable search sessions. In addition to categorizing the 
employed term tactics by their types, the figures in Table 63 visualize how the expansion 
terms had been integrated into the queries. More specifically, the figures depict the usage 
rates of the AND and OR operators for this purpose, as well as the application of the 
replacement tactic. 
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ALT: Alternative label, TC: Term components, BT: Broader term, NT: Narrower term, RT: Related term, 
ORGA: Organization name, COMP: Compound, SYN: Synonym, PROJ: Project name, INTEREST: Interest 
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: AND; : Replace; : OR  
  

  

  

  

*: normalized by the number of valid search sessions 
Table 63: Applied term tactics by system and topic 

                                                 
73 Represented by the rescon:isInterestOfOrganization relation in the ontology (see section 6.5.1). 
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The figures in Table 63 illustrate that, across all topics, related terms were the most frequently 
applied term tactic in all system versions. In the baseline and automatic systems, other tactics 
were comparatively seldomly manually applied. The interactive system, by contrast, showed a 
wide variety of employed term tactics. Apart from related terms, the use of broader terms, 
narrower terms, organization names, compounds, project names and organizations’ interests 
was common in this system version. Overall, the interactive system thus added to the variety 
of the users’ query vocabulary: The interactive system’s users applied term tactics that they 
autonomously possibly would not have used if no suggestions had been offered to them. This 
can be concluded from the comparison with the users’ manual query reformulation behaviors 
in the baseline and automatic system versions.  

Table 63 moreover illustrates that the frequencies of expansion term usage further varied 
between the different topics, especially in the interactive system version. For example, the 
usage of project names was comparatively frequent in topics 2 and 6 while their usage was 
rare or non-existent in the remaining topics. Project names were thus considered as especially 
helpful in the aspectual topics 2 and 6 that explicitly queried for project-related information 
(see section 8.4). Similarly, the usage of organization-related information was comparatively 
frequent in topic 6 that referred to an organization name in the topic definition. In distinct 
search topics, the provision of query-related organization and project names was thus 
considered as helpful by the users. The fact that the usage rates of different types of expansion 
terms varied between the topics indicated that their perceived helpfulness was dependent on 
the type of the retrieval topics 74. Moreover, it has to be noted that the expansion terms’ usage 
rates were also highly dependent on the availability of the respective types of query-related 
information in the ontology. 

According to Table 63, the usage of alternative labels, synonyms and term components was 
obviously rare or even non-existent across all topics, independently from the system version. 
As delineated in section 8.8.3, these types of terms were used for the automatic expansion of 
queries in the automatic and interactive system versions. This means that they were not 
implemented as interactive expansion term suggestions and could thus only be manually 
integrated into the users’ queries. As the manual reformulations with alternative labels and 
synonyms did not occur in any of the system versions, their usage as automatic expansion 
terms seems reasonable. The same applies to term components: Although these were 
employed for the manual expansion of queries in all groups, this occurred only seldomly. 

Aggregating the statistics of Table 63, Table 64 visualizes how the users groups integrated the 
applied expansion terms into their queries. More specifically, the figures in Table 64 depict 
the usage rates of the AND and OR operators, as well as of the replacement tactic for the 
purpose of reformulatin queries. In Table 64, the respective statistics are presented for each of 
the topics and system versions. 

                                                 
74 For example, person-related information was not used at all and possibly neither generated as expansion term 
suggestions. This is possibly due to the definition of the retrieval topics that did not make reference to person 
names. For known item searches, by contrast, person-related context information may be valuable. However, 
these types of searches were not in the focus of this thesis. 
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*: normalized by the number of valid search sessions 
Table 64: Applied expansion tactics by system and topic 

According to the figures in Table 64, the usage of the AND operator was only observable in 
the interactive system version. In the baseline and automatic system versions, by contrast, 
expansion terms were never added to the original queries as new facets. Note that facets may 
still have been added in these system versions. But they are enlisted in Table 64 only in case 
they were semantically related to any of the original query terms. 

As depicted in Table 64, the expansion of facets with the OR operator was highly fostered by 
the interactive system version. In the baseline and automatic systems, by contrast, expansion 
tactics occurred comparatively seldomly. Instead, the replacement of query terms by 
expansion terms was the predominant tactic in these system versions. In the interactive 
system, by contrast, the expansion of facets predominated against the replacement tactic. 

To investigate whether the exceptional query reformulation behavior in the interactive system 
was due to its interactive expansion functionalities, the figures in Table 65 depict which 
fractions of reformulations steps in the interactive system were manually or interactively 
realized. For this purpose, Table 65 breaks down the reformulation tactics by the two 
expansion modes, i.e. the automatic and interactive mode, while comprehensive statistics are 
presented in Appendix Z.  
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Table 65: Expansion modes in the interactive system 

The figures in Table 65 illustrate that in the interactive system, the rare usage of the AND 
operator was completely realized by means of the respective reformulation button (see section 
8.8.3). Similarly, the frequent usage of the OR operator in this system version was also 
mainly triggered by the respective reformulation button. The manual usage of the OR 
operator, by contrast, occurred comparatively seldomly. If users manually reformulated their 
queries in the interactive system version, they preferably made use of the replacement tactic, 
just like the users of the baseline and automatic system versions. 

Although the users of the interactive system could choose whether to use the suggested 
interactive expansion terms to replace existing terms, to add them to the query by the AND 
operator or to add them by the OR operator by deploying the respective reformulation buttons 
(see section 8.8.3), they showed a clear preference for the latter option. From these findings, it 
can be concluded that the interactive system fostered the usage of the OR operator for the 
expansion of query facets. 

8.9.12. Query Complexity 

In this section, the structure of the users’ query formulations is analyzed to address research 
hypotheses H122 and H123 which were formulated in section 6.3. As depicted in Table 66, 
they expect the users of the interactive system to formulate more complex queries than the 
users of the other two system versions.  

H122: ComplexityINT > ComplexityB 

H123: ComplexityINT > ComplexityAUT 
Table 66: Research hypotheses on query complexity 
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The research hypotheses enlisted in Table 66 express the assumption that the interactive 
system fosters the application of the building blocks strategy, owing to the support it offers in 
the expansion of query facets (see section 8.8.3). As delineated in section 5.1, queries can 
consist of several facets that usually designate different aspects of an information need. These 
facets, again, can comprise several terms which are usually lexicalizations of the same aspect. 
Queries that comprise several of such expanded facets follow the building blocks strategy (see 
section 5.2). 

To make a statement about the complexity of the users’ queries in the three system versions, 
the average numbers of expansion terms per facet in the users’ search sessions are compared 
across the three system versions. Firstly, the numbers of distinct query facets are determined 
in each of the systems’ search sessions. Secondly, the amount of distinct expansion terms per 
facet is identified.  

Figure 73 exemplarily illustrates this process for the excerpt from a sample logfile. Here, the 
user altogether defines three query facets, expressed by the terms “language support”, 
migrants and preschool. When reformulating this query, the user employs one expansion term 
for the first facet (immigrants) and two expansion terms for the last facet (school, 
kindergarten). This accounts for an average number of one distinct expansion term per facet. 
Similarly, the average numbers of expansion terms are determined for each of the users’ 
search sessions. 

 
Figure 73: Example query with facet expansion 

Figure 74 depicts the system versions’ respective mean average numbers of expansion terms 
for each of the topics. The figure illustrates a clear trend of the interactive system to exceed 
the other two system versions importantly in all of the topics. Although this difference is 
already visually striking, it is additionally tested for statistical significance. 
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Figure 74: Topic-specific mean average numbers of expansion terms per facet 

As revealed by the K-S Test results presented in Appendix AA, the systems’ query 
complexity value distributions do not approximate normal distributions. For the comparison 
of the three system versions’ query complexity, the U-Test is therefore applied (see section 
7.2.3). Table 67 summarizes the results of the system comparisons while the comprehensive 
test results can be found in Appendix AA.  

M: Mean; p: one-tailed probability value; ms: marginally significant; ns: non-significant 
*: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H122 
MINT > MB 

H022 
MINT ≤ MB 

H123 
MINT > MAUT 

H023 
MINT ≤ MAUT 

1 ***  ***  
2 ***  ***  
3 ***  **  
4 **  **  
5 **  **  
6 ***  ***  
7 ***  ***  

Table 67: System comparisons by query complexity 

Table 67 depicts that for all topics, the differences between the interactive system and each of 
the other two system versions are highly significant. The search sessions of the interactive 
system show comparatively high average numbers of expansion terms per facet (M = 0.503) 
whereas the baseline and automatic system versions achieve average values which are close to 
zero for all topics (see Figure 74). In the baseline and automatic system versions, the 
expansion of facets with the OR operator only occurred in a few outlier sessions where the 
users manually applied the expansion tactic. In the interactive system, by contrast, the usage 
of facet expansion tactics was predominantly realized by the facet expansion button, as 
indicated by the analysis of expansion modes in section 8.9.11 (see Table 65). 
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Hence, the experimental results clearly support research hypotheses H122 and H123: Compared 
to the baseline and automatic system versions, the interactive system version fostered the 
definition of more complex queries in terms of the numbers of distinct expansion terms per 
facet. 

8.10. Conclusion for Interactive Query Expansion Experiments 
Based on the analyses described in the previous section 8.9, this section summarizes the main 
results of the interactive experiments. For this purpose, it refers to the research questions and 
hypotheses which were defined in section 6.3. Firstly, the section summarizes the overall 
potential of ontology based query expansion at the example of the GEI environment (8.10.1). 
Secondly, it draws conclusions regarding the effectiveness of the implemented ontology based 
query expansion mechanisms (8.10.2) and finally, aspects of the users’ query expansion 
behavior in the three system versions are discussed (8.10.3). 

8.10.1. Potential of Ontology Based Query Expansion 

The automatic and interactive retrieval prototypes which were implemented for the interactive 
experiments exemplarily illustrated how a domain-specific ontology can be leveraged for the 
purpose of query expansion (see sections 8.8.2 and 8.8.3). Accordingly, the description of 
their implementation contributed to answering research question Q1 defined in 6.3, namely to 
explore the potential of ontology based query expansion mechanisms. 

As delineated in section 2.1.2, the modeling principles for ontologies offer far more 
possibilities than those for thesauri which often have often been used for the purpose of query 
expansion (see section 4.4.1). Ontologies not only allow for drawing distinctions between 
classes of objects and their instantiations, for defining all imaginable kinds of relationships 
between all types of objects and for specifying the nature of these relationships (e.g. as 
hierarchical, symmetric or transitive) but also permit the inference of indirect relationships 
between ontology objects. Part of these characteristics were leveraged in the prototypes to 
implement ontology based query expansion mechanisms. By means of the ARQ path 
language, indirect semantic relationships between ontology objects were taken into account to 
identify query-related project and organization names which served as expansion terms in the 
interactive prototype (see section 8.8.3). 

The interactive retrieval prototype moreover illustrated how the class structure of ontologies 
can serve to adapt query expansion mechanisms to different types of query terms: Depending 
on the type of the query terms, being identifiable as instances of either the Concept, 
Organization or Project classes, the prototypes applied different automatic expansion 
mechanisms (see section 8.8.2). In addition, the interactive prototype presented the user 
several types of expansion term suggestions that would not have been derivable from a 
traditional thesaurus. Amongst others, query-related organizations and projects were 
identified in the case of concept queries while organization and project queries induced the 
generation of context information like organization interests and project subjects (see section 
8.8.3). 
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When implementing the retrieval prototypes, the selection of automatically and interactively 
applicable expansion relations was based on the results from the automatic query expansion 
experiments (see chapter 7). The automatic query expansion component took only those 
relations into account that had been shown to increase recall without simultaneously inducing 
high losses in precision during the automatic experiments. The remaining ontology relations 
were leveraged for generating interactive expansion term suggestions in the interactive system 
version. These expansion terms could be selected to either broaden or specify queries or to 
replace existing query terms (see section 8.8.3). This way, the interactive system assisted the 
users in the application of search tactics, offering them the possibility to directly integrate the 
suggestions into their queries. 

The description of the three retrieval system versions thus exemplified the ontology’s 
potential for the implementation of automatic and interactive query expansion mechanisms. 
However, the above stated conclusions regarding the ontology’s potential are merely based on 
theoretical considerations. In addition to this, the following sections will therefore summarize 
the practical impacts that the implemented ontology based query expansion mechanisms 
demonstrated in the interactive experiments. 

8.10.2. Effectiveness of Ontology Based Query Expansion 

Research question Q4 defined in section 6.3 formulated the goal of comparing the 
effectiveness of the three retrieval system versions. With regard to the varying levels of query 
expansion support they offered, the systems were assumed to differently affect the users’ 
effectiveness in accomplishing the retrieval topics.  

In this section, the systems’ experimental results regarding the following aspects of retrieval 
effectiveness are summarized: their recall values, their numbers of collected documents, their 
DistinctDocuments measure scores, their precision values and their pre-click confidence 
scores. The respective experimental results are presented with a focus on the performance of 
the automatic and interactive system versions. As will be recapitulated in this section, several 
overall trends emerged although the systems’ effectiveness was compared on a topic-specific 
basis (see section 8.4). 

Effectiveness of the Automatic System Version 

The comparison of the baseline and automatic system versions’ performance allowed to 
isolate the effects of the automatic query expansion mechanism. The results of the baseline 
and automatic systems’ comparisons in terms of the recall measure, the numbers of collected 
documents, the DistinctDocuments measure and the pre-click confidence measure (see section 
s8.9.3, 8.9.4, 8.9.5 and 8.9.7) are summarized in Table 68. The table depicts the numbers of 
topics that showed support either for the research hypotheses on retrieval effectiveness that 
were formulated in section 6.3 or for the respective alternative hypotheses. 
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ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (one-tailed) 

Hypotheses *** ** * ms ns 
H13: RecallAUT > RecallB --- --- 2 1 2 
H03: RecallAUT ≤ RecallB --- ---  --- 2 
H19: CollDocAUT > CollDocB --- --- 2 1 3 
H09: CollDocAUT ≤ CollDocB --- --- --- --- 1 
H112: DDAUT > DDB --- --- --- Across all 

topics 
--- 

H012: DDAUT < DDB --- --- --- --- --- 
H115: PCCAUT > PCCB --- --- 1 1 2 
H015: PCCAUT ≤ PCCB --- --- --- --- 3 

Table 68: Numbers of topics that support the hypotheses about retrieval effectiveness measures 

Table 68 illustrates that the experiments proved the automatic system version to often 
outperform the baseline system in terms of recall, as assumed in research hypothesis H13. 
This was the case in five out of the seven retrieval topics. However, the superiority of the 
automatic system did not always reach a significant level and it could not be proven for all 
topics. The automatic expansion component’s effectiveness in terms of recall thus seems to be 
topic-specific. If being interpreted as indicators of topic difficulty, the topic-specific average 
numbers of query reformulations indicated the automatic system’s effectiveness to be highest 
when accomplishing comparatively difficult topics. After all, the automatic system 
outperforms the baseline system in all those topics that show the highest average numbers of 
query reformulation steps across all system versions, namely topics 1, 6 and 7 (see section 
8.9.8). 

While the recall measure assessed the systems’ effectiveness on the basis of expert relevance 
judgments, the analysis of the numbers of collected documents provided information about 
effectiveness in terms of the users’ subjective relevance judgments (see section 8.9.4). As 
shown in Table 68, the automatic system on average also outperformed the baseline system 
version in this regard in the majority of the topics. According to subjective evaluation criteria, 
the users of the automatic system were thus more successful than the users of the baseline 
system.  

The DistinctDocuments measure again focused on the numbers of collected documents that 
were judged as relevant by the expert assessors (see section 8.9.5). Comparing the amounts of 
distinct relevant documents in the systems’ pooled sets of collected documents across all 
topics, the automatic system on average excelled the baseline system, though only at a 
marginally significant level (see Table 68).  

Interestingly, the automatic system showed the tendency to outperform the baseline system in 
terms of the pre-click confidence measure in the slight majority of the topics, though reaching 
a (marginally) significant level for two topics only (see Table 68). The baseline system’s 
users thus tended to open higher fractions of documents that they did not consider relevant 
than the automatic system’s users. The baseline system’s users may thus have had to make 
slightly more efforts in accomplishing the retrieval topics than the automatic system’s users. 

With regard to user precision, the automatic and baseline systems’ users did not show any 
significant differences in the accomplishment of the retrieval topics, as depicted in Table 69. 
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These findings support the alternative hypothesis H06 and prove the automatic query 
expansion functionalities not to affect the users’ precision scores.  

ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (two-tailed) 

Hypotheses *** ** * ms ns 
H16: PrecisionAUT ≠ PrecisionB --- --- --- --- --- 
H06: PrecisionAUT = PrecisionB --- --- --- --- 7 

Table 69: Numbers of topics that support the hypotheses about precision 

Overall, the automatic system showed obvious tendencies to excel the baseline system in 
terms of retrieval effectiveness. Although significant differences were proven for a few topic-
level comparisons only, significant results were always in favor of the automatic system, be it 
in terms of recall, the number of collected documents or the pre-click confidence measure. In 
addition, the non-significant topic-specific test results also often showed tendencies favoring 
the automatic system’s superiority.  

Effectiveness of the Interactive System Version 

While the automatic system showed obvious tendencies to outperform the baseline system, 
this section examines whether the interactive expansion term suggestions further added to the 
above described increase in effectiveness which was induced by the automatic system. For 
this purpose, the interactive system’s retrieval effectiveness is compared to that of the other 
two system versions. The experimental results on retrieval effectiveness measures which were 
presented in section 8.9.3, 8.9.4, 8.9.5 and 8.9.7 are recapitulated in Table 70. The table 
summarizes the results of the topic-specific comparisons between the interactive system and 
each of the baseline and automatic systems. 

ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (one-tailed) 

Hypotheses *** ** * ms ns 
H14: RecallINT > RecallB --- --- 1 1 2 
H04: RecallINT ≤ RecallB --- --- 2 --- 1 
H15: RecallINT > RecallAUT --- --- --- --- 1 
H05: RecallINT ≤ RecallAUT 1 --- --- 2 3 
H110: CollDocINT > CollDocB --- --- 1 1 1 
H010: CollDocINT ≤ CollDocB --- --- 1 --- 3 
H111: CollDocINT > CollDocAUT --- --- --- --- 1 
H011: CollDocINT ≤ CollDocAUT 1 --- 1 --- 4 
H113: DDINT > DDB --- --- --- Across all 

topics 
--- 

H013: DDINT ≤ DDB --- --- --- --- --- 
H114: DDINT > DDAUT --- --- --- --- --- 
H014: DDINT ≤ DDAUT --- --- --- Across all 

topics 
--- 

H116: PCCINT > PCCB --- 1 3 1 --- 
H016: PCCINT ≤ PCCB --- --- --- --- 2 
H117: PCCINT > PCCAUT --- --- 2 --- 2 
H017: PCCINT ≤ PCCAUT --- --- --- --- 3 

Table 70: Numbers of topics that support the hypotheses about effectiveness measures 

As depicted in Table 70, the interactive system did seldomly outperform the other system 
versions in terms of recall, contrary to the expectations formulated in research hypotheses H44 
and H15. While the interactive system’s comparison with the automatic system even proved 
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the superiority of the latter system version, the results of the interactive system’s comparisons 
with the baseline system were ambiguous (see section 8.9.3). For different topics, the 
superiority of either one of the baseline and interactive system versions was reported, partly 
even at significant levels.  

A similar picture emerged regarding the system comparisons by the numbers of collected 
documents (see section 8.9.4). While ambiguous results were reported for comparing the 
interactive and baseline system versions, the automatic system clearly outperformed the 
interactive system in this regard.  

In terms of the DistinctDocuments measure, the interactive system achieved a lower average 
score than the automatic system, though outperforming the baseline system in this regard (see 
section 8.9.5). However, these differences were both reported to be only marginally 
significant, as shown in Table 70.  

Interestingly, the interactive system obtained comparatively high average pre-click confidence 
scores: In all but two topics, it outperformed the baseline system in this regard, four times at 
significant levels. Similar, though slightly weaker indicators of superiority were reported for 
the interactive system’s comparison with the automatic system version.  

As depicted in Table 71, no significant differences were detected between the interactive 
system and the other system versions with regard to the precision measure. These 
observations support the alternative hypotheses H07 and H08 which state the interactive query 
expansion mechanisms not to have any impact on the systems’ precision values.  

ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (two-tailed) 

Hypotheses *** ** * ms ns 
H17: PrecisionINT ≠ PrecisionB --- --- --- --- --- 
H07: PrecisionINT = PrecisionB --- --- --- --- 7 
H18: PrecisionINT ≠ PrecisionAUT --- --- --- --- --- 
H08: PrecisionINT = PrecisionAUT --- --- --- 1 6 

Table 71: Numbers of topics that support the hypotheses about precision 

All in all, the interactive system did not meet the expectations regarding its assumed, 
objectively measurable superiority over the other system versions, neither in terms of recall, 
nor regarding the numbers of collected or distinct relevant documents. However, the 
interactive system showed a tendency to outperform the other system versions in terms of the 
pre-click confidence measure of retrieval effectiveness which is based on the users’ subjective 
notions of relevance.   

Interestingly, an exceptional behavior of the interactive system was observable for one topic 
(topic 7). In this topic, the interactive system outperformed both the baseline and automatic 
system versions in terms of recall and the number of collected documents (see sections 8.9.3, 
8.9.4). Although these differences were not proven to be statistically significant, they showed 
a tendency for supporting research hypotheses H14, H15, H110 and H111 which postulated the 
interactive system’s superiority over the other system versions in terms of recall and the 
number of collected documents. According to the analyses described in section 8.9.8, topic 7 
also showed a high number of reformulation steps in all system versions, which may be an 
indicator for its comparatively high level of difficulty. The fact that the users of all system 
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versions identified comparatively few distinct relevant documents for this topic, as stated in 
Appendix L, supports this assumption. These findings may indicate that the interactive system 
version has the potential to outperform the other system versions regarding especially difficult 
topics. 

8.10.3. Query Expansion Behavior 

As stated in research question Q5 defined in section 6.3, this thesis further pursued the goal of 
assessing how the ontology based query expansion mechanisms affect the users’ query 
expansion behavior. For this purpose, the users were not only asked to subjectively judge the 
helpfulness of the prototypes’ expansion functionalities (see section 8.9.2), but their query 
(re-)formulation behavior was also examined in detail. The analyses in sections 8.9.8, 8.9.11 
and 8.9.12 compared the system versions by the following aspects: the numbers of query 
reformulations, the types of reformulations and the queries’ complexity. To gain a deeper 
understanding of the interactive query expansion effects, the search sessions in the interactive 
system were further subject to detailed analysis regarding the fractions of interactive 
reformulation steps (see section 8.9.9) and their effects (see section 8.9.10). Like in the 
previous section 8.10.2, the findings on query expansion behavior are recapitulated with a 
focus on the automatic and interactive system versions in this section. This allows to isolate 
the respective effects that these two system versions had on the users’ query expansion 
behavior. 

Query Expansion Behavior in the Automatic System Version 

Subjectively, the automatic system’s query expansion component was judged as 
predominantly helpful by the vast majorities of both the automatic and interactive systems’ 
users (see section 8.9.2). Although it may be the case that the users showed a tendency for 
positive answers, their estimations can be considered as reliable, owing to the fact that they 
were based on their own practical experiences with the system’s automatic expansion 
functionalities. 

As delineated in section 8.8.2, alternative labels, synonyms and term components were used 
for the automatic expansion of queries. Interestingly, the manual application of these term 
tactics was rare or even non-existent across all topics in all system versions (see section 
8.9.11). These observations confirm the decision to deploy these term tactics for the automatic 
expansion of queries, as realized in the automatic and interactive system versions. After all, 
the effectiveness of these types of expansion terms had been proven in the automatic retrieval 
experiments described in chapter 7. 

Due to the automatic query expansion support, the automatic system’s users were assumed to 
make less efforts during their searches, reformulating their queries less frequently than the 
users of the baseline system version, as expressed in research hypothesis H119. Table 72 
summarizes the results of analyzing the numbers of query reformulations (see section 8.9.8). 
Although (highly) significant differences between the system versions could be proven for 
one topic only, Table 72 indicates the baseline users’ tendency to make more efforts in 
accomplishing the retrieval topics than the users of the automatic system.  
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ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p > 0.001 (one-tailed) 
Hypotheses *** ** * ms ns 
H119: RefB > RefAUT 1 --- --- --- 4 
H019: RefB ≤ RefAUT --- --- --- 1 1 

Table 72: Numbers of topics that support the hypotheses about the number of query reformulations 

The fact that the automatic system’s pre-click confidence scores showed a tendency to exceed 
those of the baseline system (see section 8.10.2) is a further indicator for increased efforts 
made by the baseline system’s users. In this context, the post-questionnaire identified another 
strategy that the baseline system’s users applied for counterbalancing this system version’s 
shortcomings. The questionnaire revealed the strategy of selecting expansion terms from 
result documents to be most common among the baseline system’s user group (see section 
8.9.1). 

Interestingly, the fraction of users showing a tendency for favoring a prolonged time span for 
familiarizing with the system was higher for the baseline system than for the automatic 
system (see section 8.9.1). In the first instance, this appeared to be contra-intuitive as the 
system versions did not show any differences in terms of complexity. However, the answering 
behavior may be explainable by the baseline users’ comparatively higher efforts which they 
may have attributed to a lack of familiarization with the system’s functionalities.  

With increased efforts, the baseline system’s users were possibly able to counterbalance the 
effects of the automatic system’s advantageous automatic query expansion component. 
Making slightly more efforts, the baseline system’s users thus often achieved similar levels of 
retrieval effectiveness as the users of the automatic system. This behaviour may explain why 
the systems’ differences in retrieval effectiveness summarized in section 8.10.2 were often 
surprisingly small or non-significant. 

Query Expansion Behavior in the Interactive System Version 

This section recapitulates the findings that were gathered in the interactive experiments 
regarding the users’ query expansion behavior in the interactive system version. To begin 
with, it can be stated that this system’s interactive expansion term suggestions were overall 
widely accepted and employed by the users. This was revealed by the analysis of the fractions 
of interactive query reformulation steps in section 8.9.9. This analysis further demonstrated 
that all users made use of the interactive expansion term suggestions during their searches, 
though with varying frequencies between the topics. Consequently, it can be assumed that the 
users’ ratings of the interactive system’s query expansion functionalities were all based on 
their practical experiences.  

The reliability of the users’ ratings is further supported by the fact that these ratings were 
made immediately after having experienced the functionalities. The post-questionnaire 
revealed that the users of the interactive system version overall judged the system’s query 
expansion functionalities predominantly positively (see section 8.9.2). This could also be 
observed for the users’ judgments regarding the helpfulness of distinct types of expansion 
terms: All types of expansion terms were judged as helpful by the majority of the users. The 
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same applied to the reformulation buttons and the interactive system’s disambiguation 
functionality.  

The extensive use of the interactive expansion terms possibly also triggered the high amount 
of query reformulations in the interactive system (see section 8.9.9). As posited in research 
hypotheses H120 and H121, the interactive system showed clear tendencies to excel the 
baseline and automatic system versions by the number of query reformulations. The 
respective topic-specific experimental results which were presented in section 8.9.8 are 
recapitulated in Table 73. It denotes that the numbers of reformulation steps in the interactive 
system exceed those issued in the other system versions for the majority of the topics. 

ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (one-tailed) 
Hypotheses *** ** * ms ns 
H120: RefINT > RefB --- --- 1 2 2 
H020: RefINT ≤ RefB --- --- --- 1 1 
H121: RefINT > RefAUT --- 1 1 1 3 
H021: RefINT ≤ RefAUT --- --- --- --- 1 

Table 73: Numbers of topics that support the hypotheses about the number of query reformulations 

Taking a closer look at the effects of the interactive reformulation steps, the analyses in 
section 8.9.10 revealed that these interactive reformulations often did not induce any changes 
in the result lists. This applied to all topics, their fractions of neutral effects ranging between 
37.5% and 62.86%. In some cases, the interactive reformulations even induced empty result 
sets, a clearly negative effect. These findings may help to explain for the overall partly low 
retrieval effectiveness of the interactive system in comparison with the other system versions 
(see section 8.10.2). Nonetheless, direct negative effects, giving evidence of users being 
misled by the expanded queries’ result lists, occurred seldom. Direct positive effects were 
reported to vary importantly between topics, ranging between 0% and a maximum of 36%. 
But even if the detection of direct positive effects was limited, the users’ extensive use of the 
interactive expansion term suggestions, as well as their positive ratings, can be interpreted as 
an indicator of usefulness, though subjective in nature.  

The detailed analysis of the way the interactive expansion terms were employed by the users 
yielded several interesting differences from the query expansion behavior in the other system 
versions (see section 8.9.11). Although related terms made up for most of the reformulation 
tactics in all system versions, the users of the interactive system employed a strikingly 
broader range of term tactics than the users of the other system versions in all topics. This 
gives evidence of the fact that the users appreciated the variety of interactive expansion term 
suggestions which they autonomously possibly would not have taken into account for 
reformulating their queries. This is illustrated by the users’ search behavior in the baseline 
and automatic system versions where, apart from related terms, few different term tactics 
were employed. 

Owing to the prevalent application of facet expansion tactics in the interactive system (see 
section 8.9.119, this system version was clearly superior to the other systems in terms of 
query complexity. This can be seen in Table 74 that summarizes the results of the system 
comparisons by query complexity which were described in section 8.9.12.  
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ms: marginally significant; ns: non-significant; *: p < 0.05; **: p < 0.01; ***: p < 0.001 (one-tailed) 
Hypotheses *** ** * ms ns 
H122: ComplexityINT > ComplexityB 5 2 --- --- --- 
H022: ComplexityINT ≤ ComplexityB --- --- --- --- --- 
H123: ComplexityINT > ComplexityAUT 4 3 --- --- --- 
H023: ComplexityINT ≤ ComplexityAUT --- --- --- --- --- 

Table 74: Numbers of topics that support the hypotheses about query complexity 

In all topic-specific system comparisons, the interactive system’s query complexity figures 
show very or even highly significant differences from those of the other system versions. 
Although the users hardly employed facet expansion tactics for manually reformulating their 
queries in any of the system versions, they extensively used the interactive system’s support 
in applying facet expansion tactics. These observations indicate that the users theoretically 
acknowledged the usefulness of expansion strategies. If they were offered a possibility to 
apply them intuitively, like in the interactive system version, the users clearly preferred facet 
expansion tactics to applying replacement tactics. This is also expressed by their clear vote for 
the facet expansion button’s helpfulness and their indecisiveness about the replacement 
button’s usefulness in the post-questionnaire (see section 8.9.2). 

Unfortunately, the frequent query reformulations which were triggered by the interactive 
expansion term suggestions (see section 8.9.8) incurred losses of time that did not go along 
with increases in retrieval effectiveness. This was aggravated by the facts that a high fraction 
of the selected expansion terms did not have any impact on the result lists (see section 8.9.10) 
and that the interactive system version allowed the users to select only one expansion term at 
a time (see section 8.8.3). Ultimately, these circumstances explain for the interactive system’s 
above described comparatively low performance in terms of retrieval effectiveness (see 
section 8.10.2).  

To summarize, it can be stated that the users’ search behavior in the interactive system 
obviously distinguished itself from that in the other two system versions: The interactive 
system’s users not only employed a wide range of term tactics but also formulated 
comparatively complex queries. Moreover, the users of the interactive system subjectively 
judged the different types of expansion term suggestions as predominantly useful and further 
gave evidence of their appreciation by their extensive use. 

8.10.4. Methodological Discussion 

To conclude this chapter, the methods that were applied in the interactive experiments are 
critically discussed in this section. It will be pointed out how certain methodological decisions 
may have influenced the experimental results of the retrieval experiments. On this basis, 
conclusions can be drawn for the experimental design in future studies that plan to evaluate 
query expansion systems in interactive retrieval experiments. 

Relevance Judgments 

One factor that may have had an impact on the experimental results is the realization of the 
relevance judgments. The three-level relevance judgments applied in the interactive 
experiments (see section 8.5) allowed to base the analyses on retrieval effectiveness either on 
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strict or loose relevance judgments (see sections 8.9.3 and 8.9.6). Alternatively, more fine-
grained relevance assessments on a relevance scale with even more levels could be defined. 
Such relevance judgments would also allow for the application of more sophisticated 
evaluation measures such as the Discounted Cumulated Gain [JÄRVELIN and KEKÄLÄINEN 
2002]. This measure sums up the relevance scores in the result list and partly also takes the 
ranks of the selected documents into account.  

In practice, relevance judgments may moreover change over time: If users do not find 
information on a certain topic, they might for example be satisfied with documents on a 
related topic. As such topic switches were not taken into account in these experiments with 
predefined topics, the users’ actual precision and recall scores in real-life situations might be 
higher than denoted in the experiments. This is also indicated by the gap between the users’ 
and the expert assessors’ relevance judgments which was reported in section 8.9.6. 

Accordingly, the notion of relevance may be criticized for its subjectivity. Although 
consistency in the relevance judgments was strived for in the interactive experiments, as 
explained in section 8.5, it has to be noted that the judgments did not take the user’s 
subjective perspective into account. For example, the prior knowledge on a topic or the 
contents of already viewed documents may have had an impact on the way users judged a 
document’s relevance. To circumvent these subjective influences, all users had been 
instructed to collect as many topically relevant documents as possible, independently from 
their personal background and search history (see section 8.4). Moreover, such subjective 
influences were ruled out by the users’ randomized assignment to the three groups (see 
section 8.3). 

User Ratings 

The post-questionnaire for the interactive system assessed the users’ subjective ratings of the 
various interactive retrieval functionalities. Amongst others, they were asked to judge the 
usefulness of different semantic relations for generating expansion term suggestions. These 
questions were all accompanied by screenshots that illustrated the respective expansion 
methods by an example. Therefore, it may be the case that the users judged the usefulness of 
the expansion functionalities rather based on the given examples than to evaluate their general 
usefulness in research contexts. Nevertheless, due to the experimental setup, the users could 
ground their relevance judgments on their personal experiences during the search session 
which preceded the post-questionnaire.  

Experimental Setup 

As explained in section 8.1, the avoidance of training effects was the main reason for 
choosing a between-groups design for the interactive experiments. But other than a within-
groups design, this did not allow the users to draw direct comparisons between different 
system versions (see section 3.2.2). When judging the system functionalities in the post-
questionnaire, the users could therefore base their ratings only on their experiences with the 
specific system version they worked with. This may explain why the judgments of the system 
functionalities mostly did not show any significant differences between the three user groups 
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(see section 8.9.1). For example, the interactive group could have been expected to be more 
satisfied with the system’s query (re-)formulation support than the other two groups. 
Nevertheless, no significant differences were reported in the answers to the respective 
question. If the users could have based their judgments on direct comparisons with the two 
other system versions, serving as reference systems, the results may have been more 
differentiated. 

Another factor that may have aggravated the detection of differences between the system 
versions is the time limit given for task completion. As explained in section 8.1, a relatively 
short time span for task completion was defined to prevent the users from finishing the task 
ahead of time. Nevertheless, the users might have found it relatively easy to identify relevant 
documents during this time span. The longer the search took, the more difficult it probably 
was to identify additional relevant documents. The advantages of the automatic and 
interactive expansion components might become more obvious at this critical point of the 
search, which possibly was not reached in the experiments. The time for task completion was 
thus possibly too short to clearly demonstrate the positive effects that the query expansion 
components may have.  

Implementation of the Interactive System Version 

The unexpectedly low performance of the interactive system may be partly due to the current 
implementation of its interactive query expansion functionalities. For example, the users 
could only select one expansion term at a time (see section 8.8.3). This may have been time-
consuming because after each expansion term selection, the users had to wait for the 
reformulated query to be processed. It would thus be more convenient if several terms at once 
could be selected for query expansion purposes. The time loss was aggravated by the fact that 
many interactive query reformulations were shown to have only neutral effects on the result 
lists (see section 8.9.10). These circumstances may explain for the overall comparatively low 
performance of the interactive system in terms of retrieval effectiveness (see section 8.10.2). 

Impact of Query Formulations 

Another factor that has an impact on the effectiveness of interactive query expansion 
mechanisms refers to the users’ query formulations. If their original query formulations are 
very unsuitable, the retrieval system can hardly generate successful expansion terms. This 
circumstance is inherent to query expansion mechanisms. Accordingly, [EFTHIMIADIS 
1996:125] states that query expansion mechanisms are based on the presumption that the 
original query terms “are good guides for suggesting the terms to be used by the system for 
predicting relevance”. To circumvent possible interference effects of poor query formulations 
in the interactive experiments, the users’ assignment to the three groups was randomized (see 
section 8.1).   

With respect to the users’ query formulations, it may moreover be assumed that the users’ 
preferences for either keyword or free text searches had an impact on the effectiveness of their 
searches. However, the overall usage rate of the keyword search option was comparatively 
low in the experiments, this functionality having been applied in less than 14% of the 393 
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valid search sessions. Moreover, due to the users’ randomized assignment to the three groups 
(see above), a systematic impact of this functionality can be ruled out. 

Ontology Quality and Coverage 

Like in the automatic experiments (see section 7.6.3), the ontology’s quality and coverage 
also had an impact on the results of the interactive experiments. Automatic and interactive 
expansion terms could only be generated if query terms were mappable to labels of ontology 
instances and if additional information was interlinked with these instances.  

The fact that the differences between the three system versions’ effectiveness were partly only 
small (see section 8.10.2) may be due to the ontology’s restricted coverage. Although it was 
ensured that background information on the retrieval topics was available in the ontology (see 
section 8.4), the amount of this information may have been too restricted to let the expansion 
mechanisms induce striking differences between the system versions’ effectiveness. 

Sample Size 

As indicated in the preceding paragraphs, the interactive experiments often did not reveal 
significant differences between the three system versions or detected only small effects. 
Possible explanations for this circumstance were already mentioned above, i.e. the short time 
span for task completion and the ontology’s quality and coverage. Apart from that, the small 
effects may be attributable to the sample sizes. In contrast to the automatic experiments that 
often produced highly significant results (see chapter 7), the interactive experiments’ sample 
sizes were comparatively small. In future experiments, bigger sample sizes and a higher 
number of retrieval topics may produce clearer effects. 

Impact of User Characteristics 

While the interactive experiments revealed tendencies of the automatic system’s superiority 
over the baseline system, the systems’ differences in performance were often comparatively 
small (see section 8.10.2). It may be the case that this was due to slight differences in age 
between the two systems’ user groups. As delineated in section 8.3, the baseline system’s 
users were on average slightly younger than those of the automatic system. While the age 
variable was not controlled for in these experiments, it may have affected the users’ 
performance in the experiments. For example, it may be the case that the younger users, 
dominating in the baseline system’s group, were slightly more computer-literate than the 
older users, which might have positively affected the success of the baseline system’s group 
in accomplishing the retrieval tasks. This may help to explain why the differences in success 
between the baseline and automatic system versions were comparatively small. Possibly, 
more significant effects would be detectable if the age variable was controlled for. This 
should be taken into account in future experiments. 
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9. Interpretation of Experimental Results 
With the goal of contextualizing the methods applied in this thesis, as well as the resulting 
findings, this chapter firstly accentuates aspects of novelty with regard to research and 
development in interrelated fields (section 9.1). Secondly, selected results are put into context 
with other studies (section 9.2) and thirdly, implications for further research are pointed out 
(section 9.3). Finally, the chapter delineates which conclusions can be drawn from the 
findings regarding the implementation of ontology based query expansion functionalities in 
the live GEI environment (section 9.4).  

9.1. Novelty 
This section highlights innovative aspects of how the topic of ontology based query expansion 
was addressed in this thesis. These aspects refer to the characteristics of the employed 
ontology, the set of semantic relations whose expansion effects were analyzed, the design of 
the conducted retrieval experiments and the type of analysis which was applied to examine 
search behavior in ontology based query expansion environments. 

Assessment of the Query Expansion Potential of a Semi-Automatically Created 
Ontology 

Inspired by the existing data publishing efforts in the domains of data and ontologies that are 
triggered by the Semantic Web community, in particular by the Linked Data Initiative (see 
section 2.2.3), this thesis assessed the potential of using ontologically structured data for 
query expansion purposes. The topic was addressed for a specific domain of application, 
namely educational research. For this domain, a light-weight, highly populated domain was 
semi-automatically constructed by integrating data from existing sources. The characteristics 
of the resulting ontology were thus strongly influenced by the quality and coverage of the data 
available in the original sources. While such ontologically structured data are increasingly 
being published on the Semantic Web, their potential for the purpose of query expansion has 
not yet been systematically assessed on a large scale. 

When examining the ontology’s query expansion potential, the thesis brought together the 
semantic data structuring efforts of the Semantic Web and established evaluation 
methodologies from the domain of information retrieval. The thesis assessed how realistic 
data that are ontologically structured, with all their strengths and weaknesses, can be 
leveraged for the purpose of query expansion. This was realized by conducting both automatic 
and interactive retrieval experiments in a realistic setting based on a domain-specific retrieval 
system.  

On the one hand, the experiments demonstrated how available ontologically structured data 
can be leveraged for increasing retrieval effectiveness by the implementation of knowledge 
based query expansion mechanisms. On the other hand, the experiments stressed that the 
ontology’s data quality, its topical coverage and its congruence with the document corpus 
affect its potential as a source for the generation of query expansion terms.  
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Analysis of the Query Expansion Potential of Ontology Relations 

Inspired by [KRISTENSEN 1993]’s and [GREENBERG 2001a]’s works (see section 4.4.1), the 
query expansion effects of various semantic relations were analyzed. As thesauri have a long 
tradition as sources for the generation of query expansion terms, the expansion effects of their 
relations are well studied (see section 4.4.1). This thesis adds to the research in this field by 
examining the effects of several semantic relations that go beyond typical thesaurus relations, 
i.e. the usage of term components, alternative labels, compounds, organization names and 
project names as expansion terms for concept queries. Moreover, expansion strategies for 
organization and project queries were analyzed. 

The vast majority of the examined expansion relations showed significant differences in their 
effects in terms of various retrieval effectiveness measures (see section 7.2.3). As term 
frequencies often serve as a predictor for the effectiveness of query terms (see section 0), 
differences in expansion effects were assumed to be related to the relation-typical 
combinations of baseline and expansion terms’ frequencies. For this reason, these two 
influencing factors, the baseline and expansion terms’ frequencies, were taken into account 
when assessing the effectiveness of different expansion relations.  

The analysis of the semantic relations’ expansion effects in dependency of term frequencies 
demonstrated that the baseline and expansion terms’ frequencies have an impact on the 
expansion terms’ effectiveness. However, these frequencies alone could not explain for all 
differences between the semantic relations’ expansion effects (see section 7.3). Instead, it was 
exploratively demonstrated that the nature of the semantic relations also constitutes an 
indicator for predicting the effectiveness of an expansion term. Accordingly, it was concluded 
that at least three factors have an impact on the effectiveness of expansion terms: the baseline 
term’s document frequency, the expansion term’s document frequency and the semantic 
relation that exists between the two. As far as the author is informed, these interactions 
between the nature of semantic relations and query and expansion term frequencies have not 
been discussed yet. 

Combination of Large-Scale Automatic and User-Centered Interactive 
Experiments 

To assess the ontology’s query expansion potential, two types of experiments were conducted 
for this thesis, i.e. automatic and interactive ones. The automatic experiments assessed and 
compared the query expansion effects of different semantic relations on a large scale of test 
queries. Based on the automatic experiments’ results, ontology based query expansion 
mechanisms were implemented in different versions of a retrieval system prototype. 
Interactive experiments with these system retrieval system versions then assessed the 
effectiveness of the therein implemented ontology based query expansion mechanisms in a 
more realistic retrieval context. The authenticity was assured by employing a real document 
corpus, recruiting typical users, defining domain-specific retrieval topics and allowing the 
users to freely interact with the retrieval systems.  
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Moreover, the systems’ evaluations did not only take objective measures of retrieval 
effectiveness into account but also examined metrics that describe the search process and give 
evidence of the users’ search experiences. This way, the trend towards a more user-centered 
perspective and a holistic view on search processes, as fostered by the field of interactive IR 
(see section 3.1.4), was taken into account in this thesis. All in all, automatic and interactive 
experiments were combined as follows in this thesis: The interactive experiments assessed 
how query expansion methods, whose effectiveness had previously been determined in 
automatic experiments, affected the users’ search processes in more realistic settings. 

While such a combination of automatic and interactive IR experiments is not prevalent in 
previous studies on knowledge based query expansion, [GREENBERG 2001b]’s work 
constitutes an exception. However, like most of the studies on knowledge based automatic 
query expansion mentioned in section 4.5, she conducted only small-scale automatic 
experiments with regard to the number of employed test queries. Moreover, her subsequent 
interactive experiments merely simulated the users’ interactions with a thesaurus (see section 
4.4.1). Drawing on this combination of automatic and interactive experiments, this thesis went 
one step further regarding the scale of the experiments, their authenticity and their depth of 
analysis, as explained above. 

Analysis of Search Behavior in Ontology Based Query Expansion Environments 

Several previous studies have already examined user interactions with knowledge sources, 
usually thesauri, from which expansion terms could be selected (see section 4.4). While in 
most of these studies an external knowledge proactively had to be consulted by the users to 
select expansion terms, the prototype in this thesis provided the users with context-sensitive 
expansion term suggestions. Moreover, the system implemented functionalities with which 
the expansion term suggestions could be easily integrated into the users’ queries. 

In the interactive experiments, the users’ interactions with these query expansion 
functionalities were analyzed in depth. A between-groups design with three groups, differing 
in their retrieval systems’ query expansion functionalities, allowed to systematically assess 
how the expansion mechanisms affected the users’ search behavior. For this purpose, the 
users’ interactions with the retrieval systems, especially their query (re-)formulation behavior 
was compared across the three groups. More specifically, the users’ manually applied search 
tactics in the baseline and automatic system versions were compared to the manually and 
interactively realized tactics in the interactive system version. This way, the interactive 
expansion term suggestions were shown to add both to the variability of the users’ query 
vocabulary and to the complexity of their queries.  

The comparison of user search behavior in controlled environments is a promising approach 
for assessing the impacts that distinct retrieval functionalities have on user search behavior. 
Even though this thesis was not the first study to apply comparative retrieval experiments to 
the field of ontology based query expansion, it yielded comprehensive insights into users’ 
interactions in ontology based query expansion environments. It not only analyzed user search 
behavior in depth at the level of search sessions but also systematically compared the search 
behavior across system versions on a topic-specific basis.  
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9.2. Related Work 
This section resumes aspects of the experimental findings that can be placed into context of 
related work. This refers to studies on the effects of query expansion in general, on the query 
expansion effects of distinct semantic relations, on their suitability for either the automatic or 
interactive expansion modes, on the process of selecting expansion terms and on the 
evaluation of interactive retrieval systems. 

General Query Expansion Effects 

The experimental results presented in this thesis illustrated the well-known effect of query 
expansion mechanisms to induce increases in recall that are often accompanied by losses in 
precision. However, for distinct semantic relations, query expansion may even induce 
increases in precision. Precision-enhancing effects of knowledge based query expansion were, 
for example, reported in the studies by [NAVIGLI and VELARDI 2003] and [SONG et al. 2007] 
who used information from WordNet for query expansion, as well as in the studies by [DEY et 
al. 2005] and [SUOMELA et al. 2005], both using information from domain ontologies for this 
purpose (see sections 4.4.2, 4.3.3). Although these studies did not systematically examine the 
expansion effects of distinct semantic relations, they showed that knowledge based query 
expansion may also increase precision. 

Similarly, gains in precision were also detectable in the automatic experiments of the present 
study. More specifically, average precision-enhancing effects were reported for distinct 
semantic relations, namely for the expansion with synonyms and alternative labels (see 
section 7.2.2). Regarding the other relations under examination, by contrast, average gains in 
recall were accompanied by average losses in precision, corresponding to the above 
delineated effects that are usually associated with query expansion. 

All in all, the automatic experiments demonstrated that the query expansion effects are 
dependent on the semantic relation between the original query terms and the expansion terms 
(see section 7.6.1). Moreover, the experimental findings suggest that precision tends to be 
enhanced if similarity relations are applied for query expansion purposes. 

Query Expansion Effects of Distinct Semantic Relations 

As delineated in section 4.1, the query expansion effects of thesaurus relations have already 
been studied in previous works. As far as the effectiveness of thesaurus relations is concerned, 
the findings of this thesis can be compared to the works by [KRISTENSEN 1993] and 
[GREENBERG 2001a].  

Based on her study’s results, [GREENBERG 2001a] resumes that recall figures are most 
positively influenced by the expansion with related terms, followed by broader terms, 
narrower terms, synonyms and partial synonyms. Similar findings were reported in the 
present study (see section 7.2.3). Here, the relations’ comparison by mean ranks identified 
broader terms as the most recall-enhancing, followed by synonyms, related terms and 
narrower terms.  
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Slight differences in the relations’ ranking are possibly attributable to variances in the two 
studies’ methodologies which were applied for assessing the relations’ expansion potential. In 
this thesis, the expansion effects of only one expansion term at a time were determined. This 
method allowed for a systematic comparison of the relations’ average impacts on retrieval 
effectiveness. [GREENBERG 2001a], by contrast, used a combination of all available expansion 
terms at once for constructing expanded queries for different expansion relations. She states 
that in her study, each query could on average be expanded with 2.6 synonyms, 13.9 narrower 
terms, 18.9 related terms and 1.8 broader terms. Consequently, her experimental results are 
dependent on the availability of the different types of expansion terms in the employed 
thesaurus. A similar method was applied by [KRISTENSEN 1993] who also employed all 
available expansion terms at once to examine the expansion effects of distinct semantic 
relations. She also states the recall-enhancing effects of related terms to be highest, followed 
by synonyms and narrower terms. 

As far as precision is concerned, [GREENBERG 2001a] reports drops to be entailed by the 
expansion with each of the semantic relations under concern, similarly to [KRISTENSEN 1993]. 
[GREENBERG 2001a] states that query expansion via synonyms had the least negative impact, 
followed by narrower terms, broader terms and related terms while [KRISTENSEN 1993]’s 
ranking, by contrast, reports narrower terms to have the least negative impact, followed by 
related terms and synonyms. 

The relations’ ranking by mean ranks presented in section 7.2.3 show support for the findings 
by [GREENBERG 2001a] in the sense that synonyms are listed first, followed by narrower 
terms. However, contrary to the results reported by [GREENBERG 2001a], broader terms score 
worse than related terms in this ranking. But again, this may be due to the above delineated 
methodological differences between the two studies: In [GREENBERG 2001a]’s experiments, 
test queries were on average expanded with a higher amount of related terms than broader 
terms. Accordingly, the related terms’ predominantly negative effects on precision figures 
were possibly accumulated, thereby exceeding the losses reported for broader terms. 

Contrary to the other two studies, this thesis reported synonyms to induce even a positive 
average impact on precision (see section 7.2.2). These differences in the experimental results 
may be attributable to the studies’ different methodologies which were applied for 
determining the result documents’ relevance. While [GREENBERG 2001a] and [KRISTENSEN 
1993] both let the users themselves judge the documents’ relevance, the automatic 
experiments in this thesis relied upon automatically derived relevance judgments whose 
drawbacks were discussed in section 7.4.2.  

Despite the above described differences in the relations’ ranking by expansion effects 
between this thesis and previous studies, several effects reported for thesaurus based query 
expansion were reproducible in the given application context of the educational domain. For 
example, this thesis’ findings support [GREENBERG 2001a]’s results in the sense that 
synonyms on average have the least negative (or even positive) impact on precision and that 
broader terms induce comparatively high gains in recall.  
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The relations’ ranking by their recall-enhancing effects showed divergences between this 
thesis and the studies by [KRISTENSEN 1993] and [GREENBERG 2001a] which may be due to 
different evaluation methodologies. These authors assessed the semantic relations’ query 
expansion potential in dependency of their thesaurus’ structures and terminological coverage. 
This thesis, by contrast, focused on a systematic analysis of the distinct relations’ expansion 
effects. Accordingly, the methodology applied in this study may contribute to dissolving the 
partly controversial results: By detaching the analysis of the expansion effects from the 
availability of expansion terms in the knowledge structures, this study may constitute a 
reference point for future research in this domain. 

Semantic Relations’ Suitability for the Automatic and Interactive Query 
Expansion Modes 

Based on her experimental results regarding the expansion effects of different thesaurus 
relations, [GREENBERG 2001b] suggested to implement synonyms and narrower terms in the 
automatic query expansion mode because these terms’ increases in recall were not 
accompanied by important losses in precision. In this thesis, synonyms were even shown to 
affect precision positively, which strengthened the decision to use them in the automatic 
expansion mode. The effects of narrower terms, by contrast, were regarded more ambiguously 
in this thesis (see section 8.8.2), which entailed their usage as interactive expansion terms in 
the interactive retrieval prototype.  

Due to a lack of data, [GREENBERG 2001b] could not draw a definite conclusion regarding the 
usage of broader terms in either the automatic or interactive expansion mode. However, she 
assumed that these terms were possibly better suited for the interactive query expansion mode 
where the expectable losses in precision would be smaller than in the automatic mode. This 
assumption was supported by the findings from the automatic experiments in this thesis where 
the losses in precision were reported to be very high for the expansion with broader terms. 
Accordingly, broader terms were deployed for the generation of interactive expansion terms 
in the interactive prototype, as suggested by [GREENBERG 2001b]. 

Expansion Term Selection in Interactive Query Expansion Environments 

The interactive experiments gave insight into the way users employed interactively suggested 
expansion terms. Similar analyses were conducted in several previous studies on knowledge 
based query expansion (see section 4.4). However, it is difficult to compare the usage 
statistics across studies, due to their dependency on the availability of semantic relations in 
the employed knowledge structures.  

To allow for a comparison, the studies’ usage statistics would have to be normalized by 
setting the semantic relations’ usage rates in proportion to their presentation frequencies 
during the users’ searches. This was realized in [GREENBERG 2001b]’s simulated interactive 
query expansion experiments. Here, the highest fraction of selected expansion terms was 
made up by synonyms, followed by broader, narrower and related terms. In this thesis’ 
experiments, by contrast, the users made most extensive use of related terms for query 
expansion purposes. As indicated above, the two studies’ slightly different results may be due 
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to not having calculated normalized usage rates in this thesis’ experiments. However, the 
therein reported frequent usage of related terms is in line with findings by [SHIRI and REVIE 
2006] where their absolute frequency of usage is also high, though occurring similarly 
frequently as narrower terms. In the present study, by contrast, the usage rate of narrower 
terms was considerably lower. 

The slight differences in the above cited studies’ findings regarding the usage rates of distinct 
expansion relations may also be explainable by the impacts that topics have on the process of 
selecting expansion terms. Eventually, the interactive experiments indicated that the 
usefulness of distinct types of expansion relations may be very topic-specific. At least, this 
was suggested by the differences in expansion term usage statistics between topics which 
were reported in section 8.9.11.  

Rather than comparing statistics about usage rates across studies with possibly different types 
of topics, it may thus be more interesting to compare topic-specific usage rates across 
different system versions. This was possible in the interactive experiments whose design 
allowed to compare the users’ expansion behavior across system versions with different levels 
of query expansion support. For instance, the query expansion behavior in the interactive 
system version could be compared to the manual query expansion behavior in the other 
system versions. These comparisons revealed that, despite the predominant usage of related 
terms in all system versions, the users of the interactive system applied a far wider range of 
term tactics than the users of the other system versions (see section 8.9.11). Accordingly, the 
interactive term suggestions triggered the usage of expansion terms that the users would not 
have manually applied. Moreover, the interactive expansion term suggestions in all topics 
added to the richness of the users’ query vocabulary. 

Assessment of Query Expansion Effectiveness in Interactive Experiments 

The interactive experiments demonstrated that the automatic system outperformed the 
baseline system in terms of retrieval effectiveness in several topics even if these effects were 
often small or non-significant (see section 8.10.2). Moreover, the experiments tested the 
assumption that the interactive system would excel the other system versions in terms of 
retrieval effectiveness. However, the experimental findings showed little support for the 
interactive system’s assumed superiority, at least not in terms of objective measures of 
retrieval effectiveness.  

The detection of only small effects or the non-detection of effects is characteristic for studies 
on the effectiveness of interactive retrieval systems: Overall, few studies have yet been able to 
prove the superiority of distinct systems in terms of objective measures of retrieval 
effectiveness in interactive experiments. For example, many of the interactive studies 
presented in sections 4.4.3 and 5.5 did report significant effects that would prove the 
superiority of interactive retrieval functionalities over baseline system versions. A similar 
observation is expressed by [DUMAIS and BELKIN 2005] who, in their summary of the results 
of the TREC Interactive Tracks (see section 3.2.3), conclude that many effects did not reach a 
significant level. In summary, it can thus be stated that it is generally difficult to identify 
significant effects when comparing systems in interactive experiments. 
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In this context, the findings by [HERSH et al. 2000], [MAGENNIS and RIJSBERGEN 1997], 
[SMITH and KANTOR 2008], [TURPIN and SCHOLER 2006] and [TURPIN and HERSH 2001] 
presented in section 3.2.4 deliver a possible explanation for the difficulty to identify 
significant system effects. Eventually, these studies indicated that traditional measures of 
retrieval effectiveness do not necessarily reflect human task performance. In the studies by 
[SMITH and KANTOR 2008], [TURPIN and SCHOLER 2006] and [TURPIN and HERSH 2001], 
possible differences between objective system effectiveness and human task performance 
were for example explained by the users’ ability to adapt to poor systems.  

Due to this circumstance, the present study not only assessed the outcome of the searches but 
additionally took measures into account that expressed user effort, as suggested by [JÄRVELIN 
2009] (see section 3.2.4). The system comparisons by user effort revealed that the baseline 
system’s users indeed made higher efforts than the users of the optimized automatic system in 
terms of the number of query reformulations. Although the differences in objective measures 
of retrieval effectiveness were comparatively small between these system versions, the 
automatic query expansion mechanism reduced the efforts the users had to make to reach a 
certain level of retrieval effectiveness. 

As far as the interactive system version is concerned, its advantages were not demonstrable at 
all by traditional measures, except for one topic (see section 8.10.2). Instead, the superiority 
of this system version became evident in terms of user search effort and search experience. 
Respectively, the experiments revealed for example a comparatively high level of query 
complexity in the interactive system version. Moreover, the users’ ratings of the interactive 
expansion functionalities were predominantly positive. These findings are in line with 
previous studies on knowledge based query expansion: Even if it was difficult to prove the 
objective effectiveness of interactive systems, the users often expressed their appreciation of 
the query expansion functionalities implemented therein (see section 8.9.2). 

In this thesis’ experiments, the unexpectedly low performance of the interactive system was 
moreover partly attributable to the time-costly selection of expansion terms in this system 
version, as delineated in section 8.10.4. However, even under these circumstances, a 
comparatively good performance of the interactive system version could be observed for topic 
7, as stated above. The fact that topic 7 showed a comparatively high number of query 
reformulations in all system versions (see section 8.9.8) may be interpreted as an indicator of 
a high level of topic difficulty like in the study by [SHIRI and REVIE 2006] (see section 4.4.1). 
These findings indicate that the interactive system version may have the potential to excel in 
especially difficult topics, an aspect which remains to be systematically examined. 

9.3. Further Research 
This thesis examined the potential of using an ontology for query expansion support in a 
retrieval system for the domain of educational research. In this context, the focus lay on 
identifying effective expansion relations and on studying their impacts in interactive retrieval 
environments. Several issues that may inspire further research emerged during the creation of 
the ontology, the design of the retrieval prototype and the realization of the retrieval 
experiments. These will be described in this section. More specifically, the topic-specific 



 

 263

analysis of expansion effects should be mentioned, as well as the mapping of expansion terms 
to instance labels and the ranking of expansion terms. Moreover, the examined query 
expansion mechanisms could be combined with more sophisticated retrieval models to 
increase their effectiveness. In addition, further research could optimize the design of the 
query expansion interfaces, study the expansion effects on multi-facet queries, transfer the 
experiments to other corpora and apply innovative user-centered evaluation measures for 
evaluating the effects of knowledge based query expansion. 

Topic-Specific Analysis of Query Expansion Effects 

The interactive query expansion experiments in this thesis were analyzed on a topic-specific 
basis. As delineated in section 8.4, this was due to the fact that the topics’ respective levels of 
difficulty and specificity were not known prior to the experiments. Accordingly, the three 
system versions’ respective effectiveness was compared separately for each topic. Although 
the relationship between topic difficulty and the effectiveness of ontology based query 
expansion mechanisms was not systematically examined in this thesis, the results provided a 
slight indicator of such a relationship. If the number of query reformulation steps is 
interpreted as an indicator of topic difficulty, one topic (topic 7) was identified to be 
comparatively difficult (see section 8.9.8). This is the only topic where the interactive system 
outperformed the automatic system, which, again, excelled over the baseline system, though 
not at significant levels. Accordingly, it may be assumed that the expansion mechanisms most 
likely reveal their strengths in the accomplishment of difficult topics.  

However, it may also be the case that the above reported effects for the supposedly difficult 
topic 7 were due to the numbers and types of expansion terms which could be generated for 
this topic. If further research envisions to study the impact of topic difficulty on the 
effectiveness of expansion mechanisms, the numbers and types of generated expansion terms 
should therefore be controlled for.  

When investigating the assumed relationship between the performance of expansion 
mechanisms and topic difficulty, further research could moreover conduct experiments with 
topics of different levels of difficulty. This way, it could be systematically examined whether 
the assumed relationship between topic difficulty and the effectiveness of automatic and 
interactive query expansion support exists. 

Mapping of Expansion Terms to Instance Labels 

One issue which is closely related to ontology based query expansion concerns the mapping 
of query terms to instance labels in the ontology. As this aspect was not in the focus of this 
thesis, it was not explicitly addressed here. Instead, the query expansion mechanisms which 
were implemented in the retrieval prototypes basically relied upon an exact match of query 
terms to instance labels. By applying more sophisticated fuzzy matching algorithms, the 
mapping between query terms and instance labels could be optimized. This could for example 
be realized by creating a searchable index over the labels of the ontology objects and by 
applying stemming mechanisms to query terms. This way, the ontology’s potential as a source 
for the derivation of expansion terms could possibly even be increased. 
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Ranking of Expansion Terms 

As the nature of semantic relations was proven to be a criterion that allows to estimate the 
effectiveness of expansion terms (see section 7.3), it served for ranking the interactive 
expansion term suggestions in the interactive retrieval prototype. Firstly, expansion terms 
were grouped by their semantic relations to the original query terms. Secondly, the expansion 
terms of each semantic relation were sorted by their frequencies of occurrence in the corpus 
(see section 8.8.3). 

The decision how to order the expansion terms by their average impacts on recall was based 
on results of the automatic experiments which were delineated in section 8.8.2. In addition, 
the experiments demonstrated that document frequencies of baseline and expansion terms also 
have an impact on expansion term effectiveness (see section 7.3). The explorative analysis of 
interaction effects between term frequencies and types of expansion relations in section 7.3.3 
indicated particular effects that are worth being further examined. For example, positive 
impacts on precision occurred especially frequently if baseline terms with low frequencies 
were expanded, this effect being observable across the semantic relations. A systematic 
analysis of the interaction effects between semantic relations and both baseline and expansion 
term frequencies, for example based on a variance analysis, would allow for a precise 
estimate about an expansion term’s effectiveness. On this basis, more sophisticated ranking 
mechanisms for expansion terms could be developed: These could not only take the 
expansion terms’ semantic relations to the original query terms into account, like in the 
interactive prototype presented in section 8.8.3, but also the baseline and expansion terms’ 
respective frequencies. 

If corpus statistics on the expansion terms were available, these could also serve as a criterion 
for ranking expansion terms. A thorough analysis of the expansion terms’ effects in section 
8.9.10 revealed that many of the employed interactive expansion terms did not have any 
effects on the queries’ result lists. This restricted effectiveness was possibly related to the fact 
that the ontology vocabulary was completely independent from the document corpus. 
Optimally, the retrieval system should only suggest expansion terms that have the potential to 
increase the number of search results. However, the calculation of all suggestion terms’ 
possible expansion effects would require extensive pre-processing efforts. While these may 
still be feasible for single-facet queries, the pre-processing efforts would increase 
substantially for calculating all expansion terms’ potential effects for multi-facet queries.  

Alternatively to pre-calculating the possible effects of expansion terms in Boolean retrieval 
environments, changes in the query expansion methods and the underlying retrieval model 
may also help to decrease the probability of expansion terms inducing neutral effects.  

Further Development of Query Expansion Methods 

The high probability of neutral expansion effects in the GEI may be circumvented by the 
implementation of the Vector Space Model or probabilistic retrieval models. In the context of 
the latter, the Okapi BM25 scoring function has for example proven successful throughout the 
TREC experiments [ROBERTSON 2005]. As explained in section 3.1.1, the Vector Space 
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Model and probabilistic retrieval models allow for the notion of partial relevance when 
calculating similarities between queries and documents. The Boolean Model, by contrast, 
identifies disjunct sets of relevant and irrelevant documents, even in its extended form that is 
implemented in the GEI (see section 5.6.2). If one query facet does not yield any results, the 
whole query induces an empty result set. This restricts the effectiveness of expansion 
strategies in Boolean retrieval environments, as compared to IR systems that rely on similarity 
based retrieval models. 

Similarity based retrieval models would moreover allow for the application of more 
sophisticated ranking mechanisms that are not necessarily bound to the Boolean interpretation 
of queries. In such environments, it would be interesting to examine how expansion 
mechanisms affect the ranking of the result lists. Further research could for example examine 
the expansion effects on ranking. For example, it could determine whether expansion 
mechanisms’ effects on the MAP measure resemble those on the R-precision measure which 
was applied in this thesis because the ranking-sensitive R-precision measure is reported to 
highly correlate with MAP (see section 3.2.4). 

Moreover, similarity based retrieval models would allow for the implementation of more 
sophisticated query expansion mechanisms, assigning weights to the expansion terms. The 
weighting of expansion terms, for example based on both their types of semantic relations and 
corpus statistics like co-occurrence information, may be a promising approach that might be 
further examined. However, the calculation of such co-occurrences requires a certain amount 
of free text in the document corpus. Once the GEI comprises more fulltexts, as envisioned for 
the future, the ontology’s expansion potential could be leveraged in combination with corpus 
based expansion methods. As pointed out in section 6.2, the ontology’s strength as a source 
for the generation of expansion terms lies in the ability to generate expansion terms 
independently from the corpus. This is essential for the current GEI implementation which 
comprises little fulltext data from which expansion terms would be derivable (see section 
5.6.1). As demonstrated by the experiments in this thesis, the ontology has the potential to 
increase retrieval effectiveness. However, it is restricted by its coverage, and its effectiveness 
depends on its congruence with the corpus’ vocabulary. The combination with corpus based 
expansion methods may help to overcome these restrictions. 

Design of Query Expansion Interfaces 

In the context of interactive retrieval experiments, the design of the retrieval interface has an 
important impact on the users’ search experience. It has to be noted that in this thesis, the 
experiments’ main goal consisted in developing a prototype that would allow for comparing 
the impacts of different levels of query expansion support in a controlled environment. 
Aspects of usability and user interface design were thus not in the focus here. 

Although the implemented expansion functionalities were notably appreciated by the users 
(see section 8.9.2), further research could leverage findings from the domain of human 
computer interaction to design the query expansion components of the search interface. This 
way, the support of user interactions could be optimized, especially regarding the construction 
of interactively expanded queries. This study’s findings on the usage of certain functionalities 
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and on the users’ search behavior can thus serve as a starting point for designing optimized 
interactive query expansion components. 

It would moreover be interesting to examine how expansion term suggestions should be 
presented to the users. In the interactive system, the terms were categorized by their semantic 
relations to the original query terms. However, it remains an open question whether 
information about the types of semantic relations is of relevance to the users. This is related to 
the question of how much transparency regarding the functioning of the query expansion 
mechanisms users desire. Further research could for example examine whether the users wish 
to comprehend the expansion mechanisms or whether they rather prefer the retrieval system 
to act as a black box. Amongst others, such research would help to decide whether or not 
automatic expansion terms should be disclosed to the users.  

Experiments with Multi-Facet Queries 

In order to allow for a systematic analysis of the expansion effects of different semantic 
relations, the test queries in the automatic experiments were restricted to single-facet queries. 
As pointed out in section 7.1.1, this method was also applied for the benefit of the automatic 
generation of relevance judgments for a large number of test queries. The automatic 
experiments thus assessed differences in the relations’ expansion effects in a controlled, 
though artificial, environment. 

While single-facet queries also occur in practice in the GEI (see section 5.6.4), they are 
possibly less likely to benefit from query expansion mechanisms than multi-facet queries. At 
least in a Boolean environment like the current GEI implementation, multi-fact queries tend to 
produce smaller result sets than single-facet queries. In a Boolean combination of terms, a 
single unsuccessfully formulated query facet may induce an empty result set for the whole 
query. Accordingly, facet expansion strategies may prove to be especially useful for multi-
facet queries. In these contexts, even expansion terms with very high frequencies may be 
beneficial to circumventing empty result sets. Accordingly, further research could illustrate 
the potential of ontology based query expansion mechanisms by the example of multi-facet 
queries.  

Transfer to Other Corpora 

As shown in both the automatic and interactive experiments, the effects of many expansion 
terms were minimal in the GEI environment (see sections 7.2.4 and 8.9.10). This can be 
explained by the fact that a large portion of the expansion terms scarcely occurred in the 
document corpus. In particular, this applied to project and organization names that were used 
for query expansion purposes (see section 7.3.2). However, it may be the case that these types 
of expansion terms are more effective in other domain-specific corpora where they have 
higher occurrence rates.  

Despite these restrictions in the congruence between the ontology and corpus vocabulary, the 
query expansion experiments overall identified effective expansion strategies for concept, 
organization and project queries. Nonetheless, it has to be noted that the results presented in 
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this thesis are specific to the GEI corpus. The experiments identified effective expansion 
mechanisms based on a document corpus comprising comparatively small amounts of free 
text (see section 5.6.1). It thus remains to be tested whether the expansion mechanisms 
identified to be effective in the test environment are also transferrable to other domain-
specific corpora that may show different levels of free text. 

In addition, it would be interesting to examine whether the reported findings on the 
effectiveness of semantic relations and the interactions between semantic relations and 
baseline and expansion term frequencies are also reproducible for different domains, corpora 
and ontologies.  

Application of User-Centered Evaluation Measures 

As delineated in section 8.1, the interactive experiments strived to take in a user-centered 
evaluation perspective. For this reason, the users’ subjective ratings and aspects like user 
effort were taken into account in the evaluation (see section 6.3). Future research could carry 
user-centeredness one step further. In this context, more user-centered interpretations of 
relevance may yield interesting results. These could take the circumstances into account that 
different documents may be relevant for different users and that relevance may be dependent 
on the user’s prior knowledge.  

In this context, [CLARKE et al. 2008] for example describe the idea of taking aspects of 
novelty into account when assessing a document’s relevance for the user. Similarly, 
[KORFHAGE 1997] suggests to abstain from an objective concept of relevance but to instead 
put the focus on the users’ subjective criteria of relevance. In this context, [KORFHAGE 1997] 
proposes to determine the coverage ratio, that is the ratio of relevant documents which are 
known to the user and actually retrieved. Another user-oriented measure he suggests is the 
novelty ratio, that is the portion of retrieved documents which are relevant and unknown to 
the user. It is well conceivable that the ontology has the potential to assist the users in 
detecting documents that discuss new aspects of a topic, thus increasing the searches’ novelty 
ratio. However, this issue remains open to future research. 

9.4. Applicability of Experimental Results to the GEI Environment 
This thesis is strongly contextualized in the GEI, having examined the potential of ontology 
based query expansion mechanisms in this particular environment. Based on the results of the 
automatic and interactive retrieval experiments delineated in sections 7.6 and 8.10, 
conclusions regarding the implementation of query expansion mechanisms in the live GEI 
implementation are therefore drawn in this section. Moreover, possibilities for the 
enhancement of the ontology as a source for the generation of query expansion terms are 
pointed out. 

Implementation of Automatic Query Expansion Mechanisms 

The automatic query expansion experiments identified alternative labels, synonyms and term 
components as suitable candidates for automatic query expansion. In the automatic and 
interactive retrieval prototypes, all available synonyms, components and alternative labels 
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were therefore used for the automatic expansion of queries. The effectiveness of this 
automatic query expansion mechanism could also be proven in the interactive retrieval 
experiments. Here, the retrieval system with the automatic query expansion support 
outperformed a baseline system in terms of recall and the number of collected documents in 
the majority of the retrieval topics. 

Moreover, the effectiveness of the automatic expansion mechanisms was not only expressed 
by means of such objective measures of retrieval effectiveness. Instead, it was also supported 
by the users’ subjective ratings: The majority of the users judged the automatic expansion 
component to be helpful (see section 8.9.2). The fact that the users in the interactive 
experiments scarcely made use of alternative labels, synonyms and term components for 
manually reformulating their queries also speaks in favor of implementing these terms in the 
automatic expansion mode. It can thus be assumed that the implementation of an automatic 
query expansion component, as described in section 8.8.2, has the potential to increase both 
the retrieval effectiveness and the users’ satisfaction in the GEI environment. 

The above summarized results suggest that the currently implemented automatic query 
expansion mechanism in the GEI (see section 5.6.2) should, in addition to synonyms, also 
take term components and alternative labels into account. Eventually, the combination of 
these types of expansion terms has proven to be successful in both the automatic and 
interactive experiments. While the current implementation of the automatic query expansion 
mechanism in the GEI is restricted to queries entered in the index terms field (see section 
5.6.2), this mechanism could also be applied to searches in the free text field. Eventually, the 
users in the interactive experiments issued the majority of their queries in the free text field 
(see section 8.10.4).  

Moreover, the automatic experiments demonstrated the effectiveness of automatic expansion 
methods for organization and project queries (see section 7.5). While these types of queries 
occur comparatively seldomly in the GEI (see section 6.3), users integrated these types of 
terms into their queries when being interactively suggested, as shown by the interactive 
experiments in chapter 8. If organization and project names are generated as interactive 
expansion terms in the GEI, the effective automatic expansion mechanisms for project and 
organization can thus be leveraged, as realized in the interactive prototype described in 
section 8.8.3.  

Interactive Query Expansion 

The high usage rate of the interactive expansion terms during the interactive experiments 
indicates a high level of acceptance by the users (see section 8.9.9). In addition, the users 
rated all interactive expansion functionalities positively after having experienced them. Apart 
from that, the experimental data revealed that the query expansion functionalities assisted the 
users in defining complex queries (see section 8.9.12) and inspired them to employ term 
tactics that they would probably not have used by themselves (see section 8.9.11). All these 
findings suggest that interactive query expansion mechanisms have the potential to assist the 
users searching the GEI environment. 
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The implementation of the interactive retrieval mechanisms in the prototype exemplarily 
illustrated how the ontology can be leveraged for the purpose of generating interactive 
expansion terms (see section 8.8.3). More specifically, the prototype demonstrated 
possibilities of implementing automatic and interactive expansion mechanisms in the current 
version of the GEI that is based on an extended Boolean Model (see section 5.6.2). In this 
environment, the prototype constructed expanded queries following the building blocks 
strategy. Moreover, the interactive system version demonstrated how ontology based query 
expansion mechanisms can support the users in the application of distinct query formulation 
tactics. Referring to the works on search behavior which were presented in chapter 5, the 
addition and expansion of facets were supported, as well as the replacement of original query 
terms by expansion terms (see section 8.8.3).  

As described in section 8.9.11, the users of the interactive system clearly preferred the 
expansion tactic to the other tactics for integrating expansion term suggestions into their 
queries. Accordingly, the interactive system’s users issued comparatively complex queries 
while the users of the other system versions hardly ever applied expansion tactics manually 
(see section 8.9.12). Instead, these systems’ users predominantly deployed the replacement 
tactic. These differences in query formulation behavior between the interactive system and 
each of the other system versions indicated that the users of the former were theoretically 
aware of the effectiveness of the expansion tactic: They frequently used this functionality if it 
was offered to them by means of an easy-to use reformulation button (see section 8.8.3). 
Accordingly, the implementation of interactive expansion mechanisms should be 
accompanied by functionalities that allow the users to easily integrate expansion terms into 
their queries. For supporting recall-oriented searches like the ones formulated in the 
interactive experiments, the practical implementation of interactive expansion mechanisms in 
the GEI could thus focus on the frequently applied expansion tactic.  

However, the interactive experiments revealed that many interactive expansion terms derived 
from the ontology did not affect the original queries’ result lists. To circumvent both losses in 
time and possible disappointment on behalf of the users, they should be enabled to select 
several expansion terms at once, other than in the realization in the interactive prototype.  

The experiments further showed that users also appreciated being suggested query-specific 
context information as expansion terms, such as the names of related organizations and 
projects (see section 8.9.2). However, the application rate of these types of expansion terms 
varied considerably between topics (see section 8.9.11). If such context information is to be 
leveraged for the purpose of query expansion, it should thus be implemented as an advanced 
search functionality. 

In the interactive prototype’s search mask, by contrast, all types of expansion terms were 
presented in a prominent position, due to the experiments’ focus on assessing the effects of 
interactive expansion terms. Alternatively, the expansion term suggestions could also be 
offered as an advanced search option that can be addressed by the users if needed. Pro-active 
search support, by contrast, would be recommendable in the case of empty result sets or few 
hits. 
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Enhancement of the Ontology and its Application 

When considering the use of the ontology for query expansion purposes in a practical 
environment, the ontology’s enhancement and update are important issues to consider. In the 
experiments in this thesis, by contrast, a static ontology version was employed in order to 
control for the experimental conditions.  

In practice, the regular update and enhancement of the ontology may even increase its 
potential in generating effective expansion term suggestions. Altogether, the automatic and 
interactive experiments demonstrated that single expansion terms derived from the current 
ontology version often had only small impacts on retrieval effectiveness (see sections 7.2.4 
and 8.9.10). This may partly be due to the ontology’s restricted coverage and to the lack of 
congruence between the ontology’s and the corpus’ vocabulary. These circumstances 
illustrate the requirement to constantly update and enhance the ontology, also allowing to 
adopt the ontology vocabulary to new trends which emerge in the domain of educational 
research. 

Apart from increasing the ontology’s population with instance data, the enhancement also 
refers to the semantic interlinking of the represented information. The more relationships 
between instances are defined in the ontology, the more expansion terms can be generated on 
its basis. Moreover, the enhancement of the ontology would allow to map an even higher 
fraction of query terms to the ontology’s instance labels.  

In the context of enhancing the ontology’s contents, the developments driven by the Linked 
Data Initiative (see section 2.2.3) suggest to take its interlinking with external data sources 
such as other domain vocabularies into consideration. These external sources could also be 
leveraged for the purpose of query expansion in the GEI environment. However, it has to be 
noted that such interlinkings may require considerable efforts for mapping instances and 
defining semantic relationships between data sources. Moreover, the quality and topical 
coverage of the interlinked sources should be validated before using them for the generation 
of query expansion terms. For constantly integrating data from the original data sources 
described in section 6.5.2 into the ontology, update processes would moreover need to be 
implemented. Alternatively, the ontology could serve as a semantic layer that virtually 
integrates information residing in the original data sources.  

Apart from serving for the generation of expansion terms, one can imagine further use cases 
of the ontology in the context of information services for the educational domain. Compared 
to the expansion mechanisms examined in this thesis, which deployed only part of the 
ontological relationships presented in section 6.5.1, these use cases may leverage an even 
larger portion of the ontologically structured data. For example, the created ontology could 
also serve as a knowledge base for fact searches or for the implementation faceted browsing 
mechanisms in education-related information services. 
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10. Conclusion 
This thesis investigated the potential of ontology based query expansion mechanisms for the 
domain of educational research, based on the example of the GEI environment. Inspired by 
current publishing efforts regarding semantically annotated data on the Semantic Web, a 
large-scale, light-weight, ontological knowledge base was semi-automatically created for this 
purpose. This pragmatic way of ontology creation in a real-life setting is different from 
previous studies that have often used hand-made, small world-ontologies to demonstrate the 
potential of ontology based query expansion. 

Moreover, the thesis went one step further than existing research in this domain by 
conducting both automatic and interactive retrieval experiments, thereby painting a 
comprehensive picture of the ontology’s query expansion effects. The large-scale automatic 
experiments systematically assessed the effectiveness of using different ontological relations 
for query expansion purposes in a Boolean-based environment. In this context, this thesis was 
the first to explore the impact of a new influencing factor on the expansion mechanisms’ 
effectiveness, namely the impact of relation-typical term frequencies. Complementarily to the 
automatic experiments, the interactive experiments investigated the usefulness of ontology 
based expansion mechanisms in a more authentic setting. They studied the users’ search 
behavior in different ontology based query expansion environments in depth and compared 
the expansion meechanisms’ respective impacts at the level of search sessions. 

Successful ontology based automatic query expansion mechanisms were identified by the 
automatic experiments. The effectiveness of these mechanisms was also proven by the 
interactive experiments, even if the effects of single expansion terms were often shown to be 
small. The objective effectiveness of the interactive expansion mechanisms, by contrast, could 
not be experimentally proven. Nonetheless, the interactive expansion functionalities were 
subjectively appreciated and also widely employed by the users, demonstrably assisting them 
in formulating comparatively sophisticated queries and in adding to the variety of their query 
vocabulary. 

Following the pragmatic postulate of information science (see chapter 1), this thesis’ findings 
are embedded in a realistic setting, demonstrating the ontology’s query expansion potential in 
the GEI environment. At the same time, the experimental results of this thesis have added 
value to previous works on the effectiveness of distinct types of expansion terms by studying 
the expansion effects of distinct ontology relations in detail. All in all, the findings thus have a 
twofold impact, i.e. on the applicability of ontology based query expansion mechanisms in 
practice and on theories about the effectiveness of ontology derived types of expansion terms 
on the other hand. 
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Appendix A Overview of Ontology Relations from Different Data Sources 
O: Object property, D: Datatype property 
Property Type Domain Range Functional Inverse Origin 

rescon:prefLabelConcept D rescon:Concept String --- --- Thesaurus: descriptor name 

rescon:altLabelConcept D rescon:Concept String --- --- Thesaurus: use for 

skos:narrower O rescon:Concept rescon:Concept --- skos:narrower Thesaurus: broader terms 

skos:broader O rescon:Concept rescon:Concept --- skos:broader Thesaurus: narrower terms 

skos:related O rescon:Concept rescon:Concept symmetric skos:related Thesaurus: related terms 

rescon:synonymous O rescon:Concept rescon:Concept symmetric rescon:synonymous Thesaurus: synonyms 

rescon:component O rescon:CompoundCon
cept rescon:Concept --- rescon:belongsToCom

poundConcept Thesaurus: compounds 

rescon:belongsToCompoundConcept O rescon:Concept rescon:CompoundCon
cept --- rescon:component Thesaurus: compounds 

Table 75: Overview of ontology relations which are derived from the thesaurus 

Property Type Domain Range Functional Inverse Origin 

rescon:prefLabelOrganization D rescon:Organization String --- --- Organization db: organization 
name 

rescon:altLabelOrganization D rescon:Organization String --- --- parsing of organization name 

rescon:altLabelShortOrganization D rescon:Organization String --- --- Organization db: short name 

rescon:organizationHasInterest O rescon:Organization rescon:Concept --- rescon:isInterestOfOr
ganization 

Organization db: keywords 

rescon:organizationHasPart O rescon:Organization rescon:Organization --- rescon:partOfOrganiz
ation 

Organization db: hierarchical 
relations between 
organizations 

Table 76: Overview of ontology relations which are derived from the organization database 
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Property Type Domain Range Functional Inverse Origin 

rescon:prefLabelPerson D rescon:Person String --- --- Person db: first and second 
name 

rescon:altLabelPerson D rescon:Person String --- --- Person db: second name; 
combination of second name, 
first name 

rescon:hasResearchInterest O rescon:Person rescon:Concept --- rescon:isResearchInte
restOfPersonFromPer
sonDb 

Person db: extraction from 
the field research interests 

rescon:hasWorkInterest O rescon:Person rescon:Concept --- rescon:isWorkInterest
OfPersonFromPerson
Db 

Person db: extraction from 
the field work interests 

rescon:personHasEmail D rescon:Person String --- --- Person db: email address 

rescon:personHasAffiliation O rescon:Person rescon:Organization --- rescon:organizationE
mploysPerson 

Link between organization 
and person databases 

Table 77: Overview of ontology relations which are derived from the person database 

Property Type Domain Range Functional Inverse Origin 

rescon:prefLabelProject D rescon:Project String --- --- Project db: title 

rescon:altLabelProject D rescon:Project String --- --- Project db: first part of title, 
delimited by a colon 

rescon:altLabelShortProject D rescon:Project String --- --- Project db: short title 

rescon: projectHasSubject O rescon:Project rescon:Concept --- rescon:isSubjectOfPro
ject 

Project db: extraction from 
the keyword field 

rescon:projectHasMember O rescon:Project rescon:Person --- rescon:personWorksA
tProject 

Project db: extraction from 
the field organizational 
structure 

rescon:projectIsCarriedOutByOrganizatio
n 

O rescon:Project rescon:Organization --- rescon:organizationCa
rriesOutProject 

Project db: extraction from 
the field organizational 
structure 

rescon:partOfProject O rescon:Project rescon:Project --- rescon:projectHasPart Project db: is part of 

rescon:hasSuccessorProject O rescon:Project rescon:Project --- rescon:hasPredecessor
Project 

Project db: is predecessor of 

Table 78: Overview of ontology relations which are derived from the project database
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Appendix B Distributions of Evaluation Measure Scores 
for Baseline and Expanded Queries 

 Baseline queries Expanded queries Differences 
Recall 

   
Precision 

R-precision 

Fβ=1-
measure 

Fβ=5-
measure 

Relative 
precision 

  

Table 79: Distributions of evaluation measure scores for the expansion with alternative labels 
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 Baseline queries Expanded queries Differences 
Recall 

Precision 

R-precision 

Fβ=1-
measure 

Fβ=5-
measure 

Relative 
precision 

  

Table 80: Distributions of evaluation measure scores for the expansion with term components 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 81: Distributions of evaluation measure scores for the expansion with broader terms 
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 Baseline queries Expanded queries Differences 
Recall 

Precision 

R-precision 

Fβ=1-
measure 

Fβ=5-
measure 

Relative 
precision 

  

Table 82: Distributions of evaluation measure scores for the expansion with narrower terms 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 83: Distributions of evaluation measure scores for the expansion with related terms 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 84: Distributions of evaluation measure scores for the expansion with organization names 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 85: Distributions of evaluation measure scores for the expansion with compounds 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 86: Distributions of evaluation measure scores for the expansion with synonyms 
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 Baseline queries Expanded queries Differences 
Recall 

 
Precision 

 
R-
precision 

Fβ=1-
measure 

 
Fβ=5-
measure 

 
Relative 
precision 

  

Table 87: Distributions of evaluation measure scores for the expansion with project names
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Appendix C WS-R Test Results for the Comparison of Baseline and Expanded Queries 
MR: Mean rank; p: two-tailed probability value 
 Recall Precision R-precision Fβ=1 Fβ=5 
Baseline 
versus 
ALT 

z = -48.610 
p ≤ 0.001 (***) 
Ties: N = 1,338 
MRALT<Baseline = 0.00 
MRALT>Baseline = 1575.50 

z = -0.982 
p = 0.326 (ns) 
Ties: N = 731 
MRALT<Baseline = 1733.95 
MRALT>Baseline = 2043.75 

z = -7.452 
p ≤ 0.001 (***) 
Ties: N = 1,076 
MRALT<Baseline = 1514.63 
MRALT>Baseline = 1881.73 

z = -38.225 
p ≤ 0.001 (***) 
Ties: N = 684 
MRALT<Baseline = 1130.89 
MRALT>Baseline = 2145.13 

z = -47.581 
p ≤ 0.001 (***) 
Ties: N = 676 
MRALT<Baseline = 575.32 
MRALT>Baseline = 2203.84 

Baseline  
versus  
TC 

z = -18.645 
p ≤ 0.001 (***) 
Ties: N = 202 
MRTC<Baseline = 0.00 
MRTC>Baseline = 232.00 

z = -4.665 
p ≤ 0.001 (***) 
Ties: N = 132 
MRTC<Baseline = 273.36 
MRTC>Baseline = 257.37 

z = -4.134 
p ≤ 0.001 (***) 
Ties: N = 153 
MRTC<Baseline = 258.99 
MRTC>Baseline = 252.77 

z = -15.747 
p ≤ 0.001 (***) 
Ties: N = 127 
MRTC<Baseline = 158.50 
MRTC>Baseline = 294.53 

z = -18.767 
p ≤ 0.001 (***) 
Ties: N = 127 
MRTC<Baseline = 63.96 
MRTC>Baseline = 302.79 

Baseline 
versus  
BT 

z = -33.063 
p ≤ 0.001 (***) 
Ties: N = 880 
MRBT<Baseline = 0.00 
MRBT>Baseline = 729.00 

z = -34.301 
p ≤ 0.001 (***) 
Ties: N = 447 
MRBT<Baseline = 1121.09 
MRBT>Baseline = 216.84 

z = -30.594 
p ≤ 0.001 (***) 
Ties: N = 967 
MRBT<Baseline = 709.16 
MRBT>Baseline = 282.59 

z = -29.508 
p ≤ 0.001 (***) 
Ties: N = 448 
MRBT<Baseline = 1152.09 
MRBT>Baseline = 380.50 

z = -3.515 
p ≤ 0.001 (***) 
Ties: N = 447 
MRBT<Baseline = 1089.07 
MRBT>Baseline = 815.81 

Baseline  
versus 
NT 

z = -28.467 
p ≤ 0.001 (***) 
Ties: N = 1,140 
MRNT<Baseline = 0.00 
MRNT>Baseline = 540.40 

z = -21.316 
p ≤ 0.001 (***) 
Ties: N = 599 
MRNT<Baseline = 847.54 
MRNT>Baseline = 709.50 

z = -19.391 
p ≤ 0.001 (***) 
Ties: N = 703 
MRNT<Baseline = 823.44 
MRNT>Baseline = 588.46 

z = -0.606 
p = 0.545 (ns) 
Ties: N = 584 
MRNT<Baseline = 740.11 
MRNT>Baseline = 911.80 

z = -22.802 
p ≤ 0.001 (***) 
Ties: N = 584 
MRNT<Baseline = 409.40 
MRNT>Baseline = 1037.84 

Baseline 
versus  
RT 

z = -20.356 
p ≤ 0.001 (***) 
Ties: N = 467 
MRRT<Baseline = 0.00 
MRRT>Baseline = 276.50 

z = -21.456 
p ≤ 0.001 (***) 
Ties: N = 153 
MRRT<Baseline = 462.15 
MRRT>Baseline = 251.90 

z = -19.753 
p ≤ 0.001 (***) 
Ties: N = 293 
MRRT<Baseline = 385.45 
MRRT>Baseline = 215.89 

z = -9.414 
p ≤ 0.001 (***) 
Ties: N = 152 
MRRT<Baseline = 470.02 
MRRT>Baseline = 372.12 

z = -9.074 
p ≤ 0.001 (***) 
Ties: N = 151 
MRRT<Baseline = 349.22 
MRRT>Baseline = 491.57 

Baseline 
versus 
ORGA 

z = -25.683 
p ≤ 0.001 (***) 
Ties: N = 4,252 
MRORGA<Baseline = 0.00 
MRORGA>Baseline = 440.00 

z = -48.095 
p ≤ 0.001 (***) 
Ties: N = 891 
MRORGA<Baseline = 2161.21 
MRORGA>Baseline =1714.04 

z = -41.775 
p ≤ 0.001 (***) 
Ties: N = 1,744 
MRORGA<Baseline = 1768.52 
MRORGA>Baseline = 1165.13 

z = -35.749 
p ≤ 0.001 (***) 
Ties: N = 890 
MRORGA<Baseline = 2053.74 
MRORGA>Baseline = 2483.99 

z = -19.691 
p ≤ 0.001 (***) 
Ties: N = 889 
MRORGA<Baseline = 1789.11 
MRORGA>Baseline = 3449.88 

Baseline 
versus 
COMP 

z = -24.210 
p ≤ 0.001 (***) 
Ties: N = 551 
MRCOMP<Baseline = 0.00 
MRCOMP>Baseline = 391.00 

z = -3.701 
p ≤ 0.001 (***) 
Ties: N = 367 
MRCOMP<Baseline = 468.53 
MRCOMP>Baseline = 494.58 

z = -6.232 
p ≤ 0.001 (***) 
Ties: N = 368 
MRCOMP<Baseline = 486.85 
MRCOMP>Baseline = 479.83 

z = -20.190 
p ≤ 0.001 (***) 
Ties: N = 364 
MRCOMP<Baseline = 272.35 
MRCOMP>Baseline = 545.44 

z = -24.391 
p ≤ 0.001 (***) 
Ties: N = 364 
MRCOMP<Baseline = 119.14 
MRCOMP>Baseline = 571.98 

Baseline 
versus 
SYN 

z = -33.300 
p ≤ 0.001 (***) 
Ties: N = 295 
MRSYN<Baseline = 0.00 

z = -4.750 
p ≤ 0.001 (***) 
Ties: N = 140 
MRSYN<Baseline = 719.80 

z = -7.849 
p ≤ 0.001 (***) 
Ties: N = 227 
MRSYN<Baseline = 671.69 

z = -30.225 
p ≤ 0.001 (***) 
Ties: N = 121 
MRSYN<Baseline = 361.68 

z = -33.760 
p ≤ 0.001 (***) 
Ties: N = 121 
MRSYN<Baseline = 154.78 
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MRSYN>Baseline = 739.50 MRSYN>Baseline = 910.58 MRSYN>Baseline = 854.50 MRSYN>Baseline = 916.11 MRSYN>Baseline = 909.15 
Baseline 
versus 
PROJ 

z = -20.973 
p ≤ 0.001 (***) 
Ties: N = 1,588 
MRPROJ<Baseline = 0.00 
MRPROJ>Baseline = 293.50 

z = -31.369 
p ≤ 0.001 (***) 
Ties: N = 240 
MRPROJ<Baseline = 983.88 
MRPROJ>Baseline = 825.45 

z = -26.309 
p ≤ 0.001 (***) 
Ties: N = 688 
MRPROJ<Baseline = 781.09 
MRPROJ>Baseline = 526.32 

z = -21.036 
p ≤ 0.001 (***) 
Ties: N = 239 
MRPROJ<Baseline = 923.52 
MRPROJ>Baseline = 1161.93 

z = -4.454 
p ≤ 0.001 (***) 
Ties: N = 239 
MRPROJ<Baseline = 753.63 
MRPROJ>Baseline = 1511.97 

Table 88: WS-R Test results for the comparison of baseline and expanded queries by different evaluation measures 
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Appendix D U-Test Results for the Comparisons of the Expansion Relations’ Effects 
z: z-value of the U-Test, p: Two-tailed probability value, MR: Mean rank, B: Baseline system, AUT: Automatic system, INT: Interactive system 
 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -1.792 
p = 0.073 (ns) 
MRALT = 2591.10 
MRTC = 2481.82 

z = -3.140 
p ≤ 0.01 (**) 
MRALT = 3359.89 
MRBT = 3515.00 

z = -31.321 
p ≤ 0.001 (***) 
MRALT = 3862.07 
MRNT = 2328.38 

z = -15.292 
p ≤ 0.001 (***) 
MRALT = 2907.34 
MRRT = 2078.65 

z = -60.115 
p ≤ 0.001 (***) 
MRALT = 6441.58 
MRORGA = 3382.89 

z = -28.853 
p ≤ 0.001 (***) 
MRALT = 3191.77 
MRCOMP = 1962.81 

z = -9.868 
p ≤ 0.001 (***) 
MRALT = 2990.58 
MRSYN = 3486.45 

z = -40.909 
p ≤ 0.001 (***) 
MRALT = 3973.36 
MRPROJ = 2006.44 

TC  z = -4.769 
p ≤ 0.001 (***) 
MRTC = 1363.42 
MRBT = 1540.79 

z = -19.240 
p ≤ 0.001 (***) 
MRTC = 1959.99 
MRNT = 1288.14 

z = -10.744 
p ≤ 0.001 (***) 
MRTC = 995.07 
MRRT = 742.93 

z = -36.065 
p ≤ 0.001 (***) 
MRTC = 4525.79 
MRORGA = 2687.60 

z = -16.334 
p ≤ 0.001 (***) 
MRTC = 1289.19 
MRCOMP = 854.12 

z = -8.488 
p ≤ 0.001 (***) 
MRTC = 1022.75 
MRSYN = 1293.30 

z = -26.729 
p ≤ 0.001 (***) 
MRTC = 2063.59 
MRPROJ = 1223.14 

BT   z = -24.425 
p ≤ 0.001 (***) 
MRBT = 2722.29 
MRNT = 1812.35 

z = -14.055 
p ≤ 0.001 (***) 
MRBT = 1828.63 
MRRT = 1334.19 

z = -46.793 
p ≤ 0.001 (***) 
MRBT = 5156.16 
MRORGA = 3086.98 

z = -18.870 
p ≤ 0.001 (***) 
MRBT = 2076.62 
MRCOMP = 1411.07 

z = -4.114 
p ≤ 0.001 (***) 
MRBT = 1989.95 
MRSYN = 2141.90 

z = -32.501 
p ≤ 0.001 (***) 
MRBT = 2811.85 
MRPROJ = 1658.47 

NT    z = -8.630 
p ≤ 0.001 (***) 
MRNT = 1529.98 
MRRT = 1816.11 

z = -30.466 
p ≤ 0.001 (***) 
MRNT = 4567.97 
MRORGA = 3290.08 

z = -4.228 
p ≤ 0.001 (***) 
MRNT = 1723.27 
MRCOMP = 1865.22 

z = -36.494 
p ≤ 0.001 (***) 
MRNT = 1415.98 
MRSYN = 2724.50 

z = -16.670 
p ≤ 0.001 (***) 
MRNT = 2472.85 
MRPROJ = 1916.33 

RT     z = -29.925 
p ≤ 0.001 (***) 
MRRT = 4201.17 
MRORGA = 2851.95 

z = -5.121 
p ≤ 0.001 (***) 
MRRT = 1254.57 
MRCOMP = 1115.90 

z = -21.768 
p ≤ 0.001 (***) 
MRRT = 962.92 
MRSYN = 1645.69 

z = -19.662 
p ≤ 0.001 (***) 
MRRT = 1998.26 
MRPROJ = 1408.92 

ORGA      z = -32.725 
p ≤ 0.001 (***) 
MRORGA = 2934.87 
MRCOMP = 4376.59 

z = -58.896 
p ≤ 0.001 (***) 
MRORGA = 2750.60 
MRSYN = 5483.79 

z = -10.036 
p ≤ 0.001 (***) 
MRORGA = 3540.27 
MRPROJ = 3919.06 

COMP       z = -30.693 
p ≤ 0.001 (***) 
MRCOMP = 989.08 
MRSYN = 1976.65 

z = -19.718 
p ≤ 0.001 (***) 
MRCOMP = 2132.09 
MRPROJ = 1521.54 

SYN        z = -43.585 
p ≤ 0.001 (***) 
MRSYN = 2800.52 
MRPROJ = 1299.93 

Table 89: U-Test results for the comparison by differences in recall 
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 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -5.471 
p ≤ 0.001 (***) 
MRALT = 2620.54 
MRTC = 2283.14 

z = -32.622 
p ≤ 0.001 (***) 
MRALT = 3994.05 
MRBT = 2297.15 

z = -9.249 
p ≤ 0.001 (***) 
MRALT = 3491.16 
MRNT = 3078.23 

z = -19.710 
p ≤ 0.001 (***) 
MRALT = 2954.80 
MRRT = 1869.63 

z = -13.882 
p ≤ 0.001 (***) 
MRALT = 5229.25 
MRORGA = 4443.29 

z = -3.431 
p ≤ 0.001 (***) 
MRALT = 2869.47 
MRCOMP = 3048.75 

z = -2.612 
p ≤ 0.05 (*) 
MRALT = 3093.55 
MRSYN = 3225.81 

z = -12.067 
p ≤ 0.001 (***) 
MRALT = 3529.10 
MRPROJ = 2923.58 

TC  z = -14.682 
p ≤ 0.001 (***) 
MRTC = 1935.35 
MRBT = 1378.05 

z = -0.950 
p = 0.342 (ns) 
MRTC = 1416.29 
MRNT = 1451.00 

z = -7.186 
p ≤ 0.001 (***) 
MRTC = 947.65 
MRRT = 773.88 

z = -0.644 
p = 0.520 (ns) 
MRTC = 2937.69 
MRORGA = 2893.42 

z = -6.537 
p ≤ 0.001 (***) 
MRTC = 880.56 
MRCOMP = 1058.13 

z = -6.417 
p ≤ 0.001 (***) 
MRTC = 1070.22 
MRSYN = 1275.49 

z = -1.360 
p = 0.174 (ns) 
MRTC = 1457.78 
MRPROJ = 1408.44 

BT   z = -23.040 
p ≤ 0.001 (***) 
MRBT = 1843.92 
MRNT = 2737.01 

z = -9.413 
p ≤ 0.001 (***) 
MRBT = 1574.84 
MRRT = 1916.24 

z = -23.855 
p ≤ 0.001 (***) 
MRBT = 2855.20 
MRORGA = 4134.99 

z = -28.468 
p ≤ 0.001 (***) 
MRBT = 1461.20 
MRCOMP = 2490.84 

z = -29.321 
p ≤ 0.001 (***) 
MRBT = 1583.49 
MRSYN = 2677.66 

z = -19.079 
p ≤ 0.001 (***) 
MRBT = 1899.80 
MRPROJ = 2638.90 

NT    z = -17.706 
p ≤ 0.001 (***) 
MRNT = 1815.93 
MRRT = 1193.16 

z = -8.244 
p ≤ 0.001 (***) 
MRNT = 3984.97 
MRORGA = 3542.32 

z = -17.362 
p ≤ 0.001 (***) 
MRNT = 1547.35 
MRCOMP = 2158.42 

z = -7.882 
p ≤ 0.001 (***) 
MRNT = 1868.89 
MRSYN = 2157.41 

z = -8.125 
p ≤ 0.001 (***) 
MRNT = 2350.85 
MRPROJ = 2040.90 

RT     z = -18.410 
p ≤ 0.001 (***) 
MRRT = 2142.49 
MRORGA = 3260.79 

z = -24.819 
p p ≤ 0.001 (***) 
MRRT = 780.90 
MRCOMP = 1478.26 

z = -17.536 
p ≤ 0.001 (***) 
MRRT = 1044.02 
MRSYN = 1599.08 

z = -15.406 
p ≤ 0.001 (***) 
MRRT = 1230.22 
MRPROJ = 1768.92 

ORGA      z = -27.558 
p ≤ 0.001 (***) 
MRORGA = 2907.32 
MRCOMP = 4482.69 

z = -9.816 
p p ≤ 0.001 (***) 
MRORGA = 3314.31 
MRSYN = 3852.41 

z = -1.508 
p = 0.132 (ns) 
MRORGA = 3677.17 
MRPROJ = 3595.96 

COMP       z = -0.698 
p = 0.485 (ns) 
MRCOMP = 1540.08 
MRSYN = 1562.71 

z = -24.874 
p ≤ 0.001 (***) 
MRCOMP = 2295.35 
MRPROJ = 1421.51 

SYN        z = -9.351 
p ≤ 0.001 (***) 
MRSYN = 2161.73 
MRPROJ = 1820.90 

Table 90: U-Test results for the comparison by differences in precision 



 

 287 

 
 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -6.851 
p ≤ 0.001 (***) 
MRALT = 2630.28 
MRTC = 2209.82 

z = -32.700 
p ≤ 0.001 (***) 
MRALT = 3967.22 
MRBT = 2346.23 

z = -12.458 
p ≤ 0.001 (***) 
MRALT = 3558.74 
MRNT = 2938.76 

z = -19.894 
p ≤ 0.001 (***) 
MRALT = 2954.53 
MRRT = 1865.81 

z = -18.988 
p ≤ 0.001 (***) 
MRALT = 5376.04 
MRORGA = 4312.20 

z = -0.971 
p = 0.332 (ns) 
MRALT = 2897.94 
MRCOMP =2948.44 

z = -2.809 
p ≤ 0.01 (**) 
MRALT =3089.85 
MRSYN = 3231.60 

z = -15.360 
p ≤ 0.001 (***) 
MRALT = 3579.49 
MRPROJ = 2814.94 

TC  z = -12.575 
p ≤ 0.001 (***) 
MRTC = 1864.60 
MRBT = 1398.18 

z = -0.969 
p = 0.332 (ns) 
MRTC = 1415.90 
MRNT = 1451.12 

z = -6.292 
p ≤ 0.001 (***) 
MRTC = 933.93 
MRRT = 782.83 

z = -0.156 
p = 0.876 (ns) 
MRTC = 2907.34 
MRORGA = 2896.79 

z = -7.055 
p ≤ 0.001 (***) 
MRTC = 871.31 
MRCOMP = 1062.75 

z = -7.524 
p ≤ 0.001 (***) 
MRTC = 1044.70 
MRSYN = 1285.06 

z = -0.515 
p = 0.607 (ns) 
MRTC = 1433.63 
MRPROJ = 1415.18 

BT   z = -21.028 
p ≤ 0.001 (***) 
MRBT = 1889.52 
MRNT = 2689.01 

z = -6.861 
p ≤ 0.001 (***) 
MRBT = 1604.76 
MRRT = 1847.62 

z = -20.596 
p ≤ 0.001 (***) 
MRBT = 2991.19 
MRORGA = 4072.39 

z = -30.203 
p ≤ 0.001 (***) 
MRBT = 1445.96 
MRCOMP = 2517.58 

z = -27.760 
p ≤ 0.001 (***) 
MRBT = 1613.49 
MRSYN = 2638.11 

z = -17.064 
p ≤ 0.001 (***) 
MRBT = 1944.46 
MRPROJ = 2590.01 

NT    z = -14.022 
p ≤ 0.001 (***) 
MRNT = 1773.81 
MRRT = 1284.91 

z = -4.925 
p ≤ 0.001 (***) 
MRNT = 3857.34 
MRORGA = 3596.81 

z = -17.682 
p ≤ 0.001 (***) 
MRNT = 1544.08 
MRCOMP = 2163.86 

z = -11.612 
p ≤ 0.001 (***) 
MRNT = 1808.88 
MRSYN = 2232.55 

z = -4.647 
p ≤ 0.001 (***) 
MRNT = 2283.56 
MRPROJ = 2108.56 

RT     z = -13.970 
p ≤ 0.001 (***) 
MRRT = 2378.40 
MRORGA = 3213.37 

z = -23.254 
p ≤ 0.001 (***) 
MRRT = 807.95 
MRCOMP = 1457.57 

z = -17.867 
p ≤ 0.001 (***) 
MRRT = 1038.10 
MRSYN = 1602.48 

z = -11.841 
p ≤ 0.001 (***) 
MRRT = 1318.57 
MRPROJ = 1726.83 

ORGA      z = -25.875 
p ≤ 0.001 (***) 
MRORGA = 2930.90 
MRCOMP = 4389.21 

z = -14.407 
p ≤ 0.001 (***) 
MRORGA = 3251.22 
MRSYN = 4032.93 

z = -0.862 
p = 0.389 (ns) 
MRORGA = 3665.59 
MRPROJ = 3619.92 

COMP       z = -3.293 
p ≤ 0.001 (***) 
MRCOMP = 1492.09 
MRSYN = 1598.76 

z = -22.561 
p ≤ 0.001 (***) 
MRCOMP = 2238.77 
MRPROJ = 1455.24 

SYN        z = -12.909 
p ≤ 0.001 (***) 
MRSYN = 2231.07 
MRPROJ = 1763.34 

Table 91: U-Test results for the comparison by differences in R-precision 
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 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -5.484 
p ≤ 0.001 (***) 
MRALT = 2620.15 
MRTC = 2285.77 

z = -33.848 
p ≤ 0.001 (***) 
MRALT = 3964.67 
MRBT = 2353.57 

z = -20.567 
p ≤ 0.001 (***) 
MRALT = 3687.73 
MRNT = 2680.84 

z = -17.426 
p ≤ 0.001 (***) 
MRALT = 2928.70 
MRRT = 1984.57 

z = -49.494 
p ≤ 0.001 (***) 
MRALT = 6153.12 
MRORGA = 3635.19 

z = -1.699 
p = 0.089 (ns) 
MRALT = 2890.48 
MRCOMP = 2977.96 

z = -11.618 
p ≤ 0.001 (***) 
MRALT = 2965.71 
MRSYN = 3549.40 

z = -33.384 
p ≤ 0.001 (***) 
MRALT = 3855.21 
MRPROJ = 2250.35 

TC  z = -18.638 
p ≤ 0.001 (***) 
MRTC = 2041.12 
MRBT = 1347.95 

z = -9.264 
p ≤ 0.001 (***) 
MRTC = 1691.91 
MRNT = 1368.44 

z = -10.169 
p ≤ 0.001 (***) 
MRTC = 986.91 
MRRT = 748.26 

z = -28.199 
p ≤ 0.001 (***) 
MRTC = 4170.76 
MRORGA = 2733.61 

z = -5.429 
p ≤ 0.001 (***) 
MRTC = 902.58 
MRCOMP = 1047.14 

z = -13.597 
p ≤ 0.001 (***) 
MRTC = 904.36 
MRSYN = 1337.70 

z = -20.104 
p ≤ 0.001 (***) 
MRTC = 1904.06 
MRPROJ = 1271.93 

BT   z = -7.518 
p ≤ 0.001 (***) 
MRBT = 2142.55 
MRNT = 2422.64 

z = -7.325 
p ≤ 0.001 (***) 
MRBT = 1600.26 
MRRT = 1857.95 

z = -30.210 
p ≤ 0.001 (***) 
MRBT = 4652.32 
MRORGA = 3316.46 

z = -16.527 
p ≤ 0.001 (***) 
MRBT = 1623.38 
MRCOMP = 2206.30 

z = -38.718 
p ≤ 0.001 (***) 
MRBT = 1438.65 
MRSYN = 2868.57 

z = -13.989 
p ≤ 0.001 (***) 
MRBT = 2495.24 
MRPROJ = 1998.82 

NT    z = -0.899 
p = 0.369 (ns) 
MRNT = 1629.38 
MRRT = 1599.57 

z = -25.782 
p ≤ 0.001 (***) 
MRNT = 4430.80 
MRORGA = 3349.43 

z = -13.837 
p ≤ 0.001 (***) 
MRNT = 1602.33 
MRCOMP = 2066.78 

z = -27.241 
p ≤ 0.001 (***) 
MRNT = 1563.33 
MRSYN = 2540.01 

z = -14.738 
p ≤ 0.001 (***) 
MRNT = 2440.93 
MRPROJ = 1948.92 

RT     z = -22.345 
p ≤ 0.001 (***) 
MRRT = 3915.96 
MRORGA = 2908.59 

z = -12.055 
p ≤ 0.001 (***) 
MRRT = 991.07 
MRCOMP = 1317.48 

z = -24.468 
p ≤ 0.001 (***) 
MRRT = 909.17 
MRSYN = 1676.58 

z = -12.898 
p ≤ 0.001 (***) 
MRRT = 1860.21 
MRPROJ = 1473.63 

ORGA      z = -31.982 
p ≤ 0.001 (***) 
MRORGA = 2941.65 
MRCOMP = 4350.45 

z = -49.351 
p ≤ 0.001 (***) 
MRORGA = 2864.40 
MRSYN = 5154.45 

z = -8.295 
p ≤ 0.001 (***) 
MRORGA = 3559.84 
MRPROJ = 3872.88 

COMP       z = -5.044 
p ≤ 0.001 (***) 
MRCOMP = 1460.34 
MRSYN = 1622.61 

z = -22.669 
p ≤ 0.001 (***) 
MRCOMP = 2132.09 
MRPROJ = 1486.85 

SYN        z = -36.775 
p ≤ 0.001 (***) 
MRSYN = 2671.34 
MRPROJ = 1405.29 

Table 92: U-Test results for the comparison by relative precision 
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 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -1.706 
p = 0.088 (ns) 
MRALT = 2563.42 
MRTC = 2668.65 

z = -44.420 
p ≤ 0.001 (***) 
MRALT = 4175.75 
MRBT = 1948.21 

z = -29.275 
p ≤ 0.001 (***) 
MRALT = 3839.69 
MRNT = 2373.63 

z = -25.906 
p ≤ 0.001 (***) 
MRALT = 3018.00 
MRRT = 1591.27 

z = -48.845 
p ≤ 0.001 (***) 
MRALT = 6285.50 
MRORGA = 3519.40 

z = -15.792 
p ≤ 0.001 (***) 
MRALT = 3099.43 
MRCOMP = 2273.94 

z = -12.637 
p ≤ 0.001 (***) 
MRALT = 2949.75 
MRSYN = 3589.79 

z = -37.872 
p ≤ 0.001 (***) 
MRALT = 3951.78 
MRPROJ = 2050.99 

TC  z = -27.163 
p ≤ 0.001 (***) 
MRTC = 2304.19 
MRBT = 1273.09 

z = -19.886 
p ≤ 0.001 (***) 
MRTC = 2002.21 
MRNT = 1275.49 

z = -19.780 
p ≤ 0.001 (***) 
MRTC = 1131.98 
MRRT = 653.59 

z = -27.131 
p ≤ 0.001 (***) 
MRTC = 4550.44 
MRORGA = 2684.40 

z = -13.336 
p ≤ 0.001 (***) 
MRTC = 1240.72 
MRCOMP = 878.32 

z = -7.179 
p ≤ 0.001 (***) 
MRTC = 1052.48 
MRSYN = 1282.14 

z = -25.090 
p ≤ 0.001 (***) 
MRTC = 2117.14 
MRPROJ = 1206.75 

BT   z = -23.308 
p ≤ 0.001 (***) 
MRBT = 1838.83 
MRNT = 2742.37 

z = -12.756 
p ≤ 0.001 (***) 
MRBT = 1538.02 
MRRT = 2000.68 

z = -18.129 
p p ≤ 0.001 (***) 
MRBT = 3066.25 
MRORGA = 4038.87 

z = -27.834 
p ≤ 0.001 (***) 
MRBT = 1469.52 
MRCOMP = 2376.24 

z = -42.202 
p ≤ 0.001 (***) 
MRBT = 1376.03 
MRSYN = 2951.11 

z = -15.337 
p ≤ 0.001 (***) 
MRBT = 1969.67 
MRPROJ = 2563.80 

NT    z = -9.197 
p ≤ 0.001 (***) 
MRNT = 1721.79 
MRRT = 1398.25 

z = -18.954 
p ≤ 0.001 (***) 
MRNT = 4386.35 
MRORGA = 3368.65 

z = -16.204 
p ≤ 0.001 (***) 
MRNT = 1562.58 
MRCOMP = 2133.03 

z = -33.419 
p ≤ 0.001 (***) 
MRNT = 1453.65 
MRSYN = 2677.34 

z = -15.027 
p ≤ 0.001 (***) 
MRNT = 2481.15 
MRPROJ = 1907.85 

RT     z = -3.278 
p ≤ 0.001 (***) 
MRRT = 2909.38 
MRORGA = 3108.49 

z = -16.370 
p ≤ 0.001 (***) 
MRRT = 915.37 
MRCOMP = 1375.39 

z = -29.204 
p ≤ 0.001 (***) 
MRRT = 809.08 
MRSYN = 1734.11 

z = -3.051 
p ≤ 0.01 (**) 
MRRT = 1524.37 
MRPROJ = 1631.05 

ORGA      z = -35.891 
p ≤ 0.001 (***) 
MRORGA = 2809.13 
MRCOMP = 4860.93 

z  = -43.833 
p ≤ 0.001 (***) 
MRORGA = 2835.39 
MRSYN = 5238.39 

z = -1.165 
p = 0.244 (ns) 
MRORGA = 3634.32 
MRPROJ = 3697.09 

COMP       z = -24.918 
p ≤ 0.001 (***) 
MRCOMP = 1091.36 
MRSYN = 1899.82 

z = -30.599 
p ≤ 0.001 (***) 
MRCOMP = 2420.09 
MRPROJ = 1345.08 

SYN        z = -37.573 
p ≤ 0.001 (***) 
MRSYN = 2728.38 
MRPROJ = 1358.77 

Table 93: U-Test results for the comparison by differences in the Fβ=1-measure 
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 TC BT NT RT ORGA COMP SYN PROJ 

ALT z = -0.442 
p = 0.659 (ns) 
MRALT = 2580.52 
MRTC = 2553.26 

z = -27.616 
p ≤ 0.001 (***) 
MRALT = 3887.23 
MRBT = 2502.29 

z = -29.333 
p ≤ 0.001 (***) 
MRALT = 3840.69 
MRNT = 2371.61 

z = -19.391 
p ≤ 0.001 (***) 
MRALT = 2951.62 
MRRT = 1883.61 

z = -55.187 
p ≤ 0.001 (***) 
MRALT = 6477.12 
MRORGA = 3351.80 

z = -20.921 
p ≤ 0.001 (***) 
MRALT = 3160.80 
MRCOMP = 2067.14 

z = -10.459 
p ≤ 0.001 (***) 
MRALT = 2980.99 
MRSYN = 3510.73 

z = -41.228 
p ≤ 0.001 (***) 
MRALT = 4006.76 
MRPROJ = 1937.49 

TC  z = -16.386 
p ≤ 0.001 (***) 
MRTC = 1985.74 
MRBT = 1363.71 

z = -19.063 
p ≤ 0.001 (***) 
MRTC = 1979.09 
MRNT = 1282.42 

z = -14.619 
p ≤ 0.001 (***) 
MRTC = 1056.46 
MRRT = 702.87 

z = -29.548 
p ≤ 0.001 (***) 
MRTC = 4697.60 
MRORGA = 2665.33 

z = -15.566 
p ≤ 0.001 (***) 
MRTC = 1281.14 
MRCOMP = 858.14 

z = -7.839 
p ≤ 0.001 (***) 
MRTC = 1037.11 
MRSYN = 1287.91 

z = -26.304 
p ≤ 0.001 (***) 
MRTC = 2150.88 
MRPROJ = 1196.43 

BT   z = -3.664 
p ≤ 0.001 (***) 
MRBT = 2209.80 
MRNT = 2351.85 

z = -3.905 
p ≤ 0.001 (***) 
MRBT = 1635.49 
MRRT = 1777.14 

z = -9.482 
p ≤ 0.001 (***) 
MRBT = 4084.01 
MRORGA = 3575.31 

z = -6.042 
p ≤ 0.001 (***) 
MRBT = 1755.67 
MRCOMP = 1974.19 

z = -30.201 
p ≤ 0.001 (***) 
MRBT = 1569.25 
MRSYN = 2696.43 

z = -6.324 
p ≤ 0.001 (***) 
MRBT = 2374.06 
MRPROJ = 2129.09 

NT    z = -1.434 
p = 0.152 (ns) 
MRNT = 1604.13 
MRRT = 1654.57 

z = -30.408 
p ≤ 0.001 (***) 
MRNT = 4815.63 
MRORGA = 3182.92 

z = -6.990 
p ≤ 0.001 (***) 
MRNT = 1684.22 
MRCOMP = 1930.29 

z = -34.762 
p ≤ 0.001 (***) 
MRNT = 1431.80 
MRSYN = 2704.70 

z = -21.518 
p ≤ 0.001 (***) 
MRNT = 2603.67 
MRPROJ = 1782.74 

RT     z = -14.334 
p ≤ 0.001 (***) 
MRRT = 3801.95 
MRORGA = 2931.23 

z = -2.065 
p ≤ 0.05 (*) 
MRRT = 1143.13 
MRCOMP = 1201.15 

z = -24.731 
p ≤ 0.001 (***) 
MRRT = 899.04 
MRSYN = 1682.41 

z = -11.330 
p ≤ 0.001 (***) 
MRRT = 1866.74 
MRPROJ = 1470.57 

ORGA      z = -34.962 
p ≤ 0.001 (***) 
MRORGA = 2820.07 
MRCOMP = 4818.80 

z = -48.831 
p ≤ 0.001 (***) 
MRORGA = 2765.01 
MRSYN = 5442.06 

z = -4.281 
p ≤ 0.001 (***) 
MRORGA = 3584.37 
MRPROJ = 3814.98 

COMRP       z = -28.872 
p p ≤ 0.001 (***) 
MRCOMP = 1018.11 
MRSYN = 1954.85 

z = -26.853 
p ≤ 0.001 (***) 
MRCOMP = 2338.49 
MRPROJ = 1395.08 

SYN        z = -41.055 
p ≤ 0.001 (***) 
MRSYN = 2798.28 
MRPROJ = 1301.76 

Table 94: U-Test results for the comparison by differences in the Fβ=5-measure 
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Appendix E Category-Specific R-Precision Values 
 B: low;  B: middle;  B: high;  B: very high 

  

  

  

  

  

Table 95: Frequency category-specific R-precision values of different expansion relations 
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Appendix F Category-Specific Fβ=5-Measure Values 
 B: low;  B: middle;  B: high;  B: very high 

  

  

  

  

  

Table 96: Frequency category-specific Fβ=5-measure values of different expansion relations 
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Appendix G Expansion Effects for Project Queries 
Baseline queries Expanded queries Differences 

   
Table 97: Recall values for the expansion of project queries with preferred labels 

Baseline queries Expanded queries Differences 

   
Table 98: Precision values for the expansion of project queries with preferred labels 

Baseline queries Expanded queries Differences 

   
Table 99: Fβ=1-measure values for the expansion of organization queries with preferred labels 
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Baseline queries Expanded queries Differences 

   
Table 100: Fβ=5-measure values for the expansion of project queries with preferred labels 

Baseline queries Expanded queries Differences 

   
Table 101: Recall values for the expansion of project queries with alternative labels 

Baseline queries Expanded queries Differences 

   
Table 102: Precision values for the expansion of project queries with alternative labels 
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Baseline queries Expanded queries Differences 

   
Table 103: Fβ=1-measure values for the expansion of project queries with alternative labels 

Baseline queries Expanded queries Differences 

   
Table 104: Fβ=5-measure values for the expansion of project queries with alternative labels 

Baseline queries Expanded queries Differences 

   
Table 105: Recall values for the disambiguated expansion of project queries with alternative labels and context 

information 
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Baseline queries Expanded queries Differences 

   
Table 106: Precision values for the disambiguated expansion of project queries with alternative labels and 

context information 

Baseline queries Expanded queries Differences 

   
Table 107: Fβ=1-measure values for the disambiguated expansion of project queries with alternative labels and 

context information 

Baseline queries Expanded queries Differences 

   
Table 108: Fβ=5-measure values for the disambiguated expansion of project queries with alternative labels and 

context information 
 



 

 297

Appendix H Expansion Effects for Organization Queries 
Baseline queries Expanded queries Differences 

   
Table 109: Fβ=5-measure values for the expansion of organization queries with preferred labels 

Baseline queries Expanded queries Differences 

   
Table 110: Fβ=5-measure values for the expansion of organization queries with alternative labels 

Baseline queries Expanded queries Differences 

   
Table 111: Fβ=5-measure values for the disambiguated expansion of organization queries with alternative labels 

and context information 
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Appendix I Categorization of Expansion Effects for 
Organization and Project Queries 

Recall  
Increase Neutral Decrease 

Increase 33% 0% 0% 

Neutral 35% 31% 0% 

P
re

ci
si

on
 

Decrease 0% 0% 1% 

Table 112: Effects of expanding organization queries with preferred labels 

Recall  
Increase Neutral Decrease 

Increase 0% 23.68% 0% 

Neutral 28.95% 36.84% 0% 

P
re

ci
si

on
 

Decrease 2.63% 7.89% 0% 

Table 113: Effects of expanding project queries with preferred labels 

 

Figure 75: Overall effects of expanding project queries with preferred labels 

Recall  
Increase Neutral Decrease 

Increase 1% 0% 0% 

Neutral 47% 5% 0% 

P
re

ci
si

on
 

Decrease 22% 23% 2% 

Table 114: Effects of expanding organization queries with alternative labels 

Recall  
Increase Neutral Decrease 

Increase 5.26% 0% 0% 

Neutral 2.63% 28.95% 0% 

P
re

ci
si

on
 

Decrease 21.05% 18.42% 0% 

Table 115: Effects of expanding project queries with alternative labels 
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Figure 76: Overall effects of expanding project queries with alternative labels 

Recall  
Increase Neutral Decrease 

Increase 1.35% 0% 0% 

Neutral 50% 25.68% 0% 

P
re

ci
si

on
 

Decrease 6.76% 14.86% 0% 

Table 116: Effects of expanding organization queries with alternative labels and context information 

Recall  
Increase Neutral Decrease 

Increase 5.26% 0% 0% 

Neutral 28.95% 42.11% 0% 

P
re

ci
si

on
 

Decrease 10.53% 10.53% 2.63% 

Table 117: Effects of expanding project queries with alternative labels and context information 

 

Figure 77: Overall effects of expanding project queries with alternative labels and context information 
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Appendix J Sources for the Derivation of Retrieval Topics 
Id Topic definition Source 
1 Decisions of the KMK75on 

educational standards for 
language classes 

Logfile: 
Freitext: KMK [and] 
AND Schlagwörter: Beschluss  [and] 

AND Titel: fremdsprachenuntericht [and]

2 Survey of projects for 
promoting reading in schools 

Logfile: 
AND Titel: Praxis Deutsch [and] 

AND Freitext: Leseförderprojekte [and]

3 The influence of PISA results 
on elementary pedagogics 

Logfile: 
AND Titel: Alemantarpädagogik nach Pisa 

4 Measurements for language 
support for migrants in 
preschool in Germany 

User request in the Information Center’s Eduserver wiki76 
 

5 Introduction of geometric 
figures in class 

Logfile: 

Einfache Suche: Einführung geometrischer 

Körper [and] 
6 Survey of projects of the IPN 

(Leibniz Institute for Science 
and Mathematics Education)
about the topic of chemistry 
classes 

Logfile: 
AND Schlagwörter: IPN [and] 

AND Titel: Projekt [and] 

7 Open learning in foreign 
language classes in secondary 
school 

Logfile: 

Freitext: Freiarbeit im Englischunterricht 

Table 118: Sources for the derivation of retrieval topics

                                                 
75 Abbreviation of Kultusministerkonferenz: the Standing Conference of the Ministers of Education and Cultural 
Affairs of the Länder in the Federal Republic of Germany. 
76 http://wiki.bildungsserver.de/infoboerse/index.php/Bildungssystem_Deutschland. 
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Appendix K Topic Definitions 
ID Task 
1 Imagine you were working on a research paper about the following topic: Decisions of the KMK77on 

educational standards for language classes.  
In the given time, please collect as many documents as possible that are relevant for working on the topic. 
Those documents are relevant that name, describe or refer to one or more decisions of the KMK on 
educational standards for language classes. 

2 Imagine you were working on a research paper about the following topic: Survey of projects for 
promoting reading in schools 
For the survey you want to assemble information about as many distinct projects as possible. In the given 
time, please collect documents that name, describe or refer to as many different projects on reading 
promotion as possible. 
Relevant are documents that refer to one or more projects 

3 Imagine you were working on a research paper about the following topic: The influence of PISA results 
on elementary pedagogics 
In the given time, please collect as many documents as possible that are relevant for working on the topic. 
Those documents are relevant that describe or refer to the influence of the results of one or more PISA 
studies on elementary pedagogics. These may be empirical studies or theoretic essays. 

4 Imagine you were working on a research paper about the following topic: Measurements for language 
support for migrants in preschool in Germany 
In the given time, please collect as many documents as possible that are relevant for working on the topic. 
Those documents are relevant that name or describe one or more measurements for language support for 
migrants in preschool. These may be project reports, empirical studies or theoretic essays. 

5 Imagine you were working on a research paper about the following topic: Introduction of geometric 
figures in class 
In the given time, please collect as many documents as possible that are relevant for working on the topic. 
Those documents are relevant that discuss the introduction of one or more geometric figures in class. 
These may be teaching suggestions, empirical studies, field reports or theoretic essays. 

6 Imagine you were working on a research paper about the following topic: Survey of projects of the IPN 
(Leibniz Institute for Science and Mathematics Education) about the topic of chemistry classes 
For the survey you want to assemble information about as many distinct projects as possible that 
primarily or secondarily deal with chemistry classes. In the given time, please collect documents that 
name, describe or refer to as many such projects as possible. 
Relevant are documents that refer to one or more projects 

7 Imagine you were working on a research paper about the following topic: Open learning in foreign 
language classes in secondary school 
In the given time, please collect as many documents as possible that are relevant for working on the topic. 
Those documents are relevant that discuss open learning in foreign language classes in secondary school. 
These may be teaching suggestions, empirical studies, field reports or theoretic essays. 

Table 119: Topic definitions

                                                 
77 Abbreviation of Kultusministerkonferenz: the Standing Conference of the Ministers of Education and Cultural 
Affairs of the Länder in the Federal Republic of Germany. 
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Appendix L Statistics of Collected Documents in Valid Search Sessions 
B: Baseline system, A: Automatic system, INT: Interactive system 

Topic System Collected 
Distinct 
collected 

Relevant 
collected 

Distinct 
relevant 
collected 

Partly relevant 
collected 

Distinct partly 
relevant 
collected 

Irrelevant 
collected 

Distinct 
irrelevant 
collected 

Number of 
valid search 

sessions 
B 85 44 36 16 21 8 28 20 19 
A 86 46 45 22 14 7 27 17 18 1 

INT 70 
241 

33 
80 

40 
121 

16 
28 

18 
53 

8 
16 

12 
67 

9 
36 

19 
B 147 61 109 35 7 4 31 22 19 
A 139 64 89 29 7 4 43 31 19 2 

INT 118 
404 

52 
100 

85 
283 

30 
46 

4 
18 

3 
7 

29 
103 

19 
47 

18 
B 79 36 44 16 13 5 22 15 18 
A 110 56 71 29 22 13 17 14 18 3 

INT 113 
302 

62 
97 

58 
173 

25 
38 

27 
62 

14 
17 

28 
67 

23 
42 

19 
B 111 39 88 24 19 11 4 4 20 
A 153 55 129 36 16 12 8 7 19 4 

INT 123 
387 

40 
82 

114 
331 

32 
53 

8 
43 

7 
21 

1 
13 

1 
8 

19 
B 112 57 50 26 34 11 28 20 19 
A 118 56 46 24 50 15 22 17 19 5 

INT 82 
312 

37 
99 

26 
122 

8 
35 

38 
122 

12 
24 

18 
68 

17 
40 

18 
B 86 20 28 5 32 8 26 7 18 
A 113 22 37 8 51 9 25 5 19 6 

INT 51 
250 

28 
41 

25 
90 

13 
16 

10 
93 

5 
11 

16 
67 

10 
14 

18 
B 65 31 35 8 15 9 15 14 20 
A 72 31 39 7 19 10 14 14 19 7 

INT 76 
213 

27 
69 

42 
116 

11 
15 

24 
58 

9 
21 

10 
39 

7 
33 

18 

Table 120: Number and relevance of collected documents by system version 
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Appendix M Tool for Relevance Judgments 

 

Figure 78: Screenshot of the tool for assigning relevance judgments 

Save

Relevant
Partly relevant
Irrelevant

Please enter your relevance judgment

Imagine you were working on a research paper about the following topic: The influence of PISA results on elementary pedagogics

In the given time, please collect as many documents as possible that are relevant for working on the topic.

Those documents are relevant that describe or refer to the influence of the results of one or more PISA studies on elementary pedagogics. These may be empirical studies or theoretic essays.

Please enter your relevance judgment for the selected document here
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Appendix N Examples of Implemented Expansion Relations 
Query (DE) Expansion Relation Expansion Mode Type of 

Expansion Term 
Expansion Term(s) 

G: “Chemischer Stoff 
E: “chemical product” 

rescon:prefLabelConcept Automatic String G: Chemikalie 
E: chemical 

G: Chemikalie 
E: chemical 

rescon:altLabelConcept Automatic String G: “Chemischer Stoff” 
E: “chemical product” 

G: Pflegeeltern 
E: “foster parents” 

rescon:synonymous Automatic Concept G: Pflegefamilie 
E: “foster family” 

G: Propagandafilm 
E: “propaganda film“ 

rescon:component Automatic Concept G: (Propaganda AND Film) 
E: (propaganda AND film) 

G: Psychologie 
E: psychology 

skos:narrower Interactive Concept G: Berufspsycholoige 
E: “occupational psychology” 

G: Mikrochemie 
E: microchemistry 

skos:broader Interactive Concept G: Chemie 
E: chemistry 

G: Schulsport 
E: “school sport” 

skos:related Interactive Concept G: Sportunterricht 
E: “physical education” 

G: Therapie 
E: therapy 

rescon:belongsToCompound Interactive Concept G: Sprachtherapie 
E: “speech therapy” 

G: Ganztagsschule 
E: “all-day school” 

rescon:isSubjectOfProject Interactive Project G: Transfer-21 
E: Transfer-21 

G: Klima 
E: climate 

rescon:isInterestOfOrganization Interactive Organization G: “Potsdam- Institut fpr Klimafolgenforschung” 
E: “Potsdam Institute for Climate Impact 
Research” 

Table 121: Examples of implemented expansion relations for concept queries in the automatic and interactive modes 
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Query (DE) Expansion Relation Expansion Mode Type of 
Expansion Term 

Expansion Term(s) 

G: BLM 
E: BLM 

rescon:prefLabelOrganization Automatic String G: “Bayerische Landeszentrale für neue Medien“ 
E: “Bavarian regulatory authority for commercial 
broadcasting“ 

G: “Bayerische Landeszentrale für neue 
Medien“ 
E: “Bavarian regulatory authority for 
commercial broadcasting“ 

rescon:altLabelOrganization Disambiguated expansion 
with topic interests 

String G: BLM 
E: BLM 

G: Hochschulrektorenkonferenz 
E: “German Rectors’ Conference” 

rescon:organizationHasPart Interactive Organization G: “Kompetenzzentrum Bologna” 
E: “Bologna Centre” 

G: “Kompetenzzentrum Bologna” 
E: “Bologna Centre” 

rescon:partOfOrganization Interactive Organization G: Hochschulrektorenkonferenz 
E: “German Rectors’ Conference” 

G: “Deutsches Institut für Internationale 
Pädagogische Forschung“ 
E: “German Institute for International 
Educational Research“ 

rescon:organizationHasInterest Interactive Concept G: “Vergleichende Erziehungswissenschaft“ 
E: “comparative educational research“ 

G: “Bundesministerium für Bildung und 
Forschung“ 
E: “Federal Ministry of Education and 
Research“ 

rescon:organizationCarriesOutProject Interactive Project G: “Chemie im Kontext“ 
E: “Chemistry in Context“ 

Table 122: Examples of implemented expansion relations for organization queries in the automatic and interactive modes 
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Query (DE) Expansion Relation Expansion Mode Type of 
Expansion Term 

Expansion Term(s) 

G: “Jürgen Baumert” 
E: “Jürgen Baumer” 

rescon:prefLabelPerson Automatic String G: “Baumert, Jürgen” 
E: “Baumert, Jürgen” 

G: “Baumert, Jürgen” 
E: “Baumert, Jürgen” 

rescon:altLabelPerson Automatic String G: “Jürgen Baumert” 
E: “Jürgen Baumer” 

G: “Jürgen Wolff“ 
E: “Jürgen Wolff“ 

rescon:hasResearchInterest Interactive Concept G: Religionspädagogik 
EN_ “religious education“ 

G: “Eckhard Klieme” 
E: “Eckhard Klieme” 

rescon:hasWorkInterest Interactive Concept G: Bildungsqualität 
E: “quality of education” 

G: “Eckhard Klieme” 
E: “Eckhard Klieme” 

rescon:personWorksAtProject Interactive Project G: “Studie zur Entwicklung von Ganztagsschulen” 
E: “Study on the Development of All-day Schools“ 

G: “Eckhard Klieme” 
E: “Eckhard Klieme” 

rescon:personHasAffiliation Interactive Organization G: “Deutsches Institut für Internationale 
Pädagogische Forschung“ 
E: “German Institute for International Educational 
Research“ 

Table 123: Examples of implemented expansion relations for person queries in the automatic and interactive modes 
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Query (DE) Expansion Relation Expansion Mode Type of 
Expansion Term 

Expansion Term(s) 

G: ISB 
E: ISB 

rescon;prefLabelProject Automatic String G: “Staatsinstitut für Schulqualität und 
Bildungsforschung München” 
E: „State Institute for School Quality and 
Educational Research Munich“ 

G: “Staatsinstitut für Schulqualität und 
Bildungsforschung München” 
E: „State Institute for School Quality and 
Educational Research Munich“ 

rescon:altLabelProject Disambiguated expansion 
with topic interests 

String G: ISB 
E: ISB 

G: “Bildung für eine nachhaltige 
Entwicklung” 
E: “Education for Sustainable Development” 

rescon:hasPredecessorProject Interactive Project G: “Transfer-21” 
E: “Transfer-21” 

G: “Transfer-21” 
E: “Transfer-21” 

rescon:hasSuccessorProject Interactive Project G: “Bildung für eine nachhaltige Entwicklung” 
E: “Education for Sustainable Development” 

G: “SINUS-Transfer-Modell” 
E: “SINUS-Transfer-Model” 

rescon:projectHasPart Interactive Project G: “SINUS-Transfer Thüringen“ 
E: “SINUS-Transfer Thuringia” 

G: “SINUS-Transfer Thüringen“ 
E: “SINUS-Transfer Thuringia” 

rescon:partOfProject Interactive Project G: “SINUS-Transfer-Modell” 
E: “SINUS-Transfer-Model” 

G: “Physik im Kontext“ 
E: “Physics in Context“ 

rescon:projectHasSubject Interactive Concept G: Unterrichtskonzeption 
E: “teaching concepts“ 

G: “Chemie im Kontext“ 
E: “Chemistry in Context“ 

rescon:projectIsCarriedOutByOrganization Interactive Organization G: “Bundesministerium für Bildung und 
Forschung“ 
E: “Federal Ministry of Education and Research“ 

Table 124: Examples of implemented expansion relations for project queries in the automatic and interactive modes 
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Appendix O U-Test Results for the Comparison by 
Subjective Ratings 

 Automatic Interactive 

Baseline z = -0.264 
p = 0.792 (ns) 
MRB = 21.91 
MRAUT = 21.05 

z = -1.983 
p = 0.047 (*) 
MRB = 24.73 
MRINT = 17.95 

Automatic  z = -1.735 
p = 0.083 (ns) 
MRAUT = 23.40 
MRINT = 17.60 

Table 125: Handling of the system 

 Automatic Interactive 

Baseline z = -2.213 
p = 0.027 (*) 
MRB = 25.14 
MRAUT = 17.50 

z = -1.243 
p = 0.214 (ns) 
MRB = 19.36 
MRINT = 23.85 

Automatic  z = -2.700 
p = 0.007 (**) 
MRAUT = 15.88 
MRINT = 25.13 

Table 126: Time for familiarizing with the system 

 Automatic Interactive 

Baseline z = -0.794 
p = 0.427 (ns) 
MRB = 18.88 
MRAUT = 21.31 

z = -0.924  
p = 0.355 (ns) 
MRB = 20.83 
MRINT = 17.85 

Automatic  z = -1.365 
p = 0.172 (ns) 
MRAUT = 20.11 
MRINT = 15.76 

Table 127: Perceived success in task completion 

 Automatic Interactive 

Baseline z = -0.423 
p = 0.672 (ns) 
MRB = 21.69 
MRAUT = 20.27 

z = -1.116 
p = 0.264 (ns) 
MRB = 19.14 
MRINT = 22.95 

Automatic  z = -1.513 
p = 0.130 (ns) 
MRAUT = 17.95 
MRINT = 23.05 

Table 128: Formulation of complex queries 

 Automatic Interactive 

Baseline z = -1.190 
p = 0.234 (ns) 
MRB = 19.55 
MRAUT = 23.65 

z = -0.086 
p = 0.932 (ns) 
MRB = 20.86 
MRINT = 21.16 

Automatic  z = -0.994 
p = 0.320 (ns) 
MRAUT = 21.63 
MRINT = 18.29 

Table 129: Formulation of effective queries 
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 Automatic Interactive 

Baseline z = -1.141 
p = 0.254 (ns) 
MRB = 23.45 
MRAUT = 19.35 

z = -2.041 
p = 0.041 (*) 
MRB = 25.00 
MRINT = 17.65 

Automatic  z = -0.482 
p = 0.630 (ns) 
MRAUT = 21.35 
MRINT = 19.65 

Table 130: Usage of document terms for query reformulations 

 Automatic Interactive 

Baseline z = -0.281 
p = 0.779 (ns) 
MRB = 20.91 
MRAUT = 20.00 

z = -0.259 
p = 0.796 (ns) 
MRB = 19.86 
MRINT = 19.00 

Automatic  z = -0.075 
p = 0.940 (ns) 
MRAUT = 17.61 
MRINT = 17.38 

Table 131: Satisfaction with the ranking 

 Automatic Interactive 

Baseline z = -0.224 
p = 0.822 (ns) 
MRB = 20.86 
MRAUT = 20.11 

z = -0.030 
p = 0.976 (ns) 
MRB = 20.55 
MRINT = 20.45 

Automatic  z = -0.252 
p = 0.801 (ns) 
MRAUT = 19.11 
MRINT = 19.89 

Table 132: Satisfaction with query formulation functionalities 

 Automatic Interactive 

Baseline z = -0.712 
p = 0.477 (ns) 
MRB = 19.81 
MRAUT = 22.25 

z = -0.698 
p = 0.485 (ns) 
MRB = 22.19 
MRINT = 19.75 

Automatic  z = -1.508 
p = 0.132 (ns) 
MRAUT = 23.03 
MRINT = 17.98 

Table 133: Traceability of the query interpretation 

 Interactive 

Automatic z = -1.522 
p = 0.128 (ns) 
MRB = 20.97 
MRAUT = 16.52 

Table 134: Helpfulness of automatic query expansion 



 

 310

Appendix P Problem Causes 
Problem Baseline system Automatic system Interactive system 
Not specified 31.82% 15% 45% 
Parentheses 22.73% 25% 10% 
Search syntax (e.g. operators) 18.18% 20% 10% 
Marking of selected or viewed 
documents 

4.55% 15% --- 

No problems --- 5% 15% 
Unclassified problems 4.55% 10% 5% 
Parser mistake 2 5% --- 
Positive remarks 4.55% 10% --- 
System navigation --- 15% --- 
Missing spelling correction 4.55% 5% --- 
Empty result sets 2 --- --- 
Appearance of the term IPN as an 
editor’s note in result documents 

4.55% --- --- 

Bug: Disappearance of search field 4.55% --- --- 
Insufficient time for task completion --- 5% --- 
Loading times --- 5% --- 
Missing opportunity to select several 
documents at once 

--- 5% --- 

Missing marking of entered query terms 
in texts 

4.55% --- --- 

Missing functionality to search by 
author/editor 

--- 5% --- 

Missing storage of scroll position 4.55% --- --- 
Quality of the relevance ranking 4.55% --- --- 
Short period of adjustment --- --- 5% 
System complexity --- --- 5% 
Task remembrance --- --- 5% 
Unclear meaning of buttons --- --- 5% 

Table 135: Portions of users mentioning problem causes by system version
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Appendix Q Chi-Square Test Results on the Helpfulness 
of Query Expansion Functionalities 

 
N: sample size; df: degrees of freedom; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 
Type of expansion term N df x2 p 
Broader terms 20 1 5.000 0.013 (*) 
Narrower terms 20 2 19.900 < 0.001 (***) 
Related terms 20 1 7.200 0.004 (**) 
Organization names 20 2 16.300 < 0.001 (***) 
Compounds 20 1 9.800 0.001 (***) 
Project names 20 2 24.100 < 0.001 (***) 
Organization-related information 20 1 7.200 0.004 (**) 
Project-related information 20 2 19.900 < 0.001 (***) 

Table 136: Chi-Square Test results on the helpfulness of interactive expansion terms 

N: sample size; df: degrees of freedom; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 
Type of expansion term N df x2 p 
Expansion by broadening (OR 
operator) 

20 1 12.800 < 0.001 (***) 

Expansion by specification (AND 
operator) 

20 2 28.900 < 0.001 (***) 

Expansion by replace 20 1 9.800 0.001 (***) 
Table 137: Chi-Square Test results on the helpfulness of reformulation buttons 

N: sample size; df: degrees of freedom; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 
Type of expansion term N df x2 p 
Disambiguation functionality 20 1 16.200 < 0.001 (***) 

Table 138: Chi-Square Test results on the helpfulness of the disambiguation functionality
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Appendix R System Comparisons by Recall 
B AUT INT Topic 

N M SD Med N M SD Med N M SD Med 
1 19 0.065 0.063 0.035 18 0.086 0.083 0.052 19 0.073 0.065 0.069 
2 19 0.128 0.062 0.133 19 0.108 0.058 0.089 18 0.106 0.078 0.089 
3 18 0.064 0.044 0.053 18 0.104 0.059 0.105 19 0.080 0.053 0.079 
4 20 0.082 0.038 0.074 19 0.126 0.066 0.111 19 0.111 0.052 0.111 
5 19 0.075 0.063 0.057 19 0.069 0.062 0.057 18 0.041 0.034 0.029 
6 18 0.222 0.149 0.214 19 0.286 0.135 0.286 18 0.119 0.123 0.143 
7 20 0.117 0.052 0.133 19 0.137 0.065 0.133 18 0.156 0.082 0.133 

Table 139: Location parameters of the systems’ recall value distributions 

Topic System Statistics df Significance 
B 0.215 19 0.021
AUT 0.233 18 0.011

1 

INT 0.195 19 0.055
B 0.155 19 0.200
AUT 0.152 19 0.200

2 

INT 0.144 18 0.200
B 0.215 18 0.027
AUT 0.157 18 0.200

3 

INT 0.214 19 0.022
B 0.204 20 0.029
AUT 0.219 19 0.017

4 

INT 0.112 19 0.200
B 0.190 19 0.069
AUT 0.184 19 0.089

5 

INT 0.352 18 0.000
B 0.203 18 0.048
AUT 0.224 19 0.013

6 

INT 0.256 18 0.003
B 0.280 20 0.000
AUT 0.320 19 0.000

7 

INT 0.227 18 0.015
Table 140: Results of Kolmogorov-Smirnov Test for normality for topic-specific recall values 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H13 
MAUT > MB 

H03 
MAUT ≤ MB 

H14 
MINT > MB 

H04 
MINT ≤ MRB 

H15 
MINT > MAUT 

H05 
MINT ≤ MAUT 

1 p = 0.253 (ns)  p = 0.372 (ns)   p = 0.367 (ns) 
2  p = 0.154 (ns)  p = 0.116 (ns)  p = 0.380 (ns) 
3 p = 0.013 (*)  p = 0.145 (ns)   p = 0.098 (ms) 
4 p = 0.012 (*)  p = 0.020 (*)   p = 0.319 (ns) 
5  p = 0.361 (ns)  p = 0.035 (*)  p = 0.071 (ms) 
6 p = 0.114 (ns)   p = 0.016 (*)  p = 0.001 (***) 
7 p = 0.094 (ms)  p = 0.037 (ms)  p = 0.220 (ns)  

Table 141: U-Test results for the comparisons by recall 
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Appendix S System Comparisons by Recall (Loose 
Relevance Judgments) 

 

Figure 79: Topic-specific mean recall values by system 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 

Topic H13 
MAUT > MB 

H03 
MAUT ≤ MB 

H14 
MINT > MB 

H04 
MINT ≤ MRB 

H15 
MINT > MAUT 

H05 
MINT ≤ MAUT 

1  p = 0.409 (ns) p = 0.500 (ns) p = 0.457 (ns)  
2 p = 0.500 (ns)  p = 0.296 (ns)  p = 0.300 (ns) 
3 p = 0.006 (**)  p = 0.070 (ms)   p = 0.160 (ns) 
4 p = 0.041 (*)  p = 0.096 (ms)   p = 0.319 (ns) 
5 p = 0.200 (ns)   p = 0.166 (ns)  p = 0.031 (*) 
6 p = 0.098 (ms)   p = 0.007 (**)  p < 0.001 (***) 
7 p = 0.184 (ns)  p = 0.030 (*)  p = 0.136 (ns)  

Table 142: U-Test results for the comparisons by recall (loose relevance judgments) 
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Appendix T System Comparisons by the Number of 
Collected Documents 

B AUT INT Topic 
N M SD Med N M SD Med N M SD Med 

1 19 4.47 2.611 4.00 18 4.78 4.195 4.00 19 3.68 3.198 3.00 
2 19 7.74 3.397 7.00 19 7.32 3.513 7.00 18 6.56 3.899 6.50 
3 18 4.39 2.253 4.00 18 6.11 2.349 6.50 19 5.95 2.549 6.00 
4 20 5.55 2.645 5.00 19 8.05 4.882 6.00 19 6.47 2.913 7.00 
5 19 5.89 3.213 5.00 19 6.16 2.522 6.00 18 4.56 2.175 4.00 
6 18 4.78 3.422 4.00 19 5.84 3.023 5.00 19 2.83 2.333 2.50 
7 20 3.25 1.743 3.00 19 3.79 2.299 3.00 18 4.22 2.211 4.00 

Table 143: Location parameters of the systems' distributions of the numbers of collected documents 

Topic System Statistics df Significance 
B 0.256 19 0.002
AUT 0.257 18 0.003

1 

INT 0.174 19 0.131
B 0.144 19 0.200
AUT 0.160 19 0.200

2 

INT 0.154 18 0.200
B 0.180 18 0.129
AUT 0.147 18 0.200

3 

INT 0.281 19 0.000
B 0.221 20 0.012
AUT 0.217 19 0.019

4 

INT 0.113 19 0.200
B 0.294 19 0.000
AUT 0.127 19 0.200

5 

INT 0.156 18 0.200
B 0.252 18 0.004
AUT 0.189 19 0.074

6 

INT 0.140 18 0.200
B 0.257 20 0.001
AUT 0.194 19 0.058

7 

INT 0.151 18 0.200
Table 144: Results of K-S Test for normality for the number of collected documents 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 
 

Topic 
H19 

MAUT > MB 
H09 

MAUT ≤ MB 
H110 

MINT > MB 
H010 

MINT ≤ MRB 
H111 

MINT > MAUT 
H011 

MINT ≤ MAUT 
1 p = 0.4764 (ns)   p = 0.145 (ns)  p = 0.231 (ns) 
2  p = 0.330 (ns)  p = 0.192 (ns)  p = 0.340 (ns) 
3 p = 0.012 (*)  p = 0.014 (*)   p = 0.306 (ns) 
4 p = 0.045 (*)  p = 0.114 (ns)   p = 0.299 (ns) 
5 p = 0.161 (ns)   p = 0.103 (ns)  p = 0.018 (*) 
6 p = 0.086 (ms)   p = 0.028 (*)  p = 0.001 (***)
7 p = 0.194 (ns)  p = 0.063 (ms)  p = 0.225 (ns)  

Table 145: U-Test results for the system comparisons by the numbers of collected documents 
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Appendix U System Comparisons by the 
DistinctDocuments Measure 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 
H19 

MAUT > MB 
H09 

MAUT ≤ MB 
H110 

MINT > MB 
H010 

MINT ≤ MB 
H111 

MINT > MAUT 
H011 

MINT ≤ MAUT 
p = 0.090 (ms)  p = 0.305 (ns)   p = 0.071 (ms) 

Table 146: U-Test results for the system comparisons by the DistinctDocuments measure 
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Appendix V System Comparisons by Precision 
B AUT INT Topic 

N M SD Med N M SD Med N M SD Med 
1 19 0.340 0.283 0.333 18 0.504 0.379 0.500 19 0.474 0.341 0.500 
2 19 0.745 0.203 0.765 19 0.647 0.226 0.667 18 0.650 0.342 0.806 
3 18 0.587 0.287 0.550 18 0.600 0.242 0.667 19 0.533 0.261 0.600 
4 20 0.821 0.186 0.817 19 0.878 0.167 1.000 19 0.886 0.255 1.000 
5 19 0.451 0.306 0.400 19 0.356 0.271 0.333 18 0.340 0.256 0.292 
6 18 0.336 0.193 0.367 19 0.420 0.250 0.333 18 0.274 0.304 0.225 
7 20 0.636 0.296 0.500 19 0.589 0.293 0.600 18 0.573 0.307 0.667 

Table 147: Location parameters of the systems' precision value distributions 

Task System Statistics df Significance 
B 0.201 19 0.041
AUT 0.131 18 0.200

1 

INT 0.215 19 0.021
B 0.106 19 0.200
AUT 0.123 19 0.200

2 

INT 0.204 18 0.046
B 0.148 18 0.200
AUT 0.164 18 0.200

3 

INT 0.170 19 0.153
B 0.282 20 0.000
AUT 0.294 19 0.000

4 

INT 0.357 19 0.000
B 0.123 19 0.200
AUT 0.116 19 0.200

5 

INT 0.138 18 0.200
B 0.161 18 0.200
AUT 0.267 19 0.001

6 

INT 0.205 18 0.043
B 0.241 20 0.004
AUT 0.185 19 0.085

7 

INT 0.175 18 0.150
Table 148: Results of K-S Test for normality for precision values 

M: Mean; p: two-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 

 
Topic 

H16 
MAUT ≠ MB 

H17 
MINT ≠ MB 

H81 
MINT ≠ MAUT 

1 p = 0.166 (ns) p = 0.186 (ns) p = 0.805 (ns) 
2 p = 0.253 (ns) p = 0.714 (ns) p = 0.553 (ns) 
3 p = 0.763 (ns) p = 0.725 (ns) p = 0.307 (ns) 
4 p = 0.362 (ns) p = 0.100 (ns) p = 0.380 (ns) 
5 p = 0.412 (ns) p = 0.329 (ns) p = 0.760 (ns) 
6 p = 0.795 (ns) p = 0.240 (ns) p = 0.064 (ms) 
7 p = 0.989 (ns) p = 0.756 (ns) p = 0.890 (ns) 

Table 149: U-Test results for the system comparisons by precision 
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Appendix W System Comparisons by Precision (Loose 
Relevance Judgments) 

 

Figure 80: Topic-specific mean precision values by system 

M: Mean; p: two-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 

 
Topic 

H16 
MAUT ≠ MB 

H17 
MINT ≠ MB 

H81 
MINT ≠ MAUT 

1 p = 0.705 (ns) p = 0.974 (ns) p = 0.507 (ns) 
2 p = 1.000 (ns) p = 0.592 (ns) p = 0.591 (ns) 
3 p = 0.357 (ns) p = 0.835 (ns) p = 0.259 (ns) 
4 p = 0.383 (ns) p = 0.936 (ns) p = 0.448 (ns) 
5 p = 0.976 (ns) p = 0.447 (ns) p = 0.370 (ns) 
6 p = 0.334 (ns) p = 0.306 (ns) p = 0.057 (ms) 
7 p = 0.538 (ns) p = 0.919 (ns) p = 0.556 (ns) 

Table 150: U-Test results for the system comparisons by precision (loose relevance judgments) 
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Appendix X System Comparisons by Pre-Click 
Confidence 

B AUT INT Topic 
N M SD Med N M SD Med N M SD Med 

1 18 0.698 0.219 0.636 19 0.657 0.289 0.697 18 0.856 0.204 1.000 
2 19 0.866 0.187 0.900 19 0.821 0.195 0.857 16 0.806 0.142 0.826 
3 18 0.783 0.175 0.775 18 0.783 0.166 0.778 19 0.783 0.167 0.818 
4 20 0.712 0.209 0.697 19 0.831 0.158 0.900 18 0.856 0.117 0.885 
5 19 0.768 0.179 0.800 19 0.808 0.166 0.833 18 0.900 0.141 1.000 
6 18 0.657 0.246 0.725 19 0.783 0.169 0.750 15 0.778 0.238 0.800 
7 20 0.659 0.256 0.691 19 0.745 0.280 0.800 17 0.833 0.157 0.875 

Table 151: Location parameters of the systems' pre-click confidence value distributions 

Topic System Statistics df Significance 
B 0.146 19 0.200
AUT 0.125 18 0.200

1 

INT 0.371 18 0.000
B 0.185 19 0.087
AUT 0.190 19 0.071

2 

INT 0.172 16 0.200
B 0.170 18 0.180
AUT 0.131 18 0.200

3 

INT 0.158 19 0.200
B 0.116 20 0.200
AUT 0.197 19 0.051

4 

INT 0.175 18 0.150
B 0.113 19 0.200
AUT 0.139 19 0.200

5 

INT 0.316 18 0.000
B 0.163 18 0.200
AUT 0.111 19 0.200

6 

INT 0.224 15 0.041
B 0.162 20 0.176
AUT 0.182 19 0.100

7 

INT 0.150 17 0.200
Table 152: Results of K-S Test for normality for the pre-click confidence measure 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p > 0.001 

 
Topic 

H115 
MAUT > MB 

H015 
MAUT < MB 

H116 
MINT > MB 

H016 
MINT < MRB 

H117 
MINT > MAUT 

H017 
MINT < MAUT 

1  p = 0.421 (ns) p = 0.012 (*)  p = 0.012 (*)  
2  p = 0.378 (ns)  p = 0.198 (ns)  p = 0.258 (ns) 
3 p = 0.487 (ns) p = 0.386 (ns) p = 0.363 (ns) 
4 p = 0.028(ms)  p = 0.011 (*)  p = 0.439 (ns)  
5 p = 0.218 (ns)  p = 0.009 (**)  p = 0.028 (*)  
6 p = 0.076 (ns)  p = 0.096 (ms)   p = 0.3898 (ns) 
7 p = 0.109 (ns)  p = 0.016 (*)  p = 0.230 (ns)  

Table 153: U-Test results for the system comparisons by pre-click confidence
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Appendix Y System Comparisons by the Number of 
Query Reformulations 

B AUT INT Topic 
N M SD Med N M SD Med N M SD Med 

1 19 5.84 3.53 5.00 18 5.11 2.78 4.00 19 5.89 3.20 6.00 
2 19 1.63 1.21 1.00 19 2.21 1.40 2.00 18 2.61 2.00 2.00 
3 18 4.06 2.53 3.50 18 4.28 2.30 4.50 19 5.26 3.46 4.00 
4 20 4.30 2.64 3.50 19 2.05 1.51 1.00 19 3.16 2.04 3.00 
5 19 3.11 2.38 2.00 19 3.00 1.86 3.00 18 4.11 2.68 4.00 
6 18 3.83 3.31 2.50 19 3.21 2.86 3.00 18 5.89 3.22 4.50 
7 20 6.15 3.47 6.00 19 6.00 3.09 6.00 18 5.67 3.58 5.00 

Table 154: Topic-specific distributions of the numbers of reformulations by system 

Topic System Statistics df Significance 
B 0.173 19 0.138
AUT 0.211 18 0.034

1 

INT 0.118 19 0.200
B 0.225 19 0.012
AUT 0.191 19 0.065

2 

INT 0.175 18 0.148
B 0.175 18 0.148
AUT 0.156 18 0.200

2 

INT 0.274 19 0.001
B 0.189 20 0.060
AUT 0.284 19 0.000

2 

INT 0.234 19 0.007
B 0.205 19 0.034
AUT 0.184 19 0.089

2 

INT 0.203 18 0.048
B 0.210 18 0.035
AUT 0.149 19 0.200

2 

INT 0.222 18 0.020
B 0.153 20 0.200
AUT 0.184 19 0.089

2 

INT 0.241 18 0.007
Table 155: Results of K-S Test for normality for the number of reformulations 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p < 0.001 

 
Topic 

H119 
MB > MAUT 

H019 
MB ≤MAUT 

H120 
MINT > MB 

H020 
MINT ≤ MRB 

H121 
MINT > MAUT 

H021 
MINT ≤ MAUT 

1 p = 0.329 (ns)  p = 0.442 (ns)  p = 0.209 (ns)  
2  p = 0.100 (ms) p = 0.060 (ms)  p = 0.321 (ns)  
3  p = 0.339 (ns) p = 0.109 (ns)  p = 0.274 (ns)  
4 p = 0.001 (***)   p = 0.069 (ms) p = 0.023 (*)  
5 p = 0.418 (ns)  p = 0.084 (ms)  p = 0..064 (ms)  
6 p = 0.307(ns)  p = 0.013 (*)  p = 0.005 (**)  
7 p = 0.422 (ns)   p = 0.319 (ns)  p = 0.276 (ns) 

Table 156: U-Test results for the system comparisons by the number of query reformulations 
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Appendix Z Term Tactics by System Version 
  Manual Interactive 

 Topic Replace OR Replace OR 
Baseline 22 0   
Automatic 14 0   
Interactive 

1 

6 3 5 37 
Baseline 3 0   
Automatic 5 1   
Interactive 

2 

1 0 2 14 
Baseline 22 1   
Automatic 32 6   
Interactive 

3 

3 3 0 40 
Baseline 26 2   
Automatic 13 1   
Interactive 

4 

8 1 3 31 
Baseline 14 0   
Automatic 15 5   
Interactive 

5 

6 0 2 17 
Baseline 13 1   
Automatic 19 1   
Interactive 

6 

11 1 3 36 
Baseline 61 1   
Automatic 62 2   
Interactive 

7 

12 8 3 34 
Table 157: Absolute frequency of term tactics by system 
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Appendix AA System Comparisons by Query Complexity 
B AUT INT Topic 

N M SD Med N M SD Med N M SD Med 
1 19 0.000 0.000 0.000 18 0.014 0.059 0.000 19 0.466 0.347 0.333 
2 19 0.000 0.000 0.000 19 0.018 0.076 0.000 18 0.360 0.427 0.292 
3 18 0.028 0.118 0.000 18 0.111 0.280 0.000 19 0.632 0.760 0.333 
4 20 0.033 0.149 0.000 19 0.031 0.093 0.000 19 0.340 0.450 0.000 
5 19 0.000 0.000 0.000 19 0.018 0.076 0.000 18 0.306 0.466 0.000 
6 18 0.022 0.066 0.000 20 0.000 0.000 0.000 18 0.699 0.661 0.667 
7 20 0.050 0.163 0.000 19 0.048 0.116 0.000 18 0.718 0.575 0.667 

Table 158: Topic-specific distributions of the numbers of expansion terms per facet by system 

Topic System Statistics df Significance 
B 0.000 0 0.000
AUT 0.538 18 0.000

1 

INT 0.175 19 0.127
B 0.000 0 0.000
AUT 0.538 19 0.000

2 

INT 0.249 18 0.004
B 0.538 18 0.000
AUT 0.466 18 0.000

3 

INT 0.192 19 0.062
B 0.515 20 0.000
AUT 0.525 19 0.000

4 

INT 0.235 19 0.007
B 0.000 0 0.000
AUT 0.538 19 0.000

5 

INT 0.355 18 0.000
B 0.518 18 0.000
AUT 0.000 0 0.000

6 

INT 0.213 18 0.030
B 0.520 20 0.000
AUT 0.504 19 0.000

7 

INT 0.176 18 0.146
Table 159: Results of K-S Test for normality for the average number of expansion terms per facet 

M: Mean; p: one-tailed probability value; *: p < 0.05; **: p < 0.01; ***: p > 0.001 

 
Topic 

H122 
MINT > MB 

H022 
MINT < MRB 

H123 
MINT > MAUT 

H023 
MINT < MAUT 

1 p < 0.001 (***)  p < 0.001 (***)  
2 p < 0.001 (***)  p < 0.001 (***)  
3 p <= 0.001 (***)  p = 0.003 (**)  
4 p = 0.002 (**)  p = 0.005 (**)  
5 p = 0.002 (**)  p = 0.006 (**)  
6 p < 0.001 (***)  p < 0.001 (***)  
7 p < 0.001 (***)  p < 0.001 (***)  

Table 160: U-Test results for the system comparisons by the number of expansion terms per facet 
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